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Preface
This book is my attempt to get a handle on something that has puzzled me since before I
knew what linguistics was: how we use our language to “be" different people in different
situations, and how who people think we are affects how they treat us.
When I was a teenager, I worked in a store in Ottawa, Canada that was located in a
relatively bilingual (English-French) part of the city. The owner of the store, Jas, was a
francophone from Ottawa, and, like many Franco-Ontarians, when he spoke English, it
was almost impossible to tell that it wasn’t his native language. Most of the customers
were English-speaking, but a large minority were francophones who understandably
preferred to be served in French. As such, most of my fellow sales associates were bilingual,
although some of the anglophones didn’t speak French.
The store was (and still is) a truly independent small business that had been started in
1974 by Jas’ mother selling figure skates from her basement. When Jas took over the
business some years later, it grew enormously, and it is currently one of the largest
skating and hockey supply stores in Eastern Ontario. Undoubtedly, one of the reasons
for the store’s great success was Jas’ personality. To be honest, he was a bit of a hardass.
He was very serious, formal man: a fair, but demanding boss who wouldn’t hesitate to
chew you out for tiny mistakes or make you clean the bathroom if the store was empty
because he "wasn’t paying you to hang around". I found him extremely intimidating,
despite the fact that, from what I understand, Jas liked me: I could serve customers in
both English and French (so I was good value for the money) and I would actually show
up for my shifts, usually on time (so I was responsible). As the owner of the store, Jas
had complete authority over how it was run, and this authority was enacted almost
exclusively in English. Since I had anglophone colleagues who didn’t speak French, all
public announcements had to be made in English, but one thing that I found strange was
that he would sometimes berate my francophone colleagues in English. They’re both French,
I thought, why aren’t they speaking French? It seemed to me at the time that English lended
an extra little bit of seriousness or professional authority to what Jas was saying. I came to
the same conclusion while puzzling over the guidelines about how to answer the phone:
if you wanted to answer the phone in English, you had to say Figure 8 Skate Specialists:
How may I help you?; whereas, if you answered in French, you were allowed to simply say
Figure 8: Bonjour. Since I found the English version to be a bit of a tongue twister, even
though it was my native language, I always used the French version. Although I had to
admit that the English one sounded much more “professional".
My interactions with Jas were limited to my role as his employee, and took place almost
always in English. This is why it was so shocking to me when I would catch a glimpse of

who he was when he was not being my boss. Jas was openly gay and his partner, Denis,
was a clothing designer. Both Jas and Denis were active in local lgbt parties and politics,
and the store proudly featured a tiny rainbow flag near the cash register, which was
very radical for 1990s suburban Ottawa. Denis would occasionally stop by the store and
Jas would often talk to him in French on one of the landlines. And when Jas talked to
Denis, his whole demeanor, especially his voice, would change: the tough no nonsense
businessman that I knew would turn into a sweet, almost boyish guy. I remember one
time I walked into the basement where Jas was talking with Denis on the phone, and,
from eavesdropping, I gathered that Denis was informing Jas that they would not be
going to the Melissa Etheridge concert for Pride the next week. Jas was a bit upset, and
communicated both his disappointment and acceptance to Denis using a soft, almost
sultry tone of voice, saying Ok, mais moi je voulais voir Melissa Etheridge. . . At this point,
Jas noticed me staring at him with my jaw wide open. His face hardened into something
more familiar, and he said (in English): Go away and get back to work!
Although the separation between Jas’ “work" persona and his “private" persona was the
most extreme, there were times when he would seem to undergo a similar transformation
at the store. For more complicated skate fittings, customers would have to make an
appointment in advance, and although we sales associates would generally be the ones
assigned to serve these customers, there would occasionally be extra special francophone
clients who would be served by Jas himself. One of the other ways that we knew that
these were special customers, who should be treated with kit gloves, is that Jas would
start talking to them in (what seemed to me) a very strange way. Once again, his whole
personality changed and, in this context, he would become almost jovial. He would joke
around, laugh and and use all sorts of words that I had never heard before. I remember
being particularly intrigued by Jas’ pronunciation of moi and toi as moé and toé, thinking
Why on earth is he talking like that? Later, after studying French linguistics, I would learn
that these were all what sociolinguists call “vernacular" features of Laurentian French1 ,
and, at least in Jas’ case, these were reserved for friends of the family and people who
had been coming to the store since it was in his mother’s basement.
All of this variation in Jas’ language was very puzzling to me at 16, but of course his
behaviour is reasonably well understood by sociolinguists2 . What is much much less
well understood is the nitty gritty details of how exactly using English vs French, the
tone of Melissa Etheridge, and referring to oneself as moé instead of moi contribute to
constructing a particular persona, a particular identity, in an interaction. The idea at the
heart of this work is that, at some abstract level, identity construction through language
works similarly to other kinds of linguistic communication, and therefore the formal
models that researchers in semantics and pragmatics have found useful for studying
propositional communication can be fruitfully adapted to identity construction. The
kinds of formal models of communication that I have found to be the most enlightening
are game-theoretic ones, and these are the kinds of models that I will develop through
the course of this book.

1: Laurentian French
is the variety of Canadian French that has
its roots in the 17th
century French colony
along the St Lawrence
river (see Côté, 2012,
among others). It is
the variety spoken in
Québec and Eastern
Ontario, as well as
in parts of Western
Canada and New England.
2: See, for example,
Heller (1992) on the
use of English vs
French at work in
Québec and Ontario,
Podesva (2007) on gay
men changing their
persona and language
in their personal life
compared to their
work life, and Morin
(2002); Côté (2012) on
the properties and history of many (more
or less) vernacular features of Laurentian
French (Québec).

This book wouldn’t have been possible without the help of an enormous number of
people. First and foremost, my editor, Sali Tagliamonte. I came to Sali in 2014 with some
vague ideas about quantitative variation in negative expressions and formal syntactic
theory, and together we collaborated on a project which would become the focus of a
Banting postdoctoral fellowship in 2015. Many of the ideas developed in this work got
their start while I was in Toronto, and it is safe to say that most of what I know about
language variation and change, I learned from Sali. The research programme developed
in this book represents a significant departure from my previous work, which had been
on vagueness, distributivity and adjective semantics. As such, moving from working
on “classic" topics in natural language semantics to (to put it mildly) less classical topics
represented a great risk to my career, particularly at the point in which I first started.
Suffice to say not all reactions from my colleagues were positive, and there was a point
at which that, after 3 years as a postdoc, I seriously considered abandoning this line of
work. Either to move to something more marketable, or to give up linguistics altogether.
But through all this, Sali was constantly encouraging me, telling me that what I was
trying to do was important and interesting, and that I had to continue. It is therefore no
exaggeration to say that my research and indeed my whole career would have been very
different (much worse!) without Sali.
This book is largely a modified and expanded version of my 2019 Habilitation à diriger des
recherches (HDR) thesis, which I defended at the Université de Paris under the supervision
of my colleague Jonathan Ginzburg. Jonathan was an excellent “garant", helping me both
on the administrative side and on the intellectual side of the HDR process, providing
many insightful comments on the manuscript and highlighting exciting paths to pursue
in the future. The rest of my HDR committee was Deborah Cameron, Penelope Eckert,
Paul Égré, Michael Franke, Erez Levon, and Devyani Sharma, who all gave invaluable
feedback both on the thesis and at the defense. In consultation with Jonathan, I had
chosen this particular committee not only for their expertise on the subject matter, but
also because they were people with whom I had worked closely on these topics in the
past couple years. Both Michael Franke and Devyani Sharma gave me crucial input on
the theoretical “core" of this work: the 2019 Linguistics & Philosophy article and the 2017
Journal of Sociolinguistics article, respectively. And so they deserve credit for a number of
aspects of the models presented here. Paul Égré has been a great mentor to me since I was
a student, and it gave me enormous pleasure to discuss these completely new things with
him this year. Erez Levon has been one of my constant interlocutors on language, gender
and sexuality. No doubt his influence can be seen across all chapters of this book, and I
thank him for his friendship, his patience and his indulgence of all my naive questions.
Of course, nothing in this book would be possible without Penny Eckert. I mean this
in two ways: from an intellectual point of view, one of Penny’s many contributions to
theoretical sociolinguistics is the idea that the social meaning of sociolinguistic variants
is what drives their use and is what creates the patterns of social stratification that we
find in variationist corpora. Although social meaning had been studied elsewhere in

sociolinguistics and in linguistic anthropology, it was Penny who demonstrated the
pertinence of this idea for variationism. Traditionally, the variationist method starts from
the identification of the sociolinguistic variable, which has generally been considered to
be “two ways of saying the same thing"3 . However, even in the early days of variationist
sociolinguistics, questions arose as to how exactly to define “same thing" and whether
or not semantic equivalence was actually the right notion (see Lavandera, 1978; Sankoff
and Thibault, 1981; Romaine, 1984, among others). For one thing, although identifying
meaning equivalence is usually trivial in the case of sociophonetic variation, it is far
from easy in most if not all cases of syntactic variation, where alternative constructions
usually show some differences in pragmatics or connotation. This being said, studies of
Montréal from the 1970s already showed that syntactic variation displays the same kinds
of class-based social stratificational patterns as phonetic variation4 , and Tagliamonte
and D’Arcy (2009) show that this appears to hold for age-based stratification as well.
So we have empirical arguments that phonetic and syntactic variation are the same
kind of beast, yet syntactic variants often mean slightly different things. As I see it,
Penny’s main insight into this question is to “bite the bullet", so to speak, and give up
semantic equivalence even for sociophonetic variation. Rather, it is not in spite of meaning
differences between variants, but rather because of them that we find the stratificational
patterns that we do: sociolinguistic variants have different social or pragmatic meanings,
and people in different social circumstances will use those meanings to interact with
their interlocutors in different ways. This idea, which I take to be at the heart of the
Third Wave, solves an important problem for variationist sociolinguistics; however, it
also has an important consequence for the field of semantics. As a speaker of Canadian
French, I had always been interested in sociolinguistic variation and change; however, as
a student and later as a young researcher in semantics, I never thought it was possible to
have my own work contribute to it. If you could only start a variationist study once you
found two alternatives that were semantically equivalent, then by definition the study
of variationist sociolinguistics would start where the study of semantics ended. But the
Third Wave shows that there is a place for semanticists in the field of language variation
and change, and I hope that this book succeeds in showing some of the contributions
that this integration can yield.
The second way in which this book wouldn’t have been possible without Penny is
personal. I met her at the 2015 LSA summer institute, right when I was starting to
become more serious about variation. Knowing nothing about sociolinguistics except
what had been studied in (French) Canada, I was not familiar with her Jocks and Burnouts
study, nor her work on the California vowel system. What I did know however, was her
work on Gascon, and I was very excited to see what we would learn in “the Gascon
woman"’s introduction to sociolinguistics course. For me, this course was a revelation,
especially because, as I described above, Penny’s perspective provided a path towards
the unification of sociolinguistics and semantics. I was very lucky to keep in touch with
her after the institute ended and got to spend more time learning from her during her

3: See Tagliamonte
(2012) for a description of the variationist
method, and (pp.1618) for a discussion of
debates surrounding
the definition of
the
sociolinguistic
variable.
4: See, for example,
Sankoff and Cedergren (1972) and the papers in Sankoff (1978).

Labex professorship in Paris in 2015 and during my CSLI fellowship at Stanford in
20165 . Although I imagine that initially the project much have seemed very bizarre, she
was encouraging from the very start, and our long conversations have contributed to
developing and refining not only the social theoretic aspects in this work, but also the
details of the game-theoretic models.
Another person who has had an enormous influence on this work is Debbie Cameron. In
an area where differentialist and essentialist views abound, Debbie’s work on language
and gender develops a framework of analysis in which men and women’s language use
is a product of speakers’ strategic reasoning about the interaction situations that they
are in. When gender differences between men and women arise (which she shows is
far less often than we naively think) they can generally be explained by how language
is related to ideologies, and how those ideologies sustain power differences between
men and women, which then creates different material conditions for people of different
genders. In this way, Debbie presents a political foundation for a theory of gender and
language, and this political foundation is at the heart of the “materialist semantics" for
social meaning that I develop. Like Penny, Debbie has also influenced me on a personal
level. It may sound hyperbolic, but meeting Debbie at a conference in 2018 was quite life
changing. I have learned so much from her in such a short time, and I am continually
amazed by her brilliance, kindness, generosity and overall awesomeness.
Another person who I would like to mention at this point is Sally McConnell-Ginet. I
only met Sally recently, but I have known her work for many years, long before I started
working on the social aspects of language. Even as a student, I was so impressed that
she could use the skills that we learned in our formal semantics training to study how
language reflects and contributes to constructing gender relations in our communities. I
had always hoped that we would meet sometime at some semantics conference, and I
would get a chance to talk with her. Sadly this never happened on its own: I guess the
East Coast/West Coast semantics circles are sufficiently disjoint that we never managed
to be in the same time at the same place. Finally, I decided that enough was enough and
tentatively sent a preliminary version of what is now Chapter 5 to her via email in 2018,
and, when she responded to my email with thought provoking comments, I invited her
to Paris in 2019. I’m so happy that we managed to finally meet because it has been such a
pleasure to interact with Sally in the past year, and I am excited to continue doing so in
the future.
Of course, the research presented here would have never been possible if I had not had
such a stimulating, supportive work environment as the Laboratoire de Linguistique Formelle
(LLF) at the CNRS and the Université de Paris. I am eternally grateful to Anne Abeillé,
who recruited me and who directed the lab when I first arrived, and to Olivier Bonami,
the current head, for giving me everything that a young researcher needs to blossom:
guidance, encouragement, funding (for postdocs, conferences, experiments etc.), and also
autonymy. I would especially like to thank Olivier for . . . everything: being a wonderful

5: And I am also extremely grateful to
Dan Lassiter for inviting me to Stanford,
and for many helpful
discussions about the
material in this book.

boss, mentor, collaborator (in both scientific and administrative matters), and friend.
During the 2019 year, I was associate director of LLF and, although the job can be stressful
at times, being Olivier’s adjointe was always a positive, enriching experience. I would
also like to thank the CNRS for giving me my first permanent job. Given that this work
doesn’t neatly fit in to traditional subfields of linguistics, I’m pretty sure that I would
have never been able to do it if I had been hired somewhere else as, say, a professor of
semantics.
The research in this book was financially supported in a number of ways: through a
Banting postdoctoral fellowship at the University of Toronto and a CSLI fellowship
at Stanford University. The largest contributions have been from the Labex Empirical
Foundations of Linguistics (ANR-10-LABX-0083) and, more recently, from the ERC starting
grant Formal Models of Social Meaning and Identity Construction through Language (Grant
agreement No. 850539).
Beyond the people and organizations that I highlighted above, this book has benefited
from comments and discussions with very many people. Some of them are Julie Abbou,
Eric Acton, Julie Auger, David Adger, Andrea Beltrama, Leon Bergen, Mel Bervoets,
Hélène Blondeau, Joan Bresnan, Bianca Cepollaro, Judith Degen, Quentin Dénigot,
Michael Friesner, Anne Garréta, Barbara Hemforth, Gerhard Jäeger, Hilda Koopman, Dan
Lassiter, Salvador Mascarenhas, Elin McCready, Roland Mülenbernd, Denis Paperno,
Christina Pawlowitch, Céline Pozniak, Chris Potts, Jessica Rett, Célia Richy, Uli Sauerland,
Elizabeth Smith, Benjamin Spector, Stephanie Solt, Mireille Tremblay, Kit Woolard, Dan
Zeman, Igor Yanovitch and Axelle Ziegler. I would also like to thank Mireille Tremblay
for her mentorship and friendship over the past 18 years, and I look forward to continuing
to work with her on social meaning in Montréal French in the years to come.
Finally, I would like thank my parents, the Drs. Dawn and Rick Burnett, who have always
encouraged me in my work and in my life. . . even thought it has led me very far away
from them. Also, the contributions of the dogs, Zooey and P’Max, to the development,
completion and quality of this work cannot be underestimated.
Heather Burnett
Les Lilas, France
Summer 2020
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A formal semantics for social
meaning
This book presents a new framework for studying the relation between
language, ideologies and the social world. The framework combines two
main ideas. The first idea is that tools from formal semantics can be used
to formalize theories from sociolinguistics, linguistic anthropology and
feminist/gender studies. Formal semantics is domain of linguistics that
uses logic and mathematics to study linguistic meaning (see Dowty et al.,
1981; Gamut and Gamut, 1991; Heim and Kratzer, 1998; Chierchia and
McConnell-Ginet, 2000, for textbook overviews). The second idea is that
tools from epistemic game theory can be used to bring those theories
in closer line with empirical studies of sociolinguistic variation and
identity construction through language. Game theory is a mathematical
framework for studying interaction between agents (see Osborne et al.
(2004) for an introduction), and its epistemic branch focuses on how the
reasoning of sentient agents, like humans, affects how their interactions
unfold (see Perea (2012); Pacuit and Roy (2017) for introductions). I argue
that a game-theoretic framework, elaborated using formal semantics and
informed by sociolinguistic theory, can make significant contributions
to our knowledge of how speakers use their linguistic resources to
construct their identities and the role that language and identity play in
gender-based inequalities and discrimination.
This introductory chapter presents an overview of the main empirical
phenomenon studied in this work: social meaning. It then presents the
main lines of the framework that I will develop in subsequent chapters,
and the main mathematical tools that I will use to develop this framework:
decision theory and game theory.

1.1 Social meaning: An overview
Although the meaning of the term social meaning varies widely across
the humanities, following Podesva (2011), I will use this term to refer
to how information encoded in pronunciations, morphemes, words or
constructions expresses aspect of speakers’ properties, attitudes and
identities. I will use the phrase identity construction through language to
refer to how we use socially meaningful language to build, establish and
reinforce our place(s) in our communities of practice.
The empirical domain of linguistic social meaning is very large, and
includes linguistic phenomena that have been studied in semantics
and pragmatics, philosophy of language, sociolinguistics and linguistic
anthropology. In semantics and philosophy, the most frequently studied
social meaning phenomena are expressives: items that express a speaker’s
attitude towards an individual or an event (Potts, 2005). For example,
swear words, such as fucking (1b), usually express a speaker’s heightened
attitude towards an individual or event. As discussed by McCready
(2012), the English word itself does not specify whether the attitude is
positive (1b) or negative (1c), and the listener must reason about aspects of
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the utterance, the context and the speaker’s identity to correctly identify
it. This reasoning process will be one of the primary focuses of this
book.
(1)

a. Mike Tyson won another fight.

(McCready, 2012)

b. Fucking Mike Tyson won another fight. He’s wonderful!
c. Fucking Mike Tyson got arrested again for domestic violence.
# He’s wonderful!
Another class of expressions that have been analyzed as expressives
are slurs, like dyke (2b) (Kaplan, 1999; Kratzer, 1999; Potts, 2005; Jeshion,
2013a, among others). Slurs often appear to express the speaker’s negative
attitude towards their referent, in a way that more “neutral" identity
terms, like lesbian (2a), do not. The attitudes expressed by slurs, and the
pragmatic and social functions of these elements, will be the topic of
Chapter 4.
(2)

Slurs and identity categories

(Kaplan, 1999; Potts, 2005)

a. Heather is a lesbian.
b. Heather is a dyke.
In addition to attitudes, socially meaningful language can also express
aspects of a speaker’s place in their communities in terms of their
relationship to other people. For example, depending on the community
and the context, using the French second person pronoun tu (3b) signals
that the speaker views themself as having a closer or more intimate
relationship with the addressee than if they used the pronoun vous (3a).
Similarly, honorific morphemes, like Japanese o- (4b), communicate that
the speaker honours the subject of the utterance, and terms of address,
such as dude (5b) or sweetheart (5c) also communicate the speaker’s beliefs
about their relationship with the addressee: that it is one of cool nonsexual solidarity (see Kiesling, 2004) or sexist condescension (see Shear,
2010; Cameron, 2019).
(3)

a. Je peux vous aider?
b. Je peux t’aider?
‘Can I help you?’

(4)

(Brown et al., 1960)

a. Sam-ga
warat-ta.
Sam-NOM laugh-PAST
‘Sam laughed.’
b. Sam-ga
o-warai-ninat-ta.
Sam-NOM subj.hon-Iaugh-subj.hon-PAST
‘Sam laughed.’

(5)

(Potts and Kawahara, 2004, 253)

a. What are we doing tonight?
b. Dude, what are we doing tonight?

(Kiesling, 2004)

c. Sweetheart, what are we doing tonight?
Most of the examples cited so far concern expressions whose sole (or at
least primary) function is to help the speaker communicate information
about their attitudes and place in society. However, social meaning can
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be associated with almost any expressions in a language. For example, as
discussed in Acton (2014, 2019), a speaker can use the English definite
determiner the in utterances like (6b) to distance themselves from the
group denoted by the noun phrase (in this case Americans); a speaker can
use a precise number (7b) rather than a round number (7a) to construct
themselves as knowledgeable and confident, although if they’re not
careful they may come off as arrogant and pedantic (Beltrama, 2019);
and, in languages that mark grammatical gender, like French, the use
of masculine grammatical gender to refer to a woman (8b) can signal
the speaker’s socially conservative views (Abbou, 2011b; Burnett and
Bonami, 2019b, among others), much in the same way that insisting on
using an explicitly masculine marked noun (chairman instead of chair or
chairperson) might do so in English.
(6)

a. Americans love fast cars.
b. The Americans love fast cars.

(7)

a. The package was delivered at 9 pm.
b. The package was delivered at 9:03 pm.

(8)

(Acton, 2014, 2019)
(Beltrama, 2019)

a. La professeure a oublié son livre.
b. Le professeur a oublié son livre.
‘The (female) professor forgot her book.’

Much of the literature on social meaning and identity construction
in sociolinguistics has been focused on sociophonetic variants: different
pronunciations of the same word. Two examples of sociophonetic variants
that appear in most dialects of English are (ING) (9) (i.e. having either
a velar or alveolar pronunciation of the final consonant in a word like
working (Labov, 1966; Hazen, 2006; Tamminga, 2014)) and t-release: (having
more or less aspiration on the final consonant in a word like meet (Bucholtz,
1999; Bunin Benor, 2001; Podesva et al., 2015).
(9)
(10)

a. I’m working on my paper.

[in]

b. I’m workin’ on my paper.

[in]

h

released ‘t’

b. We should mee[t].

unreleased ‘t’

a. We should mee[t ].

Unlike alternations involving whole words or phrases, the informational
differences communicated by sociophonetic variants are so subtle that
we must often use a methodology more sophisticated than introspection
to observe them. One of the main ways in which social meaning differences between sociophonetic variants can be diagnosed, which has been
commonly used in social psychology and variationist sociolinguistics,
is through an experimental paradigm known as the matched guise technique (MGT) (Lambert, 1967). In a MGT experiment, participants listen
to samples of recorded speech that have been designed to differ in very
specific and controlled ways. Participants hear one of two recordings
(called guises) which differ only in the alternation studied. After hearing
a recording, participants’ beliefs and attitudes towards the recorded
speaker are assessed in some way, most often via focus group and/or
questionnaire. All efforts are made to ensure that the two recordings
match as possible, modulo the forms under study, so that any observed
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differences in inferences that participants draw from different guises
can be attributable to the variable under study, not to some other aspect
of the voice of the speaker or of the content of their discourse. To give
an example: Campbell-Kibler (2007) performed an MGT study with
American college students investigating how the use of the variable (ING)
influences listener beliefs and perceptions. This study yielded a variety
of complex patterns; however, one of her main results was that there exist
certain consistent associations between linguistic forms (-ing vs -in’) and
property attributions for the listeners who participated in the experiment.
For example, all speakers were rated as significantly more educated and
more articulate in their -ing guises than in their -in’ guises. In a similar
vein, Podesva et al. (2015) investigated the social meaning of the t-release
variable (10) through a MGT study with American participants using
stimuli formed from political speeches of 6 American politicians (Barak
Obama, John Edwards, Nancy Pelosi, George W. Bush, Hilary Clinton,
and Condoleezza Rice). As in Campbell-Kibler’s study, the t-release study
yielded a number of results concerning associations with released vs
unreleased/flapped /t/: for example, John Edwards and Condoleezza
Rice were rated as significantly more articulate in their released-t guises
than in their flapped guise (i.e. when they say things like wa[𝑡 ℎ ]er, rather
than wat[f]er.). On the other hand, Nancy Pelosi was rated as significantly
less friendly and less sincere when she used released /t/, and Barak
Obama was rated as significantly more passionate in his flapped guise
than in his released /t/ guise. Thus, this methodology allows us to assess
how socially meaningful language affects listeners’ subtle beliefs about
speaker identity.
Although the MGT is particularly useful for studying sociophonetic
variables, it has also been used to study the social meaning of variants
beyond the domain of sounds. For example, using the MGT paradigm,
Maddeaux and Dinkin (2017) show that speakers using the discourse
particle like to modify a noun phrase (11b) sound less articulate and
intelligent to listeners in Toronto, Canada than speakers who do not use
like (11a).
(11)

a. This speech she had to give about herself. . .
b. This, like, speech she had to give about herself. . .

Likewise, Beltrama and Staum Casasanto (2017) show that speakers using
the English intensifier totally to modify a relative gradable adjective (12c)
are rated as more friendly, outgoing and cool than those using variants
really (12b) and very (12a). At the same time, speakers using (12c) are rated
as significantly less intelligent, mature and articulate than those using
another intensifier.
(12)

a. John is very tall.
b. John is really tall.
c. John is totally tall.

Finally, Beltrama (2019) shows that speakers using precise numerical
expressions (such as (7b), repeated below as (13b)) are rated as more
articulate, intelligent and educated than those using less precise expressions (13b); however, they are also perceived as more annoying, obsessive,
pedantic and uptight than authors of more approximate statements.
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(13)

a. The package was delivered at 9 pm.
b. The package was delivered at 9:03 pm.

(Beltrama, 2019)

The MGT has also been instrumental in diagnosing social meaning
differences not only between elements of a single language, but also
between languages themselves; indeed, the MGT was actually first
developed to investigate the different properties attributed to speakers
of French vs English in Montréal, Québec (Lambert et al., 1960; Lambert,
1967). For a more detailed example of social meaning differences between
languages, we can consider Kit Woolard’s work on the social meaning of
Castilian vs Catalan in Barcelona (Woolard, 1989; Woolard and Gahng,
1990; Woolard, 2009, 2016). Woolard began her investigations of this topic
in 1980, shortly after Catalonia became an autonomous region. Under
the Franco regime, the Catalan language was repressed in Catalonia,
with Castilian being the sole language of government and education.
Furthermore, there was large immigration of Castilian speakers from
southern Spain in the 1960s, although by the 1970s, this immigration
had stagnated. After Franco’s death, Catalonia became autonomous and
became officially bilingual in 1979. Starting in the 1980s, the Catalan
government enacted agressive policies making Catalan the language of
government and education. One of the results of this complex social
situation is that, starting in the 1980s, large portions of the population
of Barcelona became bilingual to some degree, having at least a passive
understanding of both Catalan and Castilian (Woolard, 1991, 2009).
Woolard wanted to investigate the social meanings of the two languages
in Barcelona in the context of this situation of bilingualism. She therefore
performed a MGT experiment in 1980 (Woolard, 1989; Woolard and
Gahng, 1990) with young native Catalan and Castilian listeners, where
the guises consisted in the same speakers speaking in Catalan and then
in Castilian. She found a complicated pattern of social interpretations,
one which partially broke down along ethnic lines. Firstly, she found
that Catalan guises were rated significantly higher on what Woolard
calls status properties (‘intelligent’ (intelligent), ‘cultured’ (persona culta),
‘hardworking’ (persona treballadora), and to a lesser extent in those of
‘self-confident’ (té confiança en ella mateixa) and ‘worthy of confidence’
(digna de confiança)). This was regardless of whether the speaker in
the Catalan guise was a native Catalan or native Castilian. Woolard
suggests that this social meaning derives from social differences between
native Catalans and native Castilians which are observed all across
society: “in the workplace, where Catalans are more often found in
managerial positions and Castilian-speaking immigrants in manual
labor; in residential neighborhoods, where Catalans tend to occupy
prime locations and Castilian immigrants the high-rises of the periphery;
in private shops and services, where Catalans are more often owners,
particularly in the more desirable areas, and Castilian speakers more
often clients." (Woolard, 1985, 742).
Secondly, she found differences between native Castilian and native
Catalan listeners with respect to what Woolard calls solidarity (or likeability) properties: ‘likeable’ (simpàtica), ‘amusing’ (divertida), ‘has a sense
of humor’ (té sentit de l’humor), ‘open’ (oberta), ‘attractive’ (atractiva),
and ‘generous’ (generosa). Native Catalan listeners gave native Catalan
speakers higher solidarity ratings in Catalan guises, and lower solidarity
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ratings to native Catalans speaking Castilian. Likewise, native Castilian
speakers gave native Castilian speakers higher solidarity ratings when
they spoke Castilian, penalizing them on solidarity when they spoke
Catalan. Both Catalan and Castilian speakers gave neutral solidarity ratings to members of the opposite ethnolinguistic group when they spoke
their own language. In other words, “listeners rewarded linguistically
identifiable co-members of their ethnolinguistic group for using their
own language, and penalized them with significantly lower solidarity
ratings when they used the out-group language" (Woolard, 2009, 133).
In addition to showing that even the language of communication itself can
have social meaning, Woolard’s work, particularly Woolard (1991), also
builds an important link between social meaning, as observed through
listener internal judgements about the properties of the speaker, and
external aspects of speaker behaviour such as language use. She says
(p.64),
These positive sanctions for the maintenance of Catalan by
native speakers and negative sanctions against its use by
Castilian speakers helped explain patterns of language proficiency and use. A survey in 1983 (Direcció General de Política
Lingüística 1984) found that, of those born in Catalonia of parents born in Catalonia, 93% claimed Catalan as their principal
language. This shows remarkably minimal attrition of the
Catalan language group. However, the demographic structure of Catalonia has changed significantly over the twentieth
century, from a largely native-born to a massively immigrant
population by the 1960’s, and then with economic stagnation
in the 1970’s, returning to an increasingly native-born population. Immigration has virtually ceased, and among the 15-20
year olds in the DGPL sample, 87% were born in Catalonia,
while over half of some older age brackets were immigrants.
[. . . ] Table [1.1] shows that while Catalonia is again becoming much more native and less immigrant in character, its
native-born are much less likely to be Catalan-speaking.
Age group
15-20
21-30
31-40
41-50

Catalonia-born
87%
68%
48%
45%

Speak Catalan frequently
43%
49%
44%
46%

Table 1.1 shows that, in the early 1980s, a greater proportion of young
people were born in Catalonia than in the previous generation; however,
the rate of frequent use of Catalan remains the same across age groups.
In other words, young Castilian speakers born in Barcelona are not
switching to Catalan. According to Woolard, this fact about language use
is understandable based on the social meaning of Catalan for Castilian
speakers: she says, “The matched guise test showed that Castilian speakers
had little to gain in cementing relations with Catalans by attempting to
speak Catalan, while they had much to lose in solidarity and support
from co-members of their own native ethnolinguistic group" (Woolard,
1991, 64).
In 2007, Woolard (2009) did a follow up MGT study1 in Barcelona with

Table 1.1: Linguistic Profile of Adults in
Barcelona Urban Area in 1983, based on
(Woolard, 1991, 64)

1: Woolard did another MGT study in 1987,
which showed an intermediary pattern
between the ones I describe here.
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participants of a similar demographic profile as in her 1980 study. She
found that, as in the 1980s, Catalan was still associated with higher status
ratings than Castilian for all listeners; however, 30 years later, solidarity
ratings had changed drastically. She explains that “in the experiment
with the new case study group in 2007, there was no statistical difference
between Catalan and Castilian guises in the Solidarity ratings. The general
likeability of a speaker was not affected by the language she used; in
contrast to earlier years, ratings neither rose nor fell with a speaker’s
use of Catalan or Castilian." (Woolard, 2009, 134). In other words, the
ethnolinguistic boundary observed in the early 1980s, appeared to have
been broken down in the mid 2000s2 . The change in the social meanings
of Catalan for native Castilian listeners appears to also be correlated with
a change in language use for these individuals: in the mid 2000s, when
they are not penalized on the solidarity dimension, native Castilians are
much more likely to speak Catalan. This is the case with the participants
of Woolard (2009)’s MGT study (a class of Barcelona high school students),
where“students’ accounts of family history in interviews showed a clear
trend toward Catalan across the generations", and “any language change
between parent and child or between home and habitual language
was toward Catalan" (Woolard, 2009, 130). The pattern of change in
language use is also observed in the broader population, as shown by
the Government of Catalonia’s 2013 report showing a rise in habitual use
of Catalan by native born Catalans (Generalitat de Catalunya, 2013).
Having observed this case of socio-semantic change, and a parallel
change in language use, we would of course like to know what caused
the solidarity-related social meanings of Catalan and Castilian to change
from the 1980s to the 2000s. Woolard (1991, 2009) argues that the change in
the social interpretations of Castilian/Catalan for speakers in Barcelona
is tributary of a more general process of ideological change in the
ethnolinguistic categories of Catalan vs Castilian. In the 1980s, these social
categories were conceptualized as being rooted to circumstances of one’s
birth or family; however, “basic terms of social identity have moved
from an essentialist treatment of Castilian linguistic origins or habits
as defining Castilian identity in contrast to Catalan twenty years ago,
to a voluntarist conceptualization of espanyol vs. Catalan identity as a
matter of politics and style." (Woolard, 2009, 145) 3 . It is likely that
the agressive pro-Catalan language policies instituted in government
and education after Franco’s death played a role in this ideological
change, though, as Woolard notes “ because of myriad other changes political, social, economic, demographic, cultural - over the same period,
we cannot know how directly these developments in young people’s
linguistic consciousness can be attributed to educational linguistic policy."
(Woolard, 2009, 147).
In summary, in this section, we have seen that a wide variety of linguistic
features, ranging from phonetic to morpho-syntactic to linguistic code,
can change the way that listeners perceive the identity of the speaker.
Furthermore, studies such as Woolard’s (among many others) have
observed connections between the social meanings of linguistic elements
and speaker/listener ideologies on the one hand and speaker/listener
behaviour on the other. These studies have also pointed to the role of the
social world, its material properties and structures, in shaping ideologies,
which constrain which social meanings can be associated with which

7

2: This was already starting to be the case
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Gahng, 1990; Woolard, 2009).

3: See Heller (2003, 2011) for somewhat
similar ideological changes in French
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linguistic forms.
This book presents a formal model of how these different components
(social structure, ideologies, social meanings and language use/interpretation) interact. Broadly speaking, the framework I will develop can be
schematized as in Figure 1.1, where solid arrows represents connections
that will be studied in detail in the book, while dashed arrows represent
connections whose detailed characterization is left to future work. The
social world consists of non-linguistic actions, social institutions, (non)
social facts, among other things4 . Individuals’ ideologies are shaped
through their interactions with the social world in a number of ways,
either through their direct observations or through their exposure to
and subsequent integration of discourses: ways of talking about or representing objects which, simultaneously, serve to define and create them
(Foucault, 1969, 1976). The question of how discourses shape ideologies
relevant to socially meaningful language will be discussed in Chapters 4
and 5.

4: Obviously both language use/interpretation and ideologies are also part of the
social world. I distinguish these two components in Figure 1.1 because they will be
given a more sophisticated treatment in
this work than other aspects of the world.

Figure 1.1: The relationship between language and the social world (as Heather
Burnett sees it)

Ideologies play an important role in the model because they constitute
what formal semanticists call the domain of interpretation of socially meaningful language. As such, ideologies provide properties, social categories
and identities that can be associated with language, and they impose
constraints on what the social meanings of linguistic elements can be.
How ideologies constrain meaning is one of the major topics of Part II of
the book (Chapters 4 and 5). The actual mappings between ideological
objects and linguistic forms can be established in a number of different
ways. For example, they can be established though individuals’ direct
observations about the kind of people who use a particular sociolinguistic
variant (Labov, 1972; Trudgill, 1986; Kerswill and Williams, 2002; Preston,
2011, among very many others) or through meta-linguistic discourses
invoking language ideologies (see Silverstein, 1979; Irvine and Gal, 2000;
Cameron, 2012). Although both the formation of sociolinguistic variables
and ideologies about language are currently important topics in sociolinguistics, I will have nothing new to contribute to these interesting debates
in this work. What will occupy the bulk of this book is the connection
between social meanings and language use and interpretation, in other
words, the socio-semantic system. The fine-grained properties of the
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socio-semantic system will be the focus of Chapters 2 and 3. I will also
briefly discuss the effects of socially meaningful language on the world,
and its role in strategic discourse, in Chapters 2 and 4; however, my
remarks will by no means do justice to this fascinating and important
topic, whose exploration is left to future research.
As mentioned above, a key aspect of my framework is that it is formal: it
is constructed using objects and definitions from mathematics, particularly formal logic and game theory. This is unusual. Therefore, before
proceeding, it is worthwhile discussing why (on earth) one would (ever)
want to have a formal theory of social meaning and identity construction
through language.

1.2 Why should we formalize?
Social meaning and identity construction has been extensively studied in
linguistic anthropology and in socio-cultural linguistics more generally
(see Bucholtz and Hall, 2005, 2008, for reviews). They have likewise
been studied in variationist (quantitative) sociolinguistics (Labov, 1963;
Weinreich et al., 1968), especially within the Third Wave approach (Eckert,
2000, 2008, 2012, 2018), which will be described below. There has historically been less interest in treating these phenomena within formal
linguistics, especially in semantics and pragmatics. A notable exception
is the work of Sally McConnell-Ginet, who has explored how notions
and theories from semantics and analytical philosophy can help us better
understand complicated socially meaningful phenomena such as identity
terms, pronouns, gender marking and even sociophonetic variation since
the early 1980s (see McConnell-Ginet (2011) for a collection of her papers
spanning three decades, as well as McConnell-Ginet (2013, 2020) for
more recent work). In the past 15 years, however, there has been an
increased interest in analyzing social meaning within formal semantics
and pragmatics (Kaplan, 1999; Van Rooĳ, 2003; Potts, 2005; McCready,
2008, 2012, 2015; Smith et al., 2010; Acton, 2014, 2019; Beltrama, 2016;
Beltrama and Staum Casasanto, 2017; Beltrama, 2019; Jeong, 2018, among
others), and this book is yet another contribution to this growing research
domain.
As I see it, there are (at least) three ways in which having a formal
framework in which to explore questions related to social meaning,
identity construction and social structure is (or at least has the potential
to be) beneficial. They are laid out in (14).
(14)

Why have a formal theory of social meaning and identity construction?
1. Formalization allows us to better test the predictions of our
sociolinguistic theories.
2. Formalization opens up new ways of looking at sociolinguistic phenomena, which allows us to make new empirical
discoveries.
3. Formalization facilitates interactions between sociolinguistics and the cognitive and information sciences.
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I will go into these three points in more detail below, but first I will
say a bit more about what I understand the project of formalization
to be, particularly with respect to theories from sociolinguistics and
gender studies. At its heart, I view formalization as a process which
takes a theory that has been described only in words, identifies what
its main lines (i.e. its essential ‘moving parts’) are, identifies what the
main empirical generalizations it aims to explain are, and then uses
mathematics to characterize these moving parts/generalizations such
that it becomes possible to relate the two by means of a proof (in the case
of a logical formalization) or a simulation (in the case of a computational
formalization). Of course, people may (and will) differ in what they
take to be both the ‘essential moving parts’ of an informal theory and
what they take the explananda of the theory to be. Furthermore, it can
often be the case that our chosen mathematical tools are only adapted to
formalizing a subpart of the informal theory, so the formalization that
we propose will not do justice to the entirety of the ideas that we aim
to capture. It is for these reasons that the main general proposal in this
book is a framework for formalizing sociolinguistic theories, not simply,
for example, a particular formalization of Penelope Eckert’s Third Wave
approach to the meaning of variation. Therefore, in this work, we will
speak of a formalization of theory X and not the formalization of X, even if
it happens that the one proposed is the only one currently on the market.
In fact, Chapter 2 alone will contain multiple formalizations of ideas
from the Third Wave, and we will compare these formalizations to each
other in the light of empirical data.
The models outlined in this book are similar in spirit to TV or film
adaptations of novels. Like formalizations in linguistics, TV and film
adaptations allow the ideas in the source material to reach a new audience
and can explore themes from the original in new ways. This being said,
because of the format (full-length novel vs two hour movie) and the visual
medium, adaptations can often treat only a subset of the original material.
Because of this constraint, different adapters may have different parts
that they wish to prioritize. And of course every adaptation is also an
instance of interpretation: the adaptation is filtered through the adapter’s
vision when it is presented to the public. For example, if we consider
Stanley Kubrick’s 1980 film adaptation of Stephen King’s 1977 novel The
Shining, we see that, in addition to making cuts necessary in order to fit a
the novel into a 2.5 hour movie, Kubrick made a number of interpretative
choices: (minor spoiler alert) he downplayed the supernatural element
of the novel and backgrounded themes like the disintegration of the
family and the dangers of alcoholism that were featured in the original.
Kubrick did this in order to focus on the creation of the chilling mood that
his movie is now famous for, something the film medium allowed him to
do (Miller, 2013). Although the reception of Kubrick’s The Shining was
initially mixed, and King himself was unhappy with some of Kubrick’s
interpretations of his work5 , the 1980 film is now considered one of
the greatest horror films of all time, and was selected for preservation
by the United States National Registry by the Library of Congress in
2018. Seventeen years later, in 1997, Mark Garris & King adapted The
Shining into a TV miniseries, which was much longer (6 hours) but
remained much more faithful to the book. Reception of this adaptation
was, and continues to be, very mixed, with some audiences appreciating
the aspects of the original which were incorporated into TV adaptation,

5: https://scrapsfromtheloft.
com/2018/03/08/
stephen-king-playboy-interview-1983/
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and others comparing it unfavourably to Kubrick’s6 . In other words, both
the film and the TV miniseries adaptations of King’s novel incorporated
and emphasized different aspects of the original, and were appreciated
by different people for these different aspects, even though clearly one
(the film version) has emerged as much more culturally significant than
the other. In an ideal case then, a successful formalization is like Kubrick’s
adaptation of The Shining: it captures key insights of the original, but
its new form allows for these insights to be explored in a new way in
new domains. All this is on the understanding that people will have
different ideas about how well the formalization/adaptation captures the
key insights of the source and how insightful its application to the new
domains is. On the other hand, an unsuccessful formalization/adaptation
is one that, rather than using the power of the new medium to accomplish
new things, uses it as a box into which the adapter/formalist crams the
exciting, complex and illuminating original, and in doing so loses the
source’s insights, stripping it of everything that everyone loved about
it. Ultimately, then, one hopes that, when one undertakes to formalize
complex theories from sociolinguistics, what one ends up with is closer to
The Shining, Carrie (1976) and Misery (1990), than to the film adaptations
of The Hitchhiker’s Guide to the Galaxy (2005), Dune (1984) and (keeping
with the Stephen King theme) The Dark Tower (2017).
Suppose we arrive at a formalization of a theory of social meaning and
identity construction that we consider successful in the sense I described
above. What would be the benefits? Firstly, I argue that such a formal
theory can help us refine our sociolinguistic theories. Linguistic variation
and identity construction are extremely complex cognitive and social
processes, and a lot of open issues in the study of language, variation
and identity are very subtle. Formalization can be a powerful tool for
carefully distinguishing different aspects of theoretical proposals and for
precisely identifying empirical predictions made by competing analyses.
For example, in Eckert’s Third Wave approach (which will be outlined
in greater detail in Chapter 2), linguistic variation is proposed to arise
from a combination of variants’ social meanings and how different
speakers use these meanings in different contexts to construct personae
(identities/social types). According to Eckert (2008), a variant’s social
meaning is its indexical field: a set of properties or stances that members
of a community of practice associate with a variant. As an illustration,
following Campbell-Kibler (2007), Eckert proposes that the variants of
variable (ING) have the indexical fields in (15).
(15)

a. Indexical field of -ing: {articulate/pretentious, effortful, educated, formal}
b. Indexical field of -in’: {inarticulate/unpretentious, easygoing/lazy, uneducated, relaxed}

Researchers working in the Third Wave commonly analyze the social
meaning of a variant through giving a list of the properties/stances in its
indexical field similar to (15) (Campbell-Kibler, 2008; Moore and Podesva,
2009a; Walker et al., 2014; Beaton and Washington, 2015; Tyler, 2015;
Podesva et al., 2015, among many others). Although the indexical fields
featured in these works often make intuitive sense, these proposals have
not yet been accompanied by an explicit, precise theory of how exactly
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the fields determine the patterns of sociolinguistic variation and interpretation they are supposed to be analyzing. Because of this, we currently
have no principled way of arguing that one indexical field is a better
analysis of the social meaning of a variant than another possibly very
similar one. In other words, we are currently missing a linking theory
(in the sense of Marr (1982)) between abstract ideological structures, like
indexical fields, and linguistic behaviour, like variation and interpretation. My book proposes that formal semantics and pragmatics, combined
with game theoretic tools used in computational psycholinguistics, can
give us this precise theory. Chapter 3 shows how we can test different
hypotheses about the structure of the indexical fields associated with
sociolinguistic variants in Montréal French.
Secondly, having a formalization of an informal theory can often draw
attention to new aspects of that theory which were not clear before
the formalization. The formal models that we will develop will have
their own properties, and studying them as formal systems can reveal
unexpected predictions that the systems make. Thus, foregrounding
aspects of the theory that were backgrounded in the literature on the
original can result in new empirical discoveries. We will see an example of
such a new result in Chapter 2, where properties of the formal system that
I propose will cause us to look more closely at the relationship between
propositional/truth conditional meaning and social meaning, and this
will give rise to a new empirical generalization about the difference
between the two.
Thirdly, having formal adaptations of informal theories from the humanities provides an important step towards allowing insights from these
theories to be incorporated into theories of language from cognitive
science, which are themselves often formalized. The mathematical/computational modelling of language variation and change is a vibrant
research area (Clark and Roberts, 1993; Niyogi and Berwick, 1997; Yang,
2000, 2002; Adger and Smith, 2005; Adger, 2006; Kauhanen and Walkden,
2018, among many others), and, since the late 1990s, formal models have
yielded enormous advances in our theories of the cognitive and linguistic
factors underlying variable language use. For example, we now have a
clearer understanding of how parsing ambiguous utterances can trigger
language change (Clark and Roberts, 1993; Yang, 2000) and how production biases can affect the shape of that change (Kauhanen and Walkden,
2018). However, although many (if not most) patterns of linguistic variation are socially conditioned, mathematical models have been almost
exclusively focused on the grammatical and/or psychological aspects
of change, neglecting its social aspects. Likewise, the computational
modeling of human cognition is a vast area, which has yielded important
results concerning how humans process language. There has been some
recent interest in incorporating social factors in computational cognitive
models, such as Jaeger and Weatherholtz (2016); Kleinschmidt et al.
(2018); however, the sociolinguistic theory underlying these approaches
is minimal. A formalization of a sociolinguistic theory could serve as a
bridge across the humanities and cognitive science, which would allow
for identity-oriented theoretical insights from sociolinguistics and anthropology to inform the formal modelling of language variation, change
and processing. Chapter 5 specifically addresses the question of the
modelling of morpho-syntactic change within a social-meaning driven
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formal system.
All this being said, for a mathematical approach to sociolinguistic variation and identity construction to be helpful, we need to use a formalism
that is appropriate for the data that we want to model. And it turns out
that this is not a trivial matter. In fact, as discussed by Recanati (2004),
many mathematical approaches to meaning, such as classic formal semantics (Montague, 1970; Heim and Kratzer, 1998), allow contextual factors
to play only a restricted role, primarily in the evaluation of indexical
expressions like I or you, or quantifier domain restriction (eg. saying
Everyone brought their book to mean Everyone in this class brought their book
(Stanley, 2000)). Furthermore, these approaches focus primarily on truthconditional interpretation, so they tend to study only the behaviour of
the listener, not the speaker. Studies of interaction in sociolinguistics and
linguistic anthropology have stressed the extreme context-sensitivity and
speaker-dependent nature of social meaning, which suggests that many
classic formal frameworks are ill-equipped to analyze sociolinguistic
variation and identity construction through language.
Developing appropriate, mathematically precise frameworks for capturing the relation between language, meaning and use is a longstanding
problem in linguistics. Already in her 1985[2011] paper Feminism in
Linguistics, Sally McConnell-Ginet reflects on the supposed ‘trade-off’
between formal rigour and interactivity as follows (McConnell-Ginet,
2011, 64):
Many critics would say that rigor in linguistics has been
achieved at the price of rigor mortis. The radical operation
required to ‘isolate’ the language system has killed it: formal
rules and representations provide no insight into language
as a human activity. The defense against this malpractice
charge, of course, is to develop an account of the relation
between abstract linguistic systems and the mental states and
processes, social actions and cultural values, that infuse them
with life.
The guiding idea of the book is that game theory gives us a way to answer
McConnell-Ginet’s challenge of providing ‘vibrant’ formal theories of
linguistic communication.
Indeed, the idea that language can be conceptualized as a game dates back
at least to Wittgenstein (1953), and the proposal that game theory could be
useful for analyzing sociolinguistic interaction and its relation to identity
has been explored by a number of scholars in anthropology, sociology and
philosophy, including Goffman (1970); Bourdieu (1977); Gumperz (1982).
The initial interest in marrying mathematical and ethnographic studies
of linguistic interaction dates back to the 1970s, when game-theoretic
methods started to become widely used outside economics (Osborne
et al., 2004). However, this interest never flourished into a full-fledged
research programme.
I believe there were two reasons for this: firstly, the game-theoretic models
accessible to scholars in the humanities at the time were not adapted for
modelling language use and interpretation. For example, understanding
an utterance in its social context almost always involves reasoning under
uncertainty: when they hear a speaker use the -in’ variant, the listener
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must decide which subset of (15b) to attribute to this particular speaker
based on this particular utterance. However, epistemic models, which
take into account agents’ reasoning, only became popular in the 1980s
(Perea, 2012). Fortunately, in the past 15 years, significant advances have
been made in the application of epistemic game theory to linguistic
communication (see Benz et al., 2005; Franke, 2009; Franke and Jäger,
2016; Franke, 2017; Frank and Goodman, 2012; Goodman and Frank, 2016,
among many others), and the work in presented in this book builds on
these advances.
Secondly, the way that we think about identity is very different now than
it was in the 1970s and 1980s. Since the mid 1990s, the dominant view in
the humanities and (some) social sciences has been that aspects of our
personal and social identities (including gender, race, ethnicity and age)
are not fixed; rather, they are constructed through a combination of our
own actions and others interpretations and reactions to them. The social
constructionist view of identity has its roots in studies of knowledge and
power by Foucault (1969, 1976), and was most famously developed for
gender identity by Butler (1991, 1993), although similar arguments can
be made for other aspects of identity. As Eckert and McConnell-Ginet
(2013) say (p.40-41),
This new focus on the role of invisible power in knowledge
construction led to a recognition that social structures, including the nature of the categories male and female, are the
outcome of interested historical forces (hence thinkers such
as Foucault are often referred to as poststructuralist) [. . . ]
Gender, then, surfaced not as given, but as emergent; not
as natural or essential, but as socially constructed. It went
from something that people “have" to something that people
“do". In this view, gender doesn’t just exist, but is continually produced, reproduced, and indeed changed through
people’s performance of gendered acts, as they project their
own claimed gender identities, ratify or challenge others’
identities, and in various ways support or challenge systems
of gender relations or privilege and the ideologies in which
they figure.
This new focus on how the actions of individuals construct their identities
leads naturally to an analysis of identity construction as an interactive
phenomenon. And, as discussed above, explicitly analyzing interactive
phenomena is what game theory does best. Therefore, I suggest that
development of poststructuralist “performative" theories of identity make
it appropriate to treat this complex social and psychological phenomenon
using game theory. I will return to this point in Chapter 2, when I discuss
an early attempt at relating language and identity using game theory:
Erving Goffman’s Expression Games (Goffman, 1970).

1.3 Decision theory and game theory: an
overview
This section presents a brief overview of some of the formal tools that we
will use in the analysis of social meaning and sociolinguistic variation:
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decision theory and game theory. These two mathematical frameworks are
closely related: they both involve studying decisions and how decision
makers (called agents) make them under different conditions7 . They
can both be interpreted prescriptively, i.e. as studying how idealized
agents should make their decisions, or descriptively, i.e. as studying
how human agents do make their decisions. Since we are using game
and decision theory as tools for analyzing actual linguistic data, this
book adopts exclusively the descriptive perspective. The main difference
between decision theory and game theory is that decision theory studies
the reasoning underlying an agent’s choices in situations where their
decisions do not depend on the behaviour of other agents with whom
they are interacting. Game theory studies the reasoning underlying
agents’ choices in situations in which their decisions are inter-dependent.
Since decision theory focuses on a single agent, the decision maker, it is a
good place to start to outline some formal tools which will be expanded
on in the next chapter.
Decision theory is based on the idea that decision makers are rational:
they adopt the actions that will have the best chance of achieving their
goals.
(16)

Theory of Rational Choice: An agent chooses the best action
according to their preferences, among all the actions available to
them.

Note that this technical sense of the word rational/rationality is different
from what this word means in our everyday language, where it usually
means something like “sensible, reasonable" or “guided by objective
logic". If someone wants to do something that seems strange to us (and
not in their best interests), like, for example, burn all their money, some
people might call them irrational; however, if they perform actions that
will get them to their goal (going to the bank, taking out all their money
in cash, dowsing the pile of money in gasoline, etc.), then they will be
considered rational in the sense in (16).
A basic model has three components:
(17)

Basic decision theoretic model
1. An agent (decision-maker).
2. A set 𝐴 consisting of all the actions that, under some circumstances, are available to the decision-maker.
3. A specification of the agent’s preferences.
I

Preferences are represented by a utility function 𝑢 from
actions to ℕ such that 𝑢(𝑎) > 𝑢(𝑏) iff the decision-maker
prefers 𝑎 to 𝑏 .

Decision theoretic models can have different kinds of utility functions.
Ordinal utility functions are those in which the precise values assigned to
the actions don’t matter; only the > relation between them does. Cardinal
utility functions are those in which the precise values assigned to the
actions encode degree of preference. So suppose we have two models,
one with utility function 𝑢1 and one with utility function 𝑢2 . 𝑢1 assigns
the values 42 and 5 to actions 𝑎 and 𝑏 respectively (𝑢1 (𝑎) = 42; 𝑢1 (𝑏) = 5),
and 𝑢2 assigns the values 6 and 5 to 𝑎 and 𝑏 : 𝑢1 (𝑎) = 6 and 𝑢2 (𝑏) = 5. If
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7: For a general introduction to decision
theory, see Resnik (1987); Peterson (2017),
and for an introduction to its use in pragmatics, see Merin (1999); Benz et al. (2005).
For a general introduction to game theory, see Osborne and Rubinstein (1994);
Osborne et al. (2004); for introductions to
its use in formal linguistics, see Benz et al.
(2005); Jäger (2011); Franke (2017); and for
an introduction to game theory in light of
sociolinguistic data, see Dror et al. (2013,
2014).
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we are treating the utility functions as ordinal, then the two models are
equivalent. If the utility functions are viewed as cardinal, then the two
models are not equivalent, since the decision maker prefers 𝑎 to 𝑏 much
more in the first model than in the second model (over 8 times more, in
fact).
Even a simple decision theoretic model can explicitly capture the link
between social meaning and language use in Woolard’s studies of Catalan
vs Castilian language choice in Barcelona. We will first consider the
situation in Barcelona in the early 1980s. Suppose you are Castilian and
you meet another Castilian. You have to choose which language to speak
to them. We can represent this choice as choosing elements from a set of
actions 𝐴 = {Speak Castilian (cast), Speak Catalan (cat)}. Because of the
social meanings of the different languages, choosing cast or cat will have
different outcomes. Recall from section 1.1, that, for Castilian speakers
interacting with Castilian listeners in the 1980s, speaking Catalan made
one sound more intelligent but less likeable; whereas, speaking Castilian
made one sound more likeable but less intelligent. Thus, in this time
period Castilians need to consult their preferences: would they prefer
to come across as intelligent or likeable? We can make models of two
different kinds of Castilians: one who values status over solidarity, and
therefore who would value speaking Catalan over Castilian (18), and one
who values solidarity over status (19).
(18)

Status oriented Castilian (speaking to Castilian) model (1980)
1. A Castilian decision maker
2. 𝐴 = {cast , cat}
3. 𝑢(Cat) > 𝑢(Cast)
Ordinal utility function

(19)

Solidarity oriented Castilian (speaking to Castilian) model (1980)
1. A Castilian decision maker
2. 𝐴 = {cast , cat}
3. 𝑢(Cast) > 𝑢(Cat)
Ordinal utility function

The Theory of Rational Choice (16) gives us a way of linking abstract
preference structures like utility functions and language use. Recall that it
states that an agent chooses the best action according to their preferences,
so the models in (18)-(19) predict that the status oriented Castilian should
speak in Catalan, and the solidarity oriented Castilian should speak in
Castilian.
(18) and (19) provide models of native Castilian agents with different
ideologies (systems of attitudes and values (Maio et al., 2006)): one
values solidarity over status, and the other has the opposite values. An
important discovery from sociology is that ideologies are not equally
distributed across society. In particular, there are often correlations
between ideologies surrounding status and solidarity and other aspects
of social structure, particularly social class. In Europe and North America,
(upper) middle class individuals tend to value status properties more
highly; whereas, working class individuals tend to put greater value on
solidarity properties (Bourdieu, 1977, 1979; Lamont et al., 1992; Lamont,
2009)8 . As mentioned above, the native Castilian/Catalan ethnolinguistic
distinction largely coincides with a social class distinction: even during
the Franco regime, “Catalans continue to dominate the internal economic
structure of Catalonia (which contributes significantly to that of Spain).

8: See also Trudgill (1972)’s notion of the
covert prestige (solidarity signalling) of variants favoured by working class men in the
UK.
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Although the Castilian language was successfully imposed by state
institutions as the means of access to functionary positions, Catalans
continue to be predominant in ownership and management of the private
sector, which is still characterized by small and mid-sized industries"
(Woolard, 1985, 742). So it is reasonable to think that, in Barcelona society
in the 1980s, there are far more native Castilians whose ideologies are
better represented by the model in (19) than in (18). If we take the
distribution of ideologies across society into account, our model predicts
that, in the early 80s, there will be far more Castilians that stick to their
native tongue than those who switch to Catalan.
I have given ordinal utility functions in the models (18)-(19): the decision
maker’s preferences are simply represented with the greater than relation
(>). With this kind of utility function, the models make qualitative predictions: (18) predicts that Catalan will be used more and (19) predicts that
Castilian will be used more. We can have the models make quantitative
predictions for language use if we change the utility function to a cardinal
one, where there are particular numerical values associated with each
language (20). If we were doing a new empirical study, we could ask
participants to give a measure of how much more they value solidarity (or
status) at the time of the MGT experiment, but, for illustration, I have just
set the preferred language to be twice as preferred as the dis-preferred
language.
(20)

Solidarity oriented Castilian (speaking to Castilian) model (1980)
1. A Castilian decision maker
2. 𝐴 = {cast , cat}
3. 𝑢(Cast) = 2, 𝑢(Cat) = 1
Cardinal utility function

For quantitative predictions, we need to weaken the Theory of Rational
Choice, and say that speakers and listeners are instead approximately rational: they are rational in the sense that they are trying to maximize their
utility (like (16)); however, we assume that they are only approximately
so, meaning that they may not in fact always pick the optimal action.
It is well-known that mental computation can be impeded by a variety
of things (tiredness, attention deficits etc.), and there may simply be a
certain amount of inherent variability in the system (Weinreich et al.,
1968). Therefore, in order to account for possible variability in action
selection, we will assume that, rather than just picking the action with
the highest utility, the decision maker chooses the best option given a
noise-perturbed assessment of utilities. One such weaker choice rule,
called the Soft-Max choice rule (Luce, 1959; Bridle, 1990; Sutton and
Barto, 1998), is widely used in both reinforcement/machine learning and
game-theoretic approaches to a variety of pragmatic phenomena (Frank
and Goodman, 2012; Degen et al., 2013; Lassiter and Goodman, 2015;
Franke and Jäger, 2016; Bergen et al., 2016, among others). For example, in
their accounts of both vague adjectives and scalar implicatures, Lassiter
and Goodman (2015) “employ a relaxed version of this model according
to which agents choose stochastically, i.e., that speakers sample actions
with the probability of making a choice increasing monotonically with its
utility. . . Apparently sub-optimal choice rules of this type have considerable psychological motivation. They can also be rationalized in terms of
optimal behavior for an agent whose computational abilities are bounded
by time and resource constraints, but who can efficiently approximate
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optimal choices by sampling from a probability distribution" (Lassiter
and Goodman, 2015, 9). The Soft-Max choice rule is given in (21), where
𝑎 is an action and 𝜆 is a real number.
(21)

For a parameter 𝜆 ∈ ℝ and an action 𝑎 ∈ 𝐴,

𝑃(𝑎) = P

𝑒 𝑥𝑝(𝜆 ∗ 𝑢(𝑎))
0
𝑎 0 ∈𝐴 𝑒 𝑥𝑝(𝜆 ∗ 𝑢(𝑎 ))

The parameter 𝜆 in (21), called the reverse temperature9 , introduces some
non-determinacy into the model. Setting 𝜆 = ∞ recovers the rational
choice rule (16), but any value for lambda that is less than ∞ will result
in variation in most models.

9: The temperature metaphor comes from
physics where the hotter molecules get, the
more they move around. 𝜆 in this work is a
“reverse" temperature because the higher
𝜆 is, the less variable the system is.

When modelling actual quantitative studies, the value for 𝜆 that best fits
the observed data can be estimated (as in Goodman and Stuhlmüller,
2013; Franke and Degen, 2016; Scontras et al., 2018); however, as an
illustration, the probability of using Catalan for solidarity oriented native
Castilians interacting with Castilians in 1980 by values for 𝜆 is displayed
in Figure 1.2: the probability of using Catalan is never predicted to be
higher than 0.5, and it decreases as 𝜆 increases.

Figure 1.2: Predicted probability of using
Catalan by solidarity-oriented Castilians
(1983) by values for 𝜆

Our model for native Castilians in the early 1980s predicts that they
should largely avoid Catalan, but, as Woolard shows, by 2007, the social
meaning of Catalan and Castilian for native Castilians, has changed:
Catalan still makes Castilian speakers sounds more intelligent, but now
speaking in Castilian to other Castilians doesn’t make one sound more
likeable. So there is no longer any ‘trade-off’ between sounding nice and
sounding smart, and there is an advantage to choosing Catalan over
Castilian, even for solidarity oriented Castilians (22).
(22)

Native Castilian model (2007)
1. A Castilian decision maker
2. 𝐴 = {cast , cat}
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3.

𝑢(Cat) = 2, 𝑢(Cast) = 1
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Cardinal utility function

Of course, for native Catalans, there was never any advantage to speaking
Castilian: speaking Catalan always gives one a status bonus, and, at
least in 1980, Catalans receive a penalty on solidarity when they don’t
speak their native language to other Catalans. Therefore the structure of
the decision problem for native Catalans speaking to both Catalans and
Castilians in both the 1980s and 2000s can be captured by the model in
(23).
(23)

Native Catalan model (1980, 2007)
1. A Catalan decision maker
2. 𝐴 = {cast , cat}
3. 𝑢(Cat) > 𝑢(Cast) = 1

Ordinal utility function

The little decision theoretic models that I have just laid out provide the
skeleton of a formal model of how social change can be related to language
change: social changes (economic changes, education changes, language
policy change, etc) change ideologies (in this case social meanings of
linguistic expressions), which then change how useful the expressions
are to speakers in construction their identities. This is a good start, but
clearly there still remains much to be developed.
For instance, I have grouped the decision maker’s reasoning about the
social meanings of Catalan vs Castilian together with preferences over
the action of speaking Catalan vs Castilian. Actual social meanings, what
they look like and how exactly they enter into reasoning, are nowhere in
the models above. Additionally, I have treated the problem of choosing
to speak in Catalan vs Castilian as a decision problem: I assumed that
the choice of cast vs cat depends only on how the individual wishes to
present themself. In the models in this chapter, the interlocutor plays no
role in this choice, beyond their ethnicity, which partially determines the
social meanings of Catalan/Castilian. But we might think that actions of
the person that we are communicating with influence which language
we choose to speak10 . In my own experience of bilingualism, in most
situations, there is pressure for speakers to coordinate on the language of
communication, even when both are perfectly bilingual. So a speaker’s
choice of language may depend not only on their ideologies and the
languages’ social meanings, but also on the language choice of their
interlocutor. In order to model inter-dependencies such as these, we need
to use game theory rather than decision theory. And this is what we will
do in the next chapter.

1.4 Plan of the book
This book is composed of a mixture of published work, new unpublished
work, and everything in between (presentations, posters etc.).
In Chapter 2, I extend the skeleton of a model that was outlined above
into a full game-theoretic system which will provide a “formal semantics"
for socio-phonetic variation. I will do this by giving a formalization of
some aspects of Eckert’s Third Wave approach to the meaning of variation.
The resulting framework is called Social Meaning Games (SMGs). The first

10: See Myers-Scotton (2000); MyersScotton and Bolonyai (2001) for a model
of code-switching based on the Theory of
Rational Choice.
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part of Chapter 2 is a synthesis of two published papers on the topic:
Burnett, H. (2017). Sociolinguistic Interaction and Identity Construction: The
View from Game-Theoretic Pragmatics. Journal of Sociolinguistics. 22:238-271.
and Burnett, H. (2019). Signalling Games, Sociolinguistic Variation and the
Construction of Style. Linguistics and Philosophy. 42: 419-450. The second
part of Chapter 2 evaluates the models presented in these works in light
of a number of empirical and theoretical considerations, and presents
some directions in which they could be refined. One of the proposed
refinements is based on joint work with Eric Acton, presented as Acton,
E. & H. Burnett. (2019). Markedness, Rationality and Social Meaning. Poster
presented at the 2019 meeting of the Linguistic Society of America. New York,
New York. The final refinement in Chapter 2 involves embedding the
linguistic game of social signalling modelled by SMGs within a larger
game of non-linguistic interaction, and then looking at the effects of
socially meaningful language on players’ strategies in the non-linguistic
game. Consequently, we build a model of the link between sociolinguistic
variants and the non-linguistic outcomes they contribute to creating
for the speaker. This larger game-theoretic model reflects the idea that
identity construction is, at the end of the day, in the service of the nonlinguistic interaction: what people are trying to do with their words.
This framework also allows us to provide a new characterization of the
meanings of sociolinguistic variants, one that that relates the variant
not to truth conditions or internal mental representations, but to the
material conditions that the variant contributes to creating for the
speaker. By material conditions, I mean not only economic conditions,
but also social, cultural and health-related conditions that language
has a hand in producing (Jackson, 2001). I call this way of analyzing
linguistic social meaning a materialist semantics, since it is focused on
behaviour and outcomes in addition to mental representations. I argue
that this perspective has the potential to yield a unified theory of the
social meanings of the range of linguistic expressions discussed at the
beginning of this chapter, and, eventually, for better studying the link
between linguistic and non-linguistic behaviour.
Then, in Chapter 3, I show how the SMG framework can be used to test
different hypotheses concerning the social meanings associated with
sociolinguistic variants. Concretely, I present a new empirical study of
socially conditioned variation in the use of negative polarity items du tout
and pantoute ‘at all’ in the Montréal 84 corpus of spoken Montréal French
(Thibault and Vincent, 1990), and show how the SMGs, combined with the
corpus data, will allow us to arbitrate between different possible analyses
of the social meanings of these lexical items. This chapter has never
been published before, but has been presented at the 2017 Integrating
Approaches to Social Meaning conference in Toulouse, the 2018 meeting
of the Association for French Language Studies in Toronto, and at the
University of Chicago as a colloquium.
Chapter 4 extends the materialist semantics proposed in Chapter 2 to
provide an analysis of the meaning and use of (some) slurs. Slurs are
linguistic expressions used to denigrate individuals based on some aspect
of their identity. I focus on one slur in particular: dyke, which is generally
considered to be a derogatory term for lesbians. I argue that previous
research on this word in formal semantics and analytical philosophy
has been limited in (at least) two ways: firstly, I argue that not enough
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attention has been paid to the use of dyke by members of the target group,
who can often use it in a non-insulting manner; secondly, I argue that
not enough attention has been paid to the use of the “neutral" form
lesbian, which is generally treated as having a simple, clear meaning,
such as “engage[s] in same-sex sex" (Jeshion, 2013a, 312). Following
McConnell-Ginet (2002), I argue that the semantics of lesbian is actually
quite complex, and that taking into account all the uses of both dyke and
lesbian requires a new semantics and pragmatics for both terms. More
specifically, I propose that dyke and lesbian are associated with different
sets of personae: abstract identities or stereotypes. Dyke is associated with
an anti-mainstream persona, which the vast majority of speakers views
negatively; whereas, lesbian is associated with at least one mainstream
persona, which many speakers view favourably. To make this proposal
explicit, I present a formal framework for capturing the link between
ideological structure and language use/interpretation: Gärdenfors (2000,
2014)’s Conceptual Spaces, and I set my analysis of the meaning of dyke and
lesbian in this framework. I show how the semantic puzzles associated
with dyke and lesbian can be resolved through the combination of a theory
of these personae in Conceptual Spaces and a game-theoretic theory of
how listeners’ beliefs about their interlocutors’ ideologies affect utterance
interpretation. Again, I set the game of linguistic communication within
a larger non-linguistic game and show how use of a slur like dyke or an
identity term like lesbian can change the outcomes for the target in the
non-linguistic interaction. Much of Chapter 4 comes from Burnett, H.
(2020). A Persona-Based Semantics for Slurs. Grazer Philosophische Studien,
97: 31-62.
Chapters 5 deals with formalizing ideologies about social gender and
how these ideologies relate to the social meaning of grammatical gender
in French. This presents a corpus study of variation and change in the
use of grammatical gender in the speech of politicians in the Assemblée
Nationale (French house of representatives). In 1986, Prime Minister Fabius
legislated the use of feminine grammatical gender in the Assemblée
Nationale and similar government institutions; however, as Burnett and
Bonami (2019b) show, this prescription had little to no effect on the speech
of the politicians at the time. Then, in 1998, Prime Minister Jospin issued
a statement reiterating Fabius’ policy. Unlike 12 years earlier, the feminine
form successfully replaces the masculine form within the space of a year.
This chapter argues that changes in the use of feminine grammatical
gender and differences in the effectiveness of Fabius/Jospin’s language
policy are the result of changes in gender ideologies in France between the
mid 1980s and mid 1990s. We argue that the mid 1990s saw the emergence
of a new persona for female politicians, which only feminine grammatical
gender can construct. We hypothesize that Jospin’s reinforcement of
Fabius’ policy in 1998 was successful because it strengthened an existing
association between feminine grammatical gender and a female political
persona; whereas, Fabius’ original policy was unsuccessful because it
tried to build on ideological structure that was not shared by a large
portion of the Assemblée Nationale. In this chapter I show how the
framework developed in Chapters 2 and 4 can be used to formalize
change in gender ideologies between 1986 and 1998, and how Jospin’s
success and Fabius’ failure can be predicted (in the form of theorems)
in the resulting system. The bulk of Chapter 5 is a synthesis of Burnett,
H. & O. Bonami. (2019). Linguistic prescription, ideological structure, and the
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actuation of linguistic changes: Grammatical gender in French parliamentary
debates. Language in Society. 48:65-93 and Burnett, H. & O. Bonami. (2019). A
Conceptual Spaces model of socially conditioned language change. Proceedings
of the annual meeting of the Society for Computation in Linguistics. Vol 2. New
York, New York.
Chapter 6 summarizes the main results and themes of the book, and then
discusses directions for improvement and extension in the future.
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Sociolinguistic Variation and Identity
Construction

Formalizing the Third Wave
This chapter formalizes the main lines of an influential theory from
sociolinguistics, Eckert (2000, 2008, 2012)’s Third Wave approach to the
meaning of variation, using recent tools from game-theoretic pragmatics
and Bayesian cognitive science. We first review the basics of game theory
and the Bayesian approach to cognitive science, and show how the
two have been combined together to form a framework formalizing
Gricean pragmatics: the Rational Speech Act (RSA) framework (Frank and
Goodman, 2012). Section 2.2 provides a brief overview of sociolinguistic
variation and identity construction through language, identifying the
main empirical generalizations that our formal models should capture,
and section 2.3 summarizes the aspects of the Third Wave upon which
I will base my formalization. Section 2.4 defines the Social Meaning
Games (SMG) framework (Burnett, 2017, 2019). I present a basic version
which is very closely related to the RSA. I then discuss ways in which
the ‘vanilla’ framework appears to make wrong empirical predictions
and how it can be refined in light of these difficulties. Sections 2.5
shows how SMGs can be embedded in a large game representing a
non-linguistic interaction, thereby providing an materialist semantics
for socially meaningful expressions. Section 2.6 provides summary of
the different formal models developed in the chapter and makes some
concluding remarks.

2.1 Game theory and Bayesian cognitive
science
As discussed in the previous chapter, game theory studies how agents
make choices when the outcomes of their choices are interdependent. A
game-theoretic model is composed of two basic parts. The first component
is the formal specification of the situation of interaction itself: unlike
in the decision theoretic models discussed in Chapter 1, for a situation
to be a game (in this technical sense), there must be at least two players.
The players must interact and this interaction must result in a particular
outcome which must depend on the choice of strategy of each player; that
is, players’ actions have to play some role in determining what happens.
This is what we meant when we said their choices are interdependent.
Finally, similar to decision theory, each player must have a preferential
ordering over outcomes: they must prefer some things to happen more
than other things. Recall that the value that players assign to particular
outcomes and actions is represented by a utility function.
The second crucial component to a game is the solution concept: a rule
or algorithm that determines how the game is played, i.e. what actions
the particular players take. The equivalent notions in decision theory
discussed in Chapter 1 were the Theory of Rational Choice and its weaker
version: the Soft-Max choice rule.
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A game is a tuple h𝑁 , 𝐴, 𝑈i , where
1. 𝑁 = {𝑝 1 , . . . , 𝑝 𝑛 } is a set of players.
2. 𝐴 = h𝐴1 , . . . 𝐴𝑛 i , a sequence consisting of a set of actions
for each player in 𝑁 .
3. 𝑈 = h𝑢1 , . . . , 𝑢𝑛 i , a sequence consisting of a utility function
for each player in 𝑁 .

In decision theory, utility functions associate values with the outcomes of
an agent’s actions; however, in game theory, since the outcomes depend
on the actions of multiple agents, utility functions will associate values
with action profiles: tuples of actions (25). In other words, if we are studying
the interaction of two agents, 𝑖 and 𝑗 , 𝑖 assigns some value (through 𝑢𝑖 ) to
the outcome of an interaction in which 𝑖 picks action 𝑎 𝑖 and their partner
𝑗 picks action 𝑎 𝑗 .
(25)

For two players 𝑖, 𝑗 , with two sets of actions 𝐴 𝑖 , 𝐴 𝑗 , and 𝑎 𝑖 ∈ 𝐴 𝑖
and 𝑎 𝑗 ∈ 𝐴 𝑗 ,

𝑢𝑖 (h𝑎 𝑖 , 𝑎 𝑗 i) = 𝑛 for some 𝑛 ∈ ℕ
As stated, this definition of a game is very abstract and broad. This reflects
the fact that game-theoretic models have been used to analyze very
many instances of interaction (both human and non-human) across the
economic, biological, social and cognitive sciences1 . However, when it
comes to dealing with linguistic communication it makes sense to start
looking at a much more narrow class of games: signalling games (Lewis,
1969). Informally speaking, in a signalling game there are two players: the
speaker (S) and the listener (L). S knows a piece of (truth conditional)
information that they want to communicate to L. This is called S’s type. L
wants to learn the information that S is trying to communicate to them,
and in order to help them to transmit their piece of information, S has a
set of messages that they can choose to send to L. In formal pragmatics,
we usually assume that messages are particular linguistic forms paired
with semantic meanings. S’s action is to pick a message to send to L,
i.e to say something. Then L’s action is to assign an interpretation to
the message, i.e. to understand it in some way. The game thus has two
outcomes:
1. L interprets the message in the way that S intended, and so they
learn the information that S wanted to tell them. This outcome is
good for S because they managed to communicate their information,
and it’s good for L because they got to learn the information that
they were looking for.
2. L doesn’t interpret the message in the way that S intended, and
so they do not learn the information. This outcome is bad for S
since they didn’t communicate their information, and furthermore
it’s bad for L since they didn’t learn the fact that S was trying to
tell them.
Since outcome 1 is preferred by both S and L (i.e. they both ‘win’) and
outcome 2 is dispreferred by both S and L (i.e they both ‘lose’), the
signalling game is a game of cooperation (Schelling, 1960). A more
formal definition of the signalling game is shown in (26). S’s type is a
possible world 𝑤 , and they choose a message 𝑚 to try to communicate

1: In addition to the cognitive processes
discussed in this book, game-theoretic
analyses have been applied to an enormous range of topics from human and
animal population dynamics and reproduction, to voting strategy, auctions and
pricing, and economic and political bargaining.
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that we are in 𝑤 to L. L hears 𝑚 and then guesses which possible world
is actual based on a combination of the meaning of 𝑚 and their beliefs
about the world before they hear the message.
(26)

A signalling game is a tuple h{𝑆, 𝐿}, 𝑊 , 𝑃𝑟, 𝑀, J·K, {𝑢𝑆 , 𝑢𝐿 }i ,
where
1. S and L are the players.
2. 𝑊 = {𝑤 1 , 𝑤 2 , . . . 𝑤 𝑛 } is a set of possible worlds. S’s type is
a world 𝑤 ∈ 𝑊 .
3. 𝑃𝑟(·) is a probability distribution over 𝑊 , representing the
listener’s uncertainty about which world is the actual world
before they hear the message; we call 𝑃𝑟(·) the listener’s
prior beliefs.
4. 𝑀 = {𝑚1 , 𝑚2 , . . . 𝑚𝑛 } is the set of messages that the speaker
can say.
5. J·K is a denotation function which assigns a set of possible
worlds to each message.
6. 𝑢𝑆 and 𝑢𝐿 are S’s and L’s utility functions, which assign
values to a tuple consisting of S’s type, the message, and L’s
interpretation. Profiles in which S’s type and L’s interpretation match are more highly valued than ones in which they
differ. So, for all 𝑤, 𝑤 0 ∈ 𝑊 and 𝑚 ∈ 𝑀 ,

𝑢𝑆/𝐿 (𝑤, 𝑚, 𝑤) > 𝑢𝑆/𝐿 (𝑤, 𝑚, 𝑤 0)
With this formal specification of a communicative interaction situation in
mind, we now turn to the solution concept: how does the speaker choose
which message to pick to communicate their type, and how does the
listener choose which meaning to assign to the speaker’s message?
When it comes to linguistic communication a natural idea is that both the
speaker and listener’s actions will be largely determined by properties
of their beliefs about their conversational partner and their reasoning
about how their partner will act (see the discussion in Franke, 2009). A
very influential idea in formal pragmatics is that the right approach to analyzing human reasoning is the one found in the Bayesian/probabilistic
approach to cognitive science (Oaksford and Chater, 2007; Tenenbaum
et al., 2011), see also Zeevat and Schmitz (2015); Franke and Jäger (2016), for
recent overviews of Bayesian pragmatics. More specifically, as discussed
in (Tenenbaum et al., 2011, 1279), the Bayesian approach to cognitive
science can be summarized as a set of answers to the following questions
concerning the nature of knowledge and cognition:
(27)

a. How does abstract knowledge guide learning and inference
from sparse data?
b. What forms does abstract knowledge take, across different
domains and tasks?
c. How is abstract knowledge itself acquired?

The Bayesian answer to questions (27a) and (27c) is that learning
and acquisition are products of statistical inference. More specifically,
Bayesians propose that the fundamental rule of human reasoning is
Bayesian Inference: humans draw a conclusion 𝐵 after having observed
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event 𝐴 (we write this as P(B|A), read as the probability of B given A)
through combining two things:
1. How likely they think 𝐴 is to indicate 𝐵 (written P(A | B), read ‘the
likelihood of A given B’).
2. How likely they thought 𝐵 was to begin with (written Pr(B), read
‘their prior belief that B is the case’).
This inference rule is shown in detail in (28).
(28)

𝑃(𝐵 𝑖 |𝐴) =

𝑃𝑟(𝐵 𝑖 )×𝑃(𝐴|𝐵 𝑖 )

P|𝐵|

𝑗=1

𝑃𝑟(𝐵 𝑗 )×𝑃(𝐴|𝐵 𝑗 )

The Bayesian answer to (27b) is that knowledge takes the form of rich,
structured representations, such as phonological or syntactic tree structures (Chomsky, 1957; Chomsky and Halle, 1968, among many others),
structured semantic representations (Link, 1983; Bach, 1986, among others), or even, as I will propose below, indexical fields (Eckert, 2008). This
approach is therefore innovative because it allows for a synthesis of
symbolic approaches to language (common in formal linguistics) with
statistical, frequency-based approaches (common in more functionally
oriented linguistics). As Tenenbaum et al. (2011) say (p.1279),
Until recently, cognitive modelers were forced to choose
between two alternatives (Pinker 1997): powerful statistical
learning operating over the simplest, unstructured forms of
knowledge [. . . ] or richly structured symbolic knowledge
equipped with only the simplest, non-statistical forms of
learning, checks for logical inconsistency between hypotheses and observed data, as in nativist accounts of language
acquisition (Niyogi, 2006). It appeared necessary to accept
either that people’s abstract knowledge is not learned or induced in a nontrivial sense from experience (hence essentially
innate) or that human knowledge is not nearly as abstract or
structured (as “knowledge-like") as it seems (hence simply
associations).
By virtue of their generality, Bayesian models have found wide applications across the cognitive sciences, being used to model phenomena
related to vision (Kersten and Yuille, 2003; Yuille and Kersten, 2006,
among many others), memory (Shiffrin and Steyvers, 1997; Steyvers et al.,
2006), sensorimotor systems (Körding and Wolpert, 2006), and, of course,
language (see Chater and Manning, 2006; Lassiter and Goodman, 2013;
Zeevat and Schmitz, 2015; Franke and Jäger, 2016, for overviews). As
such, when we propose to use Bayesian game-theoretic models to analyze
identity construction, we are making a particular proposal concerning the
formalization of sociolinguistic theories and, at the same time, integrating
the study of the identity construction process into the broader field of
Bayesian cognitive science.

Formalizing Gricean pragmatics
The formal model of sociolinguistic variation and identity construction
that I will develop in this chapter owes much to a previous formalization
project: the formalizations of Gricean pragmatics (Grice, 1975) proposed
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by Franke (2009); Frank and Goodman (2012); Lassiter and Goodman
(2015). These authors combine signalling games with what is called an
Iterated Best Response solution concept: they propose that the speaker
chooses a message by reasoning about the reasoning of their listener,
and, likewise, the listener chooses an interpretation by reasoning about
the reasoning of the speaker. The easiest way to to understand how this
iterated reasoning works is through an example. So I will illustrate the
case of implicature calculation. Implicatures are ‘extra’ inferences drawn
by the listener that are triggered by the speaker’s use of one linguistic
form over another. For example, in many situations, if we hear a speaker
say an utterance with some, such as (29a), we will conclude the negation
of the corresponding utterance with all (29b).
(29)

a. Mary ate some of the cookies.
b. ↦→ Mary did not eat all of the cookies.

Although the inference (29b) may seem automatic, there are reasons
to think that this implicature is not directly encoded into some’s literal
meaning. For instance, implicature calculation is restricted to certain
linguistic environments, something that would be unexpected if the but
not all inference was entailed by the literal meaning of some. In particular,
if some is embedded within the antecedent of a conditional (30a) or within
a question (30b), the but not all implicature is not drawn, i.e. it is not
possible to answer ‘yes’ to (30b) if you have eaten all the cookies.
(30)

a. If you eat some of the cookies, I’ll be angry.
6↦→ If you eat some but not all of the cookies, I’ll be angry.
b. Did you eat some of the cookies?
6↦→ Did you eat some but not all of the cookies?

Additionally, a large amount of research has shown that these inferences
are in fact variable (Sperber and Wilson, 1986; Levinson, 2000; Chemla
and Spector, 2011; Degen, 2015; Degen and Tanenhaus, 2015, among
others). For example, in a recent experimental study, Degen (2015) had
243 participants rate 1363 naturally occurring utterances containing some
NPs in context from the Switchboard corpus as to how similar these
sentences were to their counterparts with but not all (31).
(31)

a. I like, I like to read some of the philosophy stuff.
b. I like, I like to read some, but not all, of the philosophy stuff.
(Degen’s (12))

Degen found significant variation in whether participants interpreted an
utterance with some as meaning some but not all. For instance, participants
very frequently drew the scalar implicature with examples such as (32);
however, examples such as (33) were more frequently interpreted as some,
and possibly all.
(32)

Scalar implicature favoured (Degen, 2015, 17)
a. But I think that at some times it can be the right things to do.
b. I sold some of them.
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c. I like some country music.
(33)

Scalar implicature disfavoured (Degen, 2015, 17, 23)
a. I wish my mother had had some of those opportunities,
because I think she would have really, she rea-, would have
succeeded in a lot of ways, that men, that women were not
able to succeed in her generation.
b. But when you get into some of these health clubs where you
just stand around and wait. . .
c. I just go to be entertained and am not really interested in some
of the like, the Terminator or some of the Schwarzenegger
stuff.

For these reasons, instead of being an aspect of the literal meaning of some,
meanings such as (29b) are commonly proposed to arise through the
combination of the speaker’s action (choosing to use some, rather than all)
and the listener’s particular interpretation of that choice in the discourse
context (Strawson, 1950; Grice, 1975; Levinson, 1983; Horn, 1989, among
very many others). Grice, in particular, proposes that the not all inference
is the result of the fact that speakers and listeners assume that each other
are rational and obey the Cooperative Principle (34), which can be further
broken down into the statements (called maxims) of Quantity (35) and
Quality (36), among others.
(34) The Cooperative Principle
Make your conversational contribution such as is required, at the
stage at which it occurs, by the accepted purpose or direction of
the talk exchange in which you are engaged.
(35)

Maxims of Quantity (Grice, 1975, 45)
a. Make your contribution as informative as is required (for the
current purposes of the exchange).
b. Do not make your contribution more informative than is
required.

(36) Maxim of Quality (Grice, 1975, 46)
Try to make your contribution one that is true.
According to Grice, the not all implicature is generated by the listener’s
reasoning about the speaker’s reasoning as follows: they observe that
the speaker used the utterance with some instead of all which would be
more informative (Quantity). Therefore, if the speaker knew that Mary
had eaten all the cookies, they would have used it. They assume that the
speaker is well informed and respects the maxim of Quality (doesn’t lie),
so it is not the case that Mary ate all the cookies.
This explanation is intuitively pleasing; however, as many scholars have
noted since at least Kroch (1972), there are aspects of the maxims, such
as the meaning of informative and as is required, that would benefit from
further precision. It is in this light that we look at a framework which
pairs signalling games with an iterated best response solution concept2 .
The particular version that I will outline is the Rational Speech Act (RSA)
framework (Frank and Goodman, 2012). The clearest way to see how this

2: Another formalization of Gricean pragmatics is Blutner (2000); Blutner and Zeevat (2004)’s system set within Optimality Theoretic pragmatics. There are connections between Optimality Theory and
game theory (Dekker and Van Rooĳ, 2000;
Franke, 2009; Frank and Goodman, 2012);
however, I will not go into them in this
book.
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framework works is through an example: Suppose we have two agents:
the speaker (S) and the listener (L). S and L baked three cookies, and
then, while L was out, Mary stopped by and possibly ate some of them.
Suppose that L calls the house and wants to know how many of the
cookies Mary ate. What should S say and how should L understand what
S says to them?
In this example, there are four possibilities (shown in Table 2.1): the
situation (modelled as a possible world) in which Mary didn’t eat any
of the cookies (call this 𝑤 0 ); the situation in which she ate one cookie
(𝑤 1 ); the situation in which she ate two cookies (𝑤 2 ); and the situation in
which she ate all three of the cookies (𝑤 3 ).
World
𝑤0
𝑤1
𝑤2
𝑤3

Table 2.1: Possible worlds

Description
Mary ate 0 cookies
Mary ate 1 cookie
Mary ate 2 cookies
Mary ate 3 cookies

Suppose that S sees that Mary actually ate two of the cookies; therefore,
S wants to communicate that we are in 𝑤 2 in this example (i.e. S’s type
is 𝑤 2 ). In order to try to communicate this fact to L, S needs to pick a
message. For simplicity, we will assume that S can choose from the three
messages shown in Table 2.2:
Short name
none
some
all

message (𝑚 )
Mary ate none of the cookies
Mary ate some of the cookies
Mary ate all of the cookies

JmK
{𝑤 0 }
{𝑤 1 , 𝑤2 , 𝑤3 }
{𝑤 3 }

Table 2.2: Messages in cookie example

For illustration, we will limit the messages in the model to those three. Of
course, we could have also included the longer Mary ate some but not all of
the cookies and the non-partitive Mary ate some cookies into the message set
of the game. Indeed, we would include them in a comprehensive analysis
of the use and interpretation of scalar quantifiers in English, but we will
keep things simple here.
As shown in Table 2.2, messages are associated with semantic meanings,
which we will take to be the sets of possible worlds/situations in which
they are true. For example, Mary ate none of the cookies (none) is true only
in one world: the one in which she eats zero cookies. On the other hand,
Mary ate some of the cookies (some) is true in three worlds: every one except
𝑤0 .
The speaker’s first step in choosing what to say is to make a hypothesis
about their interlocutor’s belief state concerning which cookies may (or
may not) have been eaten. Suppose that S thinks that L has no prior
expectations about how many cookies Mary ate. We can represent the
listener’s uncertain belief state through having their prior beliefs, 𝑃𝑟(·),
be uniform over the set of possible worlds, as shown in Table 2.3.

𝑤0
0.25

𝑤1
0.25

𝑤2
0.25

𝑤3
0.25

With L’s prior beliefs in mind, S picks a message to say. Since both
players assume that S obeys the maxim of Quality (don’t lie), when the

Table 2.3: L has uniform prior beliefs
(Pr(𝑤 )).
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listener hears a message 𝑚 , the first thing that they do is restrict their
attention to the worlds in which 𝑚 is true. More technically, L conditions
their beliefs on the meaning of the message, which is equivalent to
intersection followed by renormalization of the measure. This operation,
which formalizes Gricean Quality, is given in (37).
(37)

Conditionalization (formalization of Quality). For all 𝑤 ∈ 𝑊 and
𝑚 ∈ 𝑀,
𝑃𝑟({𝑤} ∩ J𝑚K)
𝑃𝑟(𝑤|𝑚) =
𝑃𝑟(J𝑚K))

In other words, after hearing a message 𝑚 , the listener ‘zooms in’ on the
worlds in which the 𝑚 is true, discards the ones in which 𝑚 is false as
impossible, and then re-adjusts their beliefs. Assuming L’s prior beliefs
are uniform (Table 2.3), L’s beliefs immediately after hearing a message
are shown in Table 2.4: after hearing none, L is certain that Mary ate zero
cookies; after hearing all, L is certain that she ate the three cookies; and
after hearing some, L is certain that Mary did not eat zero cookies, but is
equally uncertain about how many she ate.
Message
none
all
some

𝑤0
1
0
0

𝑤1
0
0
0.333¤

𝑤2
0
0
0.333¤

𝑤3
0
1
0.333¤

According Grice’s maxim of Quantity, speakers aim to make the most
informative statement possible, and informativity supplies a point for
S and L to coordinate on (Lewis, 1969)3 . Tools from information theory
(Shannon, 1948) will allow us to go beyond an intuitive understanding of
informativity differences between some and all, and give a formalization
of Gricean Quantity. Following Shannon (1948); Hale (2001); Levy (2008);
Frank and Goodman (2012), we can quantify how much uncertainty a
message reduces by looking at the listener’s surprisal at the learning
which world we are in after they heard the message. Information theoretic
surprisal is defined as in (38), and some examples of the surprisals of
learning a world after having heard some or all are given in (39).
(38)

Information theoretic surprisal (𝐼(·)).The information theoretic
surprisal of a world 𝑤 given a message 𝑚 :

𝐼(𝑤|𝑚) = −𝑙𝑜 𝑔(𝑃𝑟(𝑤|𝑚))
(39)

a. 𝐼(𝑤 0 | none) = −𝑙𝑜 𝑔(𝑃𝑟(𝑤 0 | none)) = −𝑙𝑜 𝑔(1) = 0
b. 𝐼(𝑤 3 | all) = −𝑙𝑜 𝑔(𝑃𝑟(𝑤 3 | all)) = −𝑙𝑜 𝑔(1) = 0
c. 𝐼(𝑤 0 | some) = −𝑙𝑜 𝑔(𝑃𝑟(𝑤 0 | some)) = −𝑙𝑜 𝑔(0) = ∞
d. 𝐼(𝑤 2 | all) = −𝑙𝑜 𝑔(𝑃𝑟(𝑤 2 | all)) = −𝑙𝑜 𝑔(0) = ∞
e. 𝐼(𝑤 1 | some) = −𝑙𝑜 𝑔(𝑃𝑟(𝑤 1 | some)) = −𝑙𝑜 𝑔(0.333¤ ) ≈ 1.099
f. 𝐼(𝑤 2 | some) = −𝑙𝑜 𝑔(𝑃𝑟(𝑤 2 | some)) = −𝑙𝑜 𝑔(0.333¤ ) ≈ 1.099

As shown in (39), finding out that we are in 𝑤 0 after hearing Mary ate none
of the cookies is predicted to be not surprising at all (𝐼(𝑤 0 | none) = 0), as is
finding out that that we are in 𝑤 3 after hearing Mary ate all of the cookies.

Table 2.4: L’s beliefs immediately after
hearing m (𝑃𝑟(𝑤|𝑚 )).

3: Note that, under this view, technically
speaking, the listener does not have to
be positively disposed to the speaker and
actively wish to engage in some meaning
making process with them; they just try
to extract the most information from S’s
utterance as possible.
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Finding out that we are in 𝑤 0 after hearing Mary at some of the cookies is
predicted to be infinitely suprising (𝐼(𝑤 0 | some) = ∞), since 𝑤 0 is not part
of the semantic denotation of some, so using this message violates the
maxim of Quality. On the other hand, finding out that we are in worlds
𝑤 1 or 𝑤 2 after hearing Mary ate some of the cookies is somewhat (but not
enormously) surprising, since both these worlds are in the denotation of
the message, but the message’s semantics does not fully pick out a single
world.
We can relate the Gricean idea of informativity to surprisal as follows:
the more informative an expression is with respect to a world, the less
surprising learning that world will be after hearing it. With this in mind,
following Frank and Goodman (2012), we can develop a measure of
utility for a speaker to use a message to communicate a world as the
negative surprisal of the world given the message (40).
(40)

Utility of a message 𝑚 to communicate 𝑤 . For all 𝑤 ∈ 𝑊 and
𝑚 ∈ 𝑀,
𝑢𝑆 (𝑚, 𝑤) = −𝐼(𝑤|𝑚) = 𝑙𝑜 𝑔(𝑃𝑟(𝑤|𝑚))

In signalling games, speaker utility functions often also encode information associated with costs for different messages. For example, if we
were also considering messages like Mary ate some but not all the cookies,
we might want to assign it a penalty to reflect the fact that it is much
longer than Mary ate some of the cookies. Likewise, if we are comparing
Mary ate some of the cookies with Mary ate some cookies, we might want to
penalize the non-partitive sentence, since listeners have been shown to be
less likely to draw implicatures in the partitive construction than in the
non-partitive (Degen, 2015). Since, in our small example, there is no major
length or other grammatical difference between the messages under
consideration, we will not incorporate message costs into the speaker
utility function here; however, message costs are an important way in
which linguistic conditioning factors can be captured in game-theoretic
pragmatics. I will return to this point below.
To generate measures of utility for each message, we plug the numbers in
Table 2.4 into the equation in (40), which generates Table 2.54 . Messages
whose denotation does not contain a world are assigned the utility −∞ for
communicating that world because 𝑙𝑜 𝑔(0) = −∞. So, by virtue of the fact
that the conditionalized probability of interpreting 𝑤 0 after immediately
hearing some is 0 (see Table 2.4), the speaker’s utility of using some to
communicate 𝑤 0 is as low as it possibly can be: −∞. As shown in Table 2.5,
the only useful message for communicating 𝑤 0 is none (since 𝑙𝑜 𝑔(1) = 0);
the only useful message for communicating 𝑤 1 and 𝑤 2 is some (since
𝑙𝑜 𝑔(0.333¤ ) ≈ −1.099); and the most useful message for communicating
that Mary ate the three cookies is all (because 0 > −1.099).
Message
none
all
some

𝑤0
0
−∞
−∞

𝑤1
−∞
−∞
−1.099

𝑤2
−∞
−∞
−1.099

𝑤3
−∞
0
−1.099

Now that we have measures of utility for the speaker to use a message to
communicate their type, we can transform those utilities into probabilistic
predictions for S’s language use, using the Soft-Max choice rule defined in

4: The values in Table 2.5 have been
rounded to three decimal places where
appropriate.

Table 2.5: The utility for S of using 𝑚 to
communicate 𝑤 (𝑢𝑆 (𝑚, 𝑤)).
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Chapter 1. The Soft-Max choice rule pertinent for the scalar implicature
model is shown in (41).
(41)

For a world 𝑤 , a message 𝑚 and the ‘reverse temperature’ 𝜆,

𝑃𝑆 (𝑚|𝑤) = P

𝑒 𝑥𝑝(𝜆 ∗ 𝑢𝑆 (𝑤, 𝑚))
0
𝑚 0 ∈𝑀 𝑒 𝑥𝑝(𝜆 ∗ 𝑢𝑆 (𝑤, 𝑚 ))

Recall that with this rule, the probability of making a choice increases
as the utility of the choice increases, and the amount of variability is
governed by the values of the parameter 𝜆. Recall also that a parameter
in a model is a particular number that is chosen for a particular dataset,
which contributes to determining the model’s predictions for that dataset.
For example, the predicted probabilities of using none, some vs all to
communicate that we are in 𝑤 3 for values of 𝜆 less than 12 are shown in
Figure 2.1. Note that once 𝜆 gets higher than around 6, choice becomes
almost deterministic in this model. In particular, as 𝜆 gets larger than
zero, the probability of using all sharply rises and the probability of
using some sharply decreases. None is never predicted to be used.
In order to exemplify how the scalar implicature model works, I will pick
a value for 𝜆 that will allow for some variation: 𝜆 = 4. Plugging the utility
values in Table 2.5 and 𝜆 = 4 into the Soft-Max choice rule generates the
probability distributions over messages shown in Table 2.6. If S wants to
communicate 𝑤 0 , then the model predicts that they will categorically say
Mary ate none of the cookies. If S wants to communicate 𝑤 1 or 𝑤 2 , then the
model predicts that they will categorically say Mary ate some of the cookies.
However, if the speaker wants to communicate 𝑤 3 , the model predicts
variable language use: S will say Mary ate all of the cookies 99% of the time,
but Mary ate some of the cookies a highly disfavoured 1% of the time.
Message
none
all
some
Prediction

𝑤0
1
0
0
Cat. none

𝑤1
0
0
1
Cat. some

𝑤2
0
0
1
Cat. some

𝑤3
0
0.99
0.01
Favored all

Finally, in the RSA framework, listeners interpret messages using their
hypotheses that speakers are (approximately) rational and motivated
by informativity, combined with their prior beliefs. In other words, as
discussed in the previous section, we treat linguistic interpretation as
Bayesian inference, and, from the values in Table 2.6 (the probability that
S would use 𝑚 given 𝑤 ) and the values in Table 2.3 (L’s prior beliefs
concerning 𝑤 ), we derive a probability distribution over interpretations
of messages, as shown in Table 2.75 . Crucially, Table 2.7 should be
read from the listener’s perspective, inverted from Table 2.6 which is
from the speaker’s perspective. For example, Table 2.6 indicates that
the probability of S using all to communicate 𝑤 3 is 0.99; whereas, the
same cell in Table 2.7 indicates that L has a probability of 1 (100%) of
interpreting 𝑤 3 if they hear all.
In particular, the model predicts that if L hears none, then they will
categorically understand that Mary ate zero cookies. However, if L hears
some, then we predict that they will largely hesitate between 𝑤 1 and 𝑤 2 ,
with a very tiny probability assigned to 𝑤 3 . In other words, the model

Table 2.6: S’s predicted use of 𝑚 , given 𝑤
with 𝜆 = 4 (𝑃𝑆 (𝑚|𝑤)).

5: The numbers in Table 2.7 have been
rounded to two decimal points. Calculating these probability distributions by hand
can be tedious. Fortunately, to facilitate calculations and prediction testing, a number
of computational implementations of the
Rational Speech Act model have been developed that the interested reader might
find helpful:
1. Potts’ implementation in python:
https://github.com/cgpotts/
pypragmods.

2. Goodman and Tenenbaum’s implementation in Church: https:
//probmods.org/.
3. Goodman and Stuhlmüller’s
implementation in WebPPL:
http://dippl.org/examples/
pragmatics.html.
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Message
none
all
some

𝑤0
1
0
0

𝑤1
0
0
0.498

𝑤2
0
0
0.498

𝑤3
0
1
0.005

prediction
Categorical 𝑤 0
Categorical 𝑤 3
Favoured 𝑤 1 , 𝑤 2
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Table 2.7: L’s predicted interpretation of
𝑤 , given 𝑚 (𝑃𝐿 (𝑤|𝑚 )).

predicts that if the speaker says Mary ate some of the cookies, the listener
will almost certainly understand that Mary ate some but not all of the
cookies. Hence, the model predicts the (variable) but not all implicature.
Note that the exact probability distributions shown above are dependent
on parameters of the model. In particular, for exposition, we made the
assumption that L started off with no prior expectation concerning how
many cookies Mary would eat. However, suppose that L knows that
Mary usually likes to have two cookies for her dessert. So, before hearing
what S has to say, they are expecting Mary to have eaten two cookies.
This belief can be represented through changing L’s prior probability
distribution to one that is heavily weighted on 𝑤 2 , as shown in Table
2.8.

𝑤0
0.1

𝑤1
0.1

𝑤2
0.7

𝑤3
0.1

In this case, L’s interpretation probabilities change, and L’s probability
of interpreting 𝑤 2 after hearing some jumps up to 0.87 from 0.498. This
is because, as discussed above, Bayesian interpretation takes L’s prior
beliefs into account. Since L’s prior probability distribution assigns 𝑤 2
a probability of 0.7 and 𝑤 1 only a probability of 0.1, L will think that
it is much more likely that S is trying to tell them that we are in 𝑤 2
than in 𝑤 1 if they hear some. In other words, in these models, aspects of
listener’s prior beliefs and expectations can dramatically influence how
they interpret the linguistic expressions that S offers to them.
So far in this chapter, we have seen that Bayesian game-theoretic models
provide a framework for capturing instances of interactive co-construction
of propositional meaning, as exemplified by scalar implicature calculation.
Observe that, in this framework, the not all inference is not part of the
semantic meaning of some. Rather, this implicature arises as a product
of coordination between the speaker and listener based on reasoning
about a set of scalar alternatives (none vs some vs all). In the rest of the
chapter, we will explore how Bayesian game-theoretic models can be
applied to capturing the linguistic co-construction of personal and social
identity as a product of speaker-listener coordination based on reasoning
about other kinds of alternatives: sociolinguistic variants.

Table 2.8: L’s priors heavily weighted on
𝑤2 .
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Figure 2.1: Predicted probabilities of using
all vs some vs none to communicate 𝑤 3 ,
by 𝜆
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2.2 Variation and identity construction: What
empirical generalizations?
Before I present the formal framework, I will briefly review some of
the main generalizations from the literature on sociolinguistic variation
and interpretation/perception in order to identify what I take to be the
empirical patterns that we want our models to capture.
In Chapter 1, we saw that listeners make judgments about the properties
that characterize speakers based on the linguistic forms that they use. For
example, recall that Campbell-Kibler (2006, 2007) found that speakers
using -ing were judged as more educated and articulate than those
using -in’, and Podesva et al. (2015) found that American politicians
were judged as more articulate if they released their /t/s, than if they
did not. This being said, which exact property attributions a particular
variant will trigger often depends on which other properties the listener
believes hold of the speaker. This can already be seen in CampbellKibler and Podesva et al.’s MGT studies: Podesva et al. found significant
relationships between articulateness and released /t/ with Edwards and
Rice, but only with these two speakers. Likewise, flapping/not releasing
made only Nancy Pelosi sound more friendly and sincere. Finally, in
Campbell-Kibler (2007), only Jason was heard as gay when he said -ing;
(ING) made no differences to interpretations of sexual orientation with
the other speakers. Thus, listener prior beliefs concerning individual
speakers appear to constrain sociolinguistic interpretation.
Furthermore, we have evidence that listener prior beliefs concerning
groups of speakers, i.e. stereotypes, also influence interpretation. This can
be clearly seen in Levon (2014) which reports on a MGT study of the
interpretation of styles involving higher ([+raised]) vs lower ([-raised])
pitch in the speech of British men, among other variables. In addition to
the standard MGT response questionnaire, Levon had participants fill out
the Male Role Attitudes Survey (MRAS (Pleck et al., 1994)). This instrument
measures agreement with a series of statements corresponding to ‘traditional’ male gender norms. In other studies, higher scores on the MRAS
have been shown to correlate with higher rates of homophobia, church
attendance, promiscuity and other behaviours. Again, Levon (2014)’s
study generated a lot of different empirical results; however, the one
which is pertinent for this chapter is that participants separated into two
groups: listeners scoring high on the MRAS attributed more incompetent and less masculine personae to speakers using [+raised] pitch than
[-raised] pitch, and listeners scoring low on the MRAS attributed more
incompetent personae to speaker using [+raised] pitch, but there was no
difference in masculinity. Thus, listeners’ prior ideological beliefs concerning the relationship between masculinity and (in)competence play a
role in determining what kinds of personae/identities they attribute to
speakers based on their linguistic performances.
This being said, interpretation is only one side of the coin when it comes
to sociolinguistic interaction, and we have reason to believe that speakers
strategically exploit listeners’ interpretation processes to communicate
properties about themselves and, in doing so, construct their identities.
A clear illustration of this phenomenon comes from Labov (2012)’s study
of President Obama’s use of (ING), in which he observes intra-speaker

36

2 Formalizing the Third Wave

37

variation, also known as style shifting. (Labov, 2012, 22) finds significant
differences in Obama’s use of (ING) across three different recordings taken
in three different contexts: (what Labov calls) casual, careful and formal.
The first recording that Labov studied was one of Obama barbecuing
at a Father’s Day barbecue on the Whitehouse lawn: a ‘casual’ context.
Labov finds that Obama uses -in’ 72% of the time in this context, i.e.
he is doing a lot of grillin’, eatin’ and drinkin’ at the barbecue. Then the
barbecue finishes, and Obama moves to answer political questions from
reporters on the Whitehouse lawn. In this ‘careful’ context, his rate of -in’
drops to 33%. Finally, Labov studied Obama’s use of (ING) in a scripted
acceptance speech at the Democratic National Convention (a ‘formal’
context). He finds that, in this recording, the President uses -in’ only
3% of the time. Obama’s use of (ING) across three different contexts is
summarized in Figure 2.2, reproduced from (Labov, 2012, 22).

Figure 2.2: President Obama’s use of (ING)
across three contexts

Why do we find this pattern? According to Labov, it arises because we
have conventionally associated meanings with -in’ and -ing, which allow
us to communicate extra information to each other through phonetic
variation. He describes what he calls our hidden consensus as follows
(p.22),
This consensus is publicly available and in one sense, understood by all. In the classroom, or on the pulpit, people will
attribute the use of the -in’ form to laziness, ignorance, or just
plain rascality. Yet the high value we put on the -in’ norm
in other contexts is not hidden from public view. When we
see the large illuminated sign, dunkin’ donuts, we recognize
the claim that dunkin’ doughnuts taste better than dunking
doughnuts. . . A Philadelphia travel agency is named with an
electric sign spelling out crusin’. We understand this as an
advertisement that we will have a better time cruisin’ than
we would cruising.
I have chosen to give a first illustration of style shifting using President
Obama, and (for concreteness) we will continue to study this example in
this chapter. However, it is important to stress that style-shifting is not a
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phenomenon that is uniquely associated with public figures, although
these are the kinds of individuals for whom we tend to have the most
available data. For example, Kiesling (1998) studied style shifting of (ING)
by nine college fraternity members. Among other contexts, Kiesling made
recordings of the boys socializing and participating in an organizational
meeting. He found that many of the fraternity members displayed a
higher rate of -in’ in the informal socializing context (75% -in’ on average)
than in the more formal meeting context (47% -in’, (Kiesling, 1998, 76)).
For instance, one of the boys, Mack, uses the -in’ form 73% of the time in
socialization; however, in the meeting his rate of -in’ drops to 13%. This
being said, some fraternity members do not decrease their use of -in’ in
the meeting context like Mack does: another boy, Speed, moves only from
95% -in’ to 82%, a non-significant difference. According to Kiesling, both
Mack’s change across contexts and Mack and Speed’s divergences are
due to the fact that the different fraternity boys are aiming to construct
different identities in different contexts. While both boys adopt a casual
persona in socialization, Speed and Mack are constructing different
kinds of powerful masculine personae at the meeting. Following Ochs
(1992), among others, Kiesling proposes that the -in’ form indexes (i.e. is
related to) properties such as casualness, physical masculinity (see Connell,
2005) and an anti-establishment stance; whereas, -ing indexes formality,
non-physical masculinity/non-masculinity and a pro-establishment stance.
Based on analysis of Speed’s speech, Kiesling proposes that Speed’s
identity at the meeting is “a rebel creating a powerful stance vis-a-vis
the ability power hierarchy in the fraternity that rewards hard work,
rather than structural power for its own sake" (Kiesling, 1998, 86), which
explains why Speed favours the -in’ form in this context. Mack, on the
other hand, aims to construct the persona of the “leader who knows
what is good for his flock" (Kiesling, 1998, 92). Kiesling argues that there
is “strong evidence that Mack, who used less [-in’] in the meeting than
while socializing, is indeed displaying a meeting identity by indexing
structurally powerful alignment roles, roles that are also associated with
the use of the [-ing] variant" (Kiesling, 1998, 92).
Style shifting patterns are widespread in the literature: Podesva (2004)
(cited in Eckert (2005)) finds significant differences in a medical student’s
use of /t/ release in a clinic setting and when he is at a barbecue, and
recent studies of style shifting of private citizens have shown that intraspeaker variation is widespread, with people significantly changing their
use of variants across contexts (Cheshire, 1982; Podesva, 2007; Gratton,
2016; van Hofwegen, 2017, among many others) and even across sections
of discourse (see Kiesling, 2009; Calder, 2016, for example).
These studies show that speakers assess how their speech will be evaluated by their interlocutors in a particular discourse context, i.e. which
properties or identities that they think their interlocutors will attribute
to them. In other words, sociolinguistic variation is an interactive phenomenon. Then, after this evaluation, speakers choose the form that (they
think) will be the most successful to construct their desired persona. In
other words, there is an aspect of optimization or rationality as well. Since
interactivity and rationality form an important part of the architecture of
game-theoretic frameworks, I propose that such approaches are particularly well adapted to modelling this kind of linguistic communication.
This being said, style-shifting is only one of the focusses of variationist
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sociolinguistics: the most famous results from this field are associated
with patterns of social stratification, i.e. inter-speaker differences in the use
of variants. Since the beginning of the quantitative study of sociolinguistic
variation, there has been an interest in developing a unified theory of
style shifting and social stratification. An obvious motivation for such a
theory comes from the observation that the same linguistic variables are
used in both the intra-speaker and inter-speaker dimensions of variation.
For example, consider the graph in Figure 2.3, taken from Labov (1966)’s
famous study of language use in New York City. As we saw with Obama
above, the use of the -in’ variant decreases with a more formal style6 ,
but also with a rise in social class. In this way, (in the words of Labov)
it becomes difficult to distinguish “a casual salesman from a careful
pipefitter" (Labov, 1972, 240).
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6: Note that in the 1966 study, casual, careful and formal styles correspond to interview speech, reading passages and word
lists, respectively. This is different from
categories in the 2012 Obama study; however, the overall point remains the same
here.

Figure 2.3: Labov (1966): (ING) by social
class and style (casual, careful, formal) in
NYC

Likewise, in developing his influential Audience Design theory of style
shifting, Bell (1984) says that the relation between style shifting and
social stratification is “more than an interrelation. It is a derivation [Bell’s
emphasis]"; in particular, he says that “variation on the style dimension
within the speech of a single speaker derives from and echoes the
variation which exists between speakers on the “social" dimension." (Bell,
1984, 151). Following this line of research, we would like to be able to
derive stratificational patterns from the same basic principles as those
that underly the creation of patterns of style shifting: the principles
governing rational language use.
As Eckert (2008) notes, this point can already be made (for at least some
cases of social stratification) based on Labov (1963)’s study of, among
other variables, the centralization of diphthongs /ay/ and /aw/ (i.e.
pronuncing [rejt] (centralized) vs [rajt] for right and [mews] (centralized)
vs [maws] for mouse) in Martha’s Vineyard, an island south of Cape Cod
in Massachusetts. During the period of Labov’s investigation, the main
industries on the Vineyard were in the process of moving from whaling
and fishing to tourism, creating significant hardships for islanders who
had built their lives around the fishing industry. As such, the participants
in Labov’s study were divided with respect to how they viewed these
changes, having reactions “varying from a fiercely defensive contempt
for outsiders to enthusiastic plans for furthering the tourist economy"
(Labov, 1963, 28). Labov observes that speakers’ orientations towards or
away from the island and the old way of life was the best predictor of
which variant they prefer to use, with more locally oriented individuals
showing much higher degrees of centralization (Labov, 1963, 30), i.e.
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much higher use of the older, more local variant. Thus, aspects of speaker’s
socio-political perspectives and non-linguistic goals play a role in their
language use.
Another important study in this vein is Eckert (1989, 2000)’s own studies
of linguistic variation in Belten High, a high school in a middle class
suburb of Detroit. In these works, Eckert studies the linguistic and social
conditioning of a variety of sociophonetic variables and one syntactic
variable. Eckert observes that within the high school there was a high
degree of inter-speaker variation, polarized largely around two social
groups in the school: the jocks and the burnouts. As Eckert (1989) shows,
members of these two groups distinguish themselves through their
actions, their attitudes, their ways of dressing, and also their use of the
variables under study. Although the jocks and the burnouts were the most
‘extreme’ users of the different variants, Eckert (2000) found that, in the
whole population of Belten High, use of variants was best predicted by
students’ urban/suburban orientation and/or institutional engagement,
where urban orientation was measured by activities like cruising7 , and
their institutional engagement was measured by participation in (school’s)
extra-curricular activities8 . Thus, inter-speaker differences break down
along lines associated with ideological stances and other goal-driven
interactive social practices, and a formal theory of social stratification
should be able to capture this. I propose that this can be done by also
analyzing social stratification as a case of interactive rational language
use, and using game theory as a formal model of it.

7: Cruising involves going joy-riding
around the edge of the urban centre of
Detroit.
8: Note that (Eckert, 2000, 170) found that
involvement in school organized extracurricular activities was an even better
predictor of linguistic variation than academic achievement, so her results show
that students’ use of variables is determined by factors other than simple mastery of the ‘standard language’ taught in
class.

2.3 The Third Wave approach to the meaning
of variation
So far I have argued that, given its empirical properties, it is natural to
attempt to model sociolinguistic variation within a game-theoretic framework. This being said, since game theoretic tools are so general, without
saying anything else, we are still very far away from a full theory of social
meaning and variation (see also Dror et al., 2013)). Fortunately, there is
already a well-articulated and influential theory in the sociolinguistics
literature that can provide the basis for our formal implementation. As
mentioned above, the Third Wave approach to variation pursues a unified
analysis of style shifting and social stratification as rational language use.
The treatment of social stratification as rational language use is one of the
things that distinguishes the “Third Wave" of variationist sociolinguistics
from both the “First Wave", in which social stratification is analyzed as a
reflection of demographic social structures (i.e. gender, age and social
class), and the “Second Wave", in which social stratification is analyzed
as a reflection of locally socially constructed structures (jocks vs burnouts
etc.)9 . What I take to be a distilling of the theory is as follows:
The use of a variant in context indexes sets of properties,
stances or other concepts/ideas that are to be attributed to
the speaker (Ochs, 1992, 1993; Silverstein, 1979, 2003; Eckert,
2008, and others). Speakers use these linguistic resources
to (attempt to) construct the identity (known as a persona)
that will be the most useful to them in their context-specific

9: See Eckert (2012) for a more detailed
description of the three waves.
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goals10 . By virtue of what speakers’ goals and desires are,
and by virtue of what resources they have to use, different
variants will be more useful to different speakers in different
contexts. For example, the properties indexed by -ing (competent, educated, etc.) are more useful to Obama in a formal
setting, where he tries to construct a stern leader persona, than
in an informal setting, where he is trying to come across
as a cool guy. The variation in identity construction across
contexts is what creates style shifting.
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10: Here we take the notion of goals to be
very general, encompassing concrete aims
such as getting a job in a flower shop, but
also more abstract things such as making
friends or even communicating one’s ‘true’
self to their interlocutor.

Furthermore, speakers of different social groups (who occupy
different places in the gender, class and age hierarchies) have
very different experiences and live very different lives. As
such, speakers come to value different properties in objects
and people. Personae that may be useful/desirable to individuals of certain social groups may be less so to individuals
of other social groups. Therefore, linguistic expressions with
social meanings that can be used to construct these personae
are predicted to be more useful to individuals of certain
social groups than to others. For example, educated and
refined personae are more valued by (upper) middle class
individuals than working class individuals in Europe and
the US (Bourdieu, 1979; Lamont et al., 1992). So -ing, which indexes these properties, will be more useful to (upper) middle
class speakers than to working class speaking in the context
of being interviewed, which creates a social stratification
pattern.
Properly speaking, what I present here is a formalization of just a small
portion of the full TW theory. In particular, my framework does not
yet capture how variants come to index particular properties and their
implications for a theory of language change, and both of these topics
are addressed by researchers working in the Third Wave. In the model
that will be presented in the next section, variants come with associated
sets of properties (indexical fields) and the model does not have any
evolutionary or large-scale diachronic component. However, I believe
that it would be of great interest to extend my proposal to capture
these other aspects of TW in the future. With these considerations in
mind, I propose to formalize the Third Wave approach to variation using
signalling games, a Bayesian approach to speaker/listener uncertainty,
and an Iterated Best Response solution concept. In doing so, I hope to
bring social meaning into the domain of game-theoretic pragmatics and,
more generally, identity construction through language into the domain
of formal pragmatics.

2.4 Social Meaning Games (SMGs)
Social meaning games will have a similar structure to signalling games
(described above): they are games of interaction between two agents:
𝑆 (speaker) and 𝐿 (listener). 𝑆 has a set of properties characterizing
themselves they wish to communicate to 𝐿 (their type). S’s action is to
choose a message m to send L11 , and L’s action is to attribute a set of
properties to 𝑆 based on m and their prior beliefs about S, and, in doing

11: Note that the framework does not at
all assume that all or even most aspects of
message/interpretation selection or utility calculation are conscious or intentional.
We know from the psychological literature
(for example, the literature on motion planning (Rosenbaum et al., 2007, 2012)) that
we make enormously many subconscious
choices and calculations when we engage
in daily cognitive activities (see Dennett,
1993; Graziano, 2013, among others). Furthermore, work in the field of evolutionary
game theory (see Gintis, 2000) has shown
that even agents not possessing consciousness (like single-celled organisms) appear
to engage in the kinds of utility maximizing calculations that are presented in this
paper. Thus, the present proposal has nothing to say about the role/limitations of consciousness in sociolinguistic variation and
interpretation. I thank Dan Lassiter and
Elin McCready for discussions of these
points.
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so, update their beliefs. 𝑆 and L’s payoffs and, consequently, the solution
concept will be very similar to what is found in the Rational Speech Act
(RSA) framework described in section 2.1. I will discuss ways in which
SMGs will differ from the RSA in the next sections. The basic structure of
the SMG framework is depicted in Figure 2.4.

Figure 2.4: Social Meaning Games

The definition of a SMG is laid out more formally in (42). Some of the
lines of this definition will most likely be opaque to the reader; however,
they will be further elaborated in the rest of this section.
(42)

A Social Meaning Game (SMG) is a tuple h{𝑆, 𝐿}, hℙ , >i, 𝑀, 𝐶, [·], 𝑃𝑟i
where:
1. 𝑆 and 𝐿 are the players.
2. hℙ , >i is the universe (a relational structure), where
I
I

ℙ = {𝑝1 , . . . , 𝑝 𝑛 } is a finite set of properties.
> is a relation on ℙ that is irreflexive and symmetric.

𝑀 is a finite set of messages.
𝐶 is a function from 𝑀 to ℝ describing the cost of each
message.
5. [·] is the indexation relation (to be described below).
6. 𝑃𝑟 is a probability distribution over sets of properties describing L’s prior beliefs about S.

3.
4.

As shown above, the basic domain of interpretation is ℙ, a set of properties.
In this chapter, we will have the relation > encode relationships between
properties, namely incompatibility; that is, 𝑝 1 > 𝑝 2 just in case 𝑝 1 and
𝑝2 are contraries: they cannot both be true of an individual at the same
time. This will be the extent of the structure that we will impose on the
universe; however, in the second part of the book (Chapters 4 and 5), we
will enrich the universe with much more complicated structures, which
will allow us to formalize more complicated ideologies.
As a concrete example, let us consider a universe specified as shown in
(43), where (ideologically speaking) it is impossible to be both competent
and incompetent at the same time, and it is impossible to be both friendly
(where we should understand friendliness as also regrouping properties
such solidarity and authenticity) and aloof (where we should understand
aloofness as regrouping properties such as pretension, exclusion and
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snobbishness). The two dimensions in (43) are meant to correspond more
or less to Woolard’s status vs solidarity dimensions discussed in Chapter
1.
(43)

ℙ = {competent, incompetent, friendly, aloof}
a. competent > incompetent
b. friendly > aloof

In this chapter, we formalize personae as particular collections of properties that ‘go together’. Thus, the set of possible personae are the maximally
consistent sets of properties12 , as shown in (44).
(44)

𝜋 is a possible persona (𝜋 ∈ pers) iff
1. 𝜋 ⊆ ℙ and there are no 𝑝 1 , 𝑝 2 ∈ 𝜋 such that 𝑝 1 > 𝑝 2 .
Consistency
2. There is no 𝜋0 ∈ pers such that 𝜋 ⊂ 𝜋0.
Maximality

In our simple example, then, by (44), the possible personae in the universe
in (43) are shown in (45): we have the set {competent, friendly}, (what we
might think of as) the cool guy type; {competent, aloof}, the stern leader
type; {incompetent, friendly}, the doofus type; and {incompetent, aloof},
the arrogant asshole type.
(45)

pers = {{competent, friendly}, {competent, aloof}, {incompetent,
friendly}, {incompetent, aloof}}

As in classic signalling games, we have a set of messages. Furthremore,
these messages will come with a set of costs.
(46)

Messages and Costs.
a. 𝑀 = {𝑚1 , . . . , 𝑚𝑛 } is the set of messages (i.e. variants) that 𝑆
can pick from.
b. 𝐶 is a function from 𝑀 to the real numbers that assigns a cost
to each message.

In order to show how SMGs work, we will start by showing how to model
Labov (2012)’s study of President Obama’s use of (ING) across three
contexts. Thus, in the game, we will have two messages (47).

(47)

message
-ing
-in’

cost
0
0

How should we interpret the costs associated with variants? One idea
might be to identify the cost of a message with the comfort or ease (or
lack thereof) that a speaker has with manipulating it. For example, if 𝑚
is a prestige or standard form which requires a certain amount of exposure/engagement with educational institutions in order to manipulate
properly, then, for speakers who have not had such exposure, 𝑚 would
be more costly to use than a more vernacular message 𝑚 0 (see Bourdieu
and Boltanski, 1975; Bourdieu, 1980). Parallely, if 𝑚 is a highly vernacular

12: For simplicity, we assume that the personae are maximally consistent sets; however, in future empirical work, it may prove
to be interesting to consider ‘sub personae’,
i.e. non maximal sets.
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form that the speaker is not familiar with or does not form part of the
speaker’s ‘native’ dialect (as in cases of language crossing (Rampton, 1995;
Bucholtz, 1999, 2010, among others), the same principle may apply. Since
both variants of (ING) are used by members of all educational levels
(Hazen, 2006) and the use of -in’ is not particularly stigmatized13 , we
will assume for our example that there are no differences in the cost of
using -in’ than in the cost of using -ing.
This being said, having articulated costs will become important when
it comes time to integrate SMGs within a broader model of linguistic
production and interpretation. When we go to speak, which form we end
up picking depends on a wide range of factors, only a subset of which
depend on social meaning and persona construction. In addition to social
(or what Labov calls external) factors, physiological or psycholinguistic
factors such as ease of articulation, frequency, priming or other processing
factors may play a role in favouring the use of one variant over another.
Likewise, grammatical factors may induce a bias in favour of one variant
over another. For example, it has been shown that (ING) is conditioned
by grammatical category and other abstract properties of morphological
structure (Labov, 1966; Houston, 1985; Tamminga, 2014), so it seems
reasonable to capture the generalization that -ing is disfavoured in some
grammatical environment compared to -in’ by assigning an occurrence
of -ing in that environment a higher cost than is assigned to -in’ in the
same context, possibly through the use of a harmonic grammar (Legendre
et al., 1990; Smolensky and Legendre, 2006). Of course, adding internal/grammatical conditioning factors to the model would require much
more elaborate message representations which would complicate the
exposition here, so we will assign a cost of zero to both variants of (ING)
in (47). I will return to the question of how to integrate grammatical and
cognitive factors into SMG models in section 25.
As mentioned already, in the Third Wave, individual variants have meaning that goes beyond their truth conditional meaning. More precisely,
variants are proposed to index sets of properties, called their indexical
field (Eckert, 2008). In SMGs, messages are proposed to be related to their
field via the indexation relation, as shown in (48).
(48)

Indexation relation ([·]).
For all messages 𝑚 ∈ 𝑀 , [𝑚] ⊆ ℙ.

Much current work within TW is devoted to studying the structure of
indexical fields, investigating whether there are different orders of indexicality within a field (Silverstein, 2003), whether there are meaningful
relations between the properties that make up a variant’s field (Eckert,
2008), and, if so, whether there exists some kind of algorithm that can
extract these relations automatically (Oushiro, 2015). In this chapter, I
will keep things as simple as possible and not impose any structure on
these sets. We will impose more structure on the fields in the second part
of this book.
Following (simplified) Eckert (2008); Campbell-Kibler (2009), we will
assume that the variants of (ING) are associated with the sets shown in
(49), which I will call Eckert fields.
(49)

Eckert fields associated with (ING)
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13: That is, (ING) is a marker rather than a
stereotype in the sense of Labov (1966).
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a. [-ing] = {competent, aloof}
b. [-in’] = {incompetent, friendly}
The Eckert fields shown in (49) correspond to the standard representation
within sociolinguistics (see the representations proposed by CampbellKibler, 2008, 2009; Eckert, 2008; Moore and Podesva, 2009b; Walker et al.,
2014; Beaton and Washington, 2015; Tyler, 2015; Drager, 2015; Oushiro,
2015); however, as we will see below, it turns out that the objects in (49)
do not give the right result when incorporated into an RSA-style model.
Therefore, we will take advantage of Richard Montague’s important
observation that (formally speaking) we often have multiple ways of
looking at an object: either we can look at it directly, or, equivalently, we
can look at it as its set of characterizing properties. Thus, in the spirit
of Montague (1973), we will look at Eckert indexical fields equivalently
through the personae that they have the potential to construct14 ; in other
words, the Eckert-Montague field on {competent, friendly} will consist of
all the personae that are either competent or friendly. We will call these
type-lifted fields Eckert-Montague fields, shown in Table 2.9. As shown in
this table, there is some overlap in the Eckert-Montague fields of (ING)
but crucially only -ing can be used to construct the {competent, aloof}
(stern leader) persona; whereas, only -in’ can be used to construct the
{incompetent, friendly} persona (the doofus).
Variant
-ing
-in’

Eckert field
{competent, aloof}
{incompetent, friendly}

Eckert-Montague field

14: In the terminology of Generalized
Quantifier Theory (Barwise and Cooper,
1981; Keenan and Stavi, 1986), the EckertMontague field on {competent, friendly} is
derived through taking the Montagovian Individual on competent or friendly. The Montagovian Individual on an object 𝑎 is the
characteristic function of the set of properties that include 𝑎 , see (Montague, 1973,
260) and Peters and Westerståhl (2006).
Table 2.9: Messages in Obama example

{comp., aloof}, {comp., friend.}, {incomp., aloof}
{incomp., friend}, {comp., friend}, {incomp., aloof}

We are now ready to describe how the game is played; that is, how the
moves of the speaker and the listener are chosen.
As in the RSA framework, the listener (L) has prior beliefs about the
properties of the speaker before they speak. These beliefs can be specific
(i.e. George Bush is like X) or general (i.e. Americans are like X). These
beliefs are represented as a probability distribution (𝑃𝑟 ) over personae.
Returning to Labov’s Obama example: consider the casual context in which
Obama is at the barbecue. Suppose, in this context, Obama’s interlocutor
has the prior belief that he is aloof, since he is the president. Indeed, one
of the main reasons that politicians do such ‘meet and greet’ events is to
try to counteract this impression in their potential voters. The way that
we encode this belief in the model is by putting more probability mass
on the personae that are aloof (the stern leader and the asshole) than on
the personae that are friendly (the cool guy and the doofus), as shown in
Table 2.10.
Persona
𝜋
𝑃𝑟(𝜋)

stern leader
{com, aloof}
0.30

cool guy
{com, frien}
0.20

asshole
{incom, aloof}
0.30

doofus
{incom, frien}
0.20

As in the RSA, the social interpretation process proceeds in a couple of
steps: when they hear a variant, the listener first focusses their attention
on the personae in the variant’s Eckert-Montague field, discarding the
other personae and updating their beliefs accordingly. More technically,
𝐿 conditions their beliefs on the meaning of the message (50). Observe
that the conditionalization operation would not give the right results

Table 2.10: Potential voter’s prior beliefs
(that Obama is aloof).
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applied to simple Eckert fields, since the only persona that would remain
under consideration would be the persona corresponding to the field
itself.
(50)

𝑃𝑟(𝜋|𝑚) =

𝑃𝑟({𝜋}∩[𝑚])
𝑃𝑟([𝑚]))

Conditionalization

The results of conditionalization for both variants of (ING) on listener
priors at the barbecue are shown in Table 2.11. If the listener hears -ing,
they are certain that their interlocutor is not a doofus, but they remain
uncertain about the remaining possibilities. Likewise, if they hear -in’,
they are certain that 𝑆 is not the stern leader (because a stern leader
would not say -in’); so they assign this persona a zero probability and
normalize over the cool guy, asshole and doofus.
stern leader
{comp, aloof}
0.375
0

𝑚
-ing
-in’

cool guy
{comp, frien}
0.25
0.286

asshole
{incomp, aloof}
0.375
0.428

doofus
{incomp, frien}
0
0.286

Table 2.11: L’s beliefs immediately after
hearing 𝑚 at the barbecue (𝑃𝑟(𝜋|𝑚)).

In SMGs, we will also adopt the proposal that persona/identity construction through language is driven (in part) by informativity: the speaker
is trying to give the listener the most information possible about their
desired persona, and the listener assumes that the speaker is giving them
(intentionally or not) the most information about the kind of person that
they are. As described in section 1, we measure the informativity of a
message 𝑚 for a persona 𝜋 as the natural log of the prior probability of
𝜋 conditioned on the meaning of 𝑚 . The utility for the speaker to use a
message 𝑚 to construct a persona 𝜋 is the negative surprisal of 𝜋 given
𝑚 , minus whatever costs may be associated with 𝑚 .
(51)

𝑢𝑆 (𝜋, 𝑚) = 𝑙𝑜 𝑔(𝑃𝑟(𝜋|𝑚)) − 𝐶(𝑚)

RSA-style utility function

Plugging the values from Tables (2.11) into the utility function in (51)
assigns the following utilities to pairs of personae and variants in Table
2.12.
𝑚
-ing
-in’

stern leader
{com, aloof}
−0.9808293
−∞

cool guy
{com, frien}
−1.386294
−1.251763

asshole
{incom, aloof}
−0.9808293
−0.8486321

doofus
{incom, frien}
−∞
−1.251763

Set in the SMG framework, the way that we transform utilities into
probabilities, the Soft-Max choice rule, looks as in (21), where 𝑃𝑆 (𝑚|𝜋)
notates the probability of 𝑆 using 𝑚 , given that they’re trying to construct
𝜋. Recall that the constant 𝜆 in (52) represents how much indeterminacy
the model allows. Setting 𝜆 to ∞ recovers deterministic choice; whereas,
setting it to a low value allows more variation.
(52)

𝑃𝑆 (𝑚|𝜋) =

P

𝑒 𝑥𝑝(𝜆∗𝑢𝑆 (𝜋,𝑚))
𝑒 𝑥𝑝(𝜆∗𝑢𝑆 (𝜋,𝑚 0 ))

𝑚0 ∈𝑀

Soft Max choice rule

Suppose, at the barbecue, Obama wishes to construct the cool guy persona
({competent, friendly}. Plugging the values in Table 2.12 into the choice
rule in (52), and with 𝜆 set at 6 (𝜆 = 6), we predict that Obama will use

Table 2.12: Obama’s utility for trying
to construct 𝜋 with 𝑚 at the barbecue
(u𝑆 (𝜋, 𝑚)).
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-in’ around 69% of the time (and -ing around 31% of the time), which is
close to what Labov found.
After the barbecue finishes, Obama moves to take questions from reporters on the White House lawn. In this situation, we might imagine
that although Obama is still in a relatively informal context (and so wants
to construct the cool guy persona), his interlocutors are antagonistic
journalists who may think he’s incompetent. Again, we represent this
belief as Obama’s interlocutor’s priors: in Table 2.13, personae that are
incompetent are weighted higher than competent personae.
Persona
𝜋
𝑃𝑟(𝜋)

stern leader
{com, aloof}
0.20

cool guy
{com, frien}
0.20

asshole
{incom, aloof}
0.30

doofus
{incom, frien}
0.30

This change (from Table 2.10 to Table 2.13) has an important effect
on Obama’s predicted linguistic choices since changing prior beliefs
will cause the informativity of the messages to change, which, in turn,
will cause the speaker utility of a message to change, resulting in the
predicted use of -in’ to drop to around 31%, which again is similar to
Labov’s observation.
Finally, when Obama makes a speech at the DNC, he is in a very formal
situation. In such contexts, it is generally not very useful to appear
particularly friendly; rather, what is valued in very formal contexts is the
aloofness of the stern leader. So we might think that he constructs the
stern leader ({competent, aloof}) in this context. Since neither competent
nor aloof are in the indexical field of -in’, this variant cannot be used to
construct Obama’s chosen persona; therefore, we predict that he should
avoid this variant in this context. Thus, the complex patterns observed in
Labov’s sociolinguistic study of style shifting can be captured in the SMG
framework through the interplay between speakers’ (context-sensitive)
persona selection and how they reason about their interlocutor’s beliefs.
The model that I have just laid out is almost identical to the one presented
in section 1. The principal difference between SMGs and the RSA for
scalar implicatures is the objects about which the speaker and listener
reason: personae and properties vs propositions and worlds. Thus, this
RSA-style SMG framework can be viewed as formalizing a very strong
hypothesis: that identity construction and sociolinguistic interpretation
have the same basic structure as propositional communication. In the rest
of the chapter, I will discuss three ways in which this hypothesis appears
to be incorrect and discuss how to modify the model accordingly.

Refinement 1: Adding speaker agency
The Obama example in the previous section highlights the role that
speakers’ persona selection plays in sociolinguistic variation, and this
also raises questions concerning how similar social meaning games
are/ought to be to classical signalling games. In particular, in the kind of
signalling games that are most commonly used in formal linguistics, S’s
type is determined by ‘Nature’, as described by (Franke, 2009, 129):
Game theorists like to think of the states of a signaling game
as initial chance moves by a third player, called Nature, who

Table 2.13: Journalist’s prior beliefs (that
Obama is incompetent).
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selects any state 𝑡 ∈ 𝑇 with probability 𝑃𝑟(𝑡), without any
strategic concern of her own (cf. Harsanyi 1967, 1968a,b). In a
signaling game, Nature reveals her choice to only the sender,
but not the receiver.
The metaphor that S’s type is chosen by impartial Nature seems appropriate for communication of many kinds of truth conditional meaning: 𝑆
observes a fact about the world (for example, how many cookies Mary
ate) and then tries to report it to L. But, as discussed in Chapter 1, this
hasn’t been how we think identity construction works since the move
to social constructionism in the 1990s. Works in this perspective emphasize individuals’ agency in establishing and reinforcing their identities
through their behaviour, and the crucial role of this behaviour in creating
the identity categories themselves. Even for those of us who look less
favourably on post-structuralism, it is clear that, at least sometimes, the
speaker has a hand in choosing which identity to construct: we reflect
on how we want to present ourselves when we think about getting
a new haircut, watch how we dress/talk on job interviews and other
important occasions. So we need to incorporate speaker agency into
persona selection: S’s type should be chosen not by Nature, but by Human
Nature.
We will incorporate speaker agency into SMGs by supposing that the
speaker has a preferential ordering over personae, which they may or may
not be conscious of, and which contributes to determining when/how
often they choose a particular persona to communicate to L. Of course,
in most utterances, our attention is focused on whatever it is we are
trying to do and/or the propositional information we are trying to
communicate, not on identity construction, so persona selection for many
of our utterances is unconscious15 .

15: Note that the fact that the persona selection process is often not consciously
available to the speaker does not underMore formally, we will extend the structure of SMGs with a payoff
mine the idea that they play a role in it: we
function 𝜇 mapping personae to real numbers, which I call S’s values
have known since Antiquity (Finger, 2001)
(53).
that much (if not most) of our reasoning
and planning is unconscious, and many
areas of cognition have been argued to
(53) A SMG with persona selection is a tuple h{𝑆, 𝐿}, hℙ , >i, 𝑀, 𝐶, [·], 𝑃𝑟, 𝜇i ,
involve unconscious decision making (see
where
Dennett, 1993; Graziano, 2013; Dehaene,
2014, for overviews). In fact, there are even
1. h{𝑆, 𝐿}, hℙ , >i, 𝑀, 𝐶, [·], 𝑃𝑟i is an SMG (as in (42) )
some philosophers (Carruthers and Veil2. 𝜇 is a function from pers to ℝ mapping each 𝜋 to the value
let, 2011; Carruthers, 2017) for whom none
that 𝑆 assigns to constructing it in the context.
of our thoughts are actually conscious.

Where does the persona value function 𝜇 come from? It seems reasonable
to think that it should be taken from a larger, non-linguistic game that
captures 𝑆 and L’s interaction situation. For example, if we return to
the barbecue example: social conventions at barbecues are such that,
if someone is friendly to you, you should be friendly back. Likewise,
if someone is not friendly to you, then why would you be friendly to
them? Thus, coordination on (un)friendliness is optimal for most private
citizens in this social context. Additionally, in a friendly interaction,
it is better to be viewed as competent than incompetent, so we can
suppose that both players prefer to be and interact with competent
people. Of course, the goals of a politician at a barbecue are often
different from those of private citizens (i.e., securing votes vs making
friends), and friendliness/likeability is a property that is very highly
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valued in American presidents (Teven, 2008). Furthermore, intelligence
and competence are properties that have traditionally been valued in
American presidents, and this is particularly the case with Obama (Alim
and Smitherman, 2012). So we might suppose that Obama wishes to
appear competent and (above all) friendly, regardless of who he is
interacting with16 . An example of a value function satisfying Obama’s
preferences is shown in Table 2.14.
Persona
Cool guy
Stern leader
Doofus
Arrogant asshole

𝜋
{competent, friendly}
{competent, aloof}
{incompetent, friendly}
{incompetent, aloof}

𝜇(𝜋)
2
1
1
0

Note that S’s preferences on persona selection (𝜇) are generally constrained by aspects of S’s experiences. For example, our experiences
created by external social structures (based on gender, class, ethnicity
etc.) influence our internal dispositions, which go on to affect which
identities we desire to construct (Bourdieu, 1972) and ultimately which
sociolinguistic variants we use. Likewise, properties of our bodies put
enormous constraints our persona selection: as (Butler, 1993) says (p. x),
it is not the case that “one [wakes] in the morning, peruse[s] the closet
[. . . ] for the gender of choice, don[s] that gender for the day, and then
restore[s] the garment to its place at night". However, if our bodies change,
then properties of 𝜇 can change too, and this can affect our language.
For example, Calder (2016) performed a study of /s/ fronting based
on sociolinguistic interviews with SoMA (San Francisco) drag queens
while they were transforming from male bodied individuals to queens.
Calder reports that “as the queens transform into feminine drag, their
pronunciation of /s/ gets both backer and louder. . . lower centers of
gravity and higher amplitude are being used to index a stronger type of
femininity when the queens are in drag". Thus, as their bodies change,
new personae open up to the queens, which is then reflected in their
speech.
The utility function for Obama for persona selection (𝜇 in Table 2.14) can
very naturally be mapped onto a probability distribution over personae
(𝑃pers ) by means of the non-deterministic soft-max choice rule (54), which
again involves a parameter 𝜆0.
(54)

𝑃pers (𝜋; 𝜇) =

P

𝑒 𝑥𝑝(𝜆0 ∗𝜇(𝜋))
𝑒 𝑥𝑝(𝜆0 ∗𝜇(𝜋0 ))

𝜋0 ∈pers

Softmax choice rule

Taking into account possible variation in persona selection, we can then
recover the predicted probability for a speaker using a particular variant
𝑚 (P𝑆 (𝑚)) as the sum of the probabilities that 𝑆 will pick some persona
and use 𝑚 to try to construct it, as shown in (55). If, following the Obama
barbecue example in the previous section, we set both 𝜆 and 𝜆0 to 6, we
make roughly the same prediction as above, since Obama most highly
values the {competent, friendly} persona in all cases: P𝑂𝑏𝑎𝑚𝑎 (-in’) ≈ 0.689
and P𝑂𝑏𝑎𝑚𝑎 (-ing) ≈ 0.311.
(55)

P𝑆 (𝑚) =

P

𝜋

𝑃pers (𝜋; 𝜇) × 𝑃𝑆 (𝑚|𝜋)
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16: Establishing corresponding values for
Trump requires intense, difficult ethnographic work. . .
Table 2.14: Example of a 𝜇 function for
Obama at the barbecue.
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Although incorporating persona selection into the game does not change
the main results of the previous section, taking into account variation
in personae provides a way to formally realize the idea inherent in the
Third Wave and in many other sociolinguistic theories that both intraspeaker (style shifting) and inter-speaker (stratification) variation can be
derived from the same basic principles. Consider again Labov (1966)’s
result concerning class-based stratification of (ING) in New York City,
particularly what we find in the sociolinguistic interview portion of the
study reproduced in Table 2.15. How can a pattern such as this arise from
the combination of the social meanings of the variants, speaker values
and conjectures about listener prior beliefs?
Social Class
Upper middle class
Lower middle class
Working class
Lower class

Approx. % -in’
10
40
50
80

Following the line of explanation in Eckert (2000, 2012), I suggest that the
key to a social meaning-based account of stratificational patterns lies in
the idea that speakers of different social classes differ with respect to their
preferences over personae, i.e. their value functions (𝜇). An abundance
of work in sociology (such as Bourdieu and Passeron, 1970; Bourdieu,
1979; Gans, 1974; Lamont et al., 1992; Lamont, 2009, among others) has
detailed how individuals of different education levels and occupations
value different kinds of properties in themselves and in others. For
example, in a study of symbolic boundaries in working and lower-middle
class culture in the United States and in France, Lamont (2009) shows
that, in semi-structured interviews, working class participants expressed
admiration of properties such as interpersonal altruism, generosity and
collective solidarity, much more frequently than the lower middle class
participants (see Lamont, 2009, Table on p.21). Furthermore, building on
Bourdieu (1979)’s pioneering work on the relationship between social
class and taste, Lamont et al. (1992) shows that upper-middle class
participants (especially those with an elite university education) are more
likely to value properties such as intelligence and sophistication17 than
individuals without a university education.
With these observations in mind, we can distinguish between three
classes of speakers with three different value functions: a working class
value function (𝜇wc ), which values friendly personae over non-friendly
ones; an upper-middle class value function (𝜇umc ), which values competence/educated personae over uneducated personae; and, a lower middle
class value function (𝜇lmc ), which has no great preference for friendliness
or competence/education. These value functions are shown in Table
2.16.
Persona
{competent, friendly}
{competent, aloof}
{incompetent, friendly}
{incompetent, aloof}

𝜇wc
2
1
2
1

𝜇lmc
1
1
1
1

𝜇umc
2
2
1
1

One of the properties of the classic Labovian sociolinguistic interview
is that the interviewer is not typically close with the person being

Table 2.15: (ING) by social class (casual
style) in NYC.

17: Although there are important differences between how exactly the French and
American elites cash out these terms in
Lamont et al. (1992).

Table 2.16: Class-differentiated value functions (inspired by Bourdieu and Lamont)
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interviewed. In fact, in many studies in this tradition, participants are
interviewed by complete strangers (Tagliamonte, 2006). Thus, when
modelling speaker behaviour in a stratified sociolinguistic corpus, we
might assume that speakers hypothesize that their interlocutors have no
particularly strong prior beliefs about them and treat the function 𝑃𝑟 as
uniform over personae18 .
Since we have both the functions 𝑃𝑟 and 𝜇 for the different categories
of speakers, we can now calculate the predictions that the SMG models
make for the distribution of (ING). These are found in Table 2.17, and
they reproduce the main lines of the pattern found in Labov (1966).
Social Class
Upper middle class
Lower middle class
Working class

Approx. % -in’
33
50
66
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18: This is an idealization; however, the
context of the Labovian sociolinguistic interview is probably one in which listeners’
priors would be as close to uniform as we
would ever find in real communication.

Table 2.17: SMG model prediction (uniform 𝑃𝑟 ; values from Table 2.16).

I therefore conclude that SMG models can provide a formal unified
analysis of style shifting and social stratification, which is a main goal of
Third Wave variationist sociolinguistics.
Adding persona selection to the model raises questions about whether
there is some dependency between persona selection and variant selection.
In the model presented above, the choice of persona and the choice of
variant are sequential: first the speaker picks the persona 𝜋 according
to their 𝜇 and then they calculate the approximately optimal variant to
construct 𝜋: 𝑃𝑆 (𝑚|𝜋). However, it is possible that our persona selection
is influenced not only by our dispositions, but also by how likely we
think we are to be successful in constructing certain personae19 . For
example, Obama is known for being particularly versatile in his persona
construction and he attributes his ability to variably construct a black or
white identity to his mastery of multiple dialects, which is a product of
his background. He says (Alim and Smitherman, 2012, 1),
You go to the cafeteria . . . and the black kids are sitting
here, white kids are sitting there, and you’ve got to make
some choices. For me, basically I could run with anybody.
Luckily for me, largely because of growing up in Hawai’i,
there wasn’t that sense of sharp divisions. Now, by the time I
was negotiating environments where there were those kinds
of sharp divisions, I was already confident enough to make
my own decisions. It became a matter of being able to speak
different dialects. That’s not unique to me. Any black person
in America who’s successful has to be able to speak several
different forms of the same language. . . It’s not unlike a
person shifting between Spanish and English
In contrast to Obama, other speakers are comfortable with only one set
of variants may avoid selecting personae that can only be constructed
using a different set, if they they think their construction is unlikely to be
successful.
To allow for interactions between variant selection and persona selection,
we need to have the speaker jointly select a persona and a variant, as
shown in (56). This speaker function makes different predictions from

19: I thank Michael Franke for very helpful
discussion of this point.
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(21), particularly with costly messages; however, I leave their detailed
exploration to future work.
(56)

𝑃𝑆 (𝑚, 𝜋; 𝜇) =

P

𝑚0

𝑒 𝑥𝑝(𝜆∗𝑢𝑆 (𝜋,𝑚))×𝑒 𝑥𝑝(𝜆0 ∗𝜇(𝜋))
0
0
0
0
𝜋0 𝑒 𝑥𝑝(𝜆∗𝑢𝑆 (𝜋 ,𝑚 ))×𝑒 𝑥𝑝(𝜆 ∗𝜇(𝜋 ))

P

Refinement 2: Listener interpretation functions
Given the model of the speaker’s behaviour that we have developed
above in (55) and (54), what should the listener do when they hear a
variant20 ? Since persona selection is determined by S’s values (𝜇), if the
listener knows 𝜇, then, to infer the speaker’s persona, they would simply
combine S’s likelihood of picking a persona (𝑃pers ) with S’s likelihood of
constructing a particular persona given the message that they heard (𝑃𝑆 )
(21).
(57)

𝑃𝐿 (𝜋|𝑚 ; 𝜇) =

P

20: I am grateful to Michael Franke for
detailed discussion of the different listener
models at play in this framework.

𝑃pers (𝜋;𝜇)×𝑃𝑆 (𝑚|𝜋)
𝑃pers (𝜋0 ;𝜇)×𝑃𝑆 (𝑚|𝜋0 )

𝜋0

Of course, it is not really realistic to think that, when we interact with
someone, we know the details of their value function. So how do we,
as listeners, go about interpreting the linguistic performances of our
interlocutors?
In answering this question, I will build on aspects of Erving Goffman’s
Expression Games model of self-presentation and deception (Goffman,
1970), which is highly influenced by work in game theory. In fact, Expression Games was written after Goffman spent a sabbatical year at Harvard
working with the Nobel prize winning game theorist Thomas Schelling
(Manning, 1992)21 . Goffman observes that when we are on the receiving
end of a performance, we will have different ways of interpreting it
depending on how much strategy we think has been involved in creating
it. The first interpretative move is what Goffman calls a naive move, and
it involves the listener assuming that the speaker’s strategy in the context
does not enter into play into how they present themselves. In terms of the
model developed here, this would involve the listener simply combining
the likelihood of 𝑆 using a variant to construct a persona with their
prior beliefs about S’s persona, and not reasoning about S’s values. This
Bayesian-style interpretation rule is shown in (58).
(58)

𝑃𝐿 (𝜋|𝑚) =

P

𝑃𝑟(𝜋)×𝑃𝑆 (𝑚|𝜋)
𝑃𝑟(𝜋0 )×𝑃𝑆 (𝑚|𝜋0 )

𝜋0

Naive listener

Although this should be investigated empirically, my impression is
that this is the most frequent mode of social interpretation. In order to
exemplify how this model works, we will model a subset of Podesva et al.
(2015)’s results on the interpretation of (un)released /t/ by American
politicians. Following (simplified) Eckert (2008), we assume an Eckert
field for released and flapped/unreleased /t/ as shown in (59) which is
similar to the fields of (ING), only that we replace (in)competence with
(in)articulateness22 .
(59)

Eckert fields associated with /t/
a. [𝑡 ℎ ] = {articulate, aloof}

21: This being said, most aspects of Expression Games are not directly relevant
to the SMG framework, since it deals with
the dynamics of deception rather than
true identity construction. As I discussed
in Chapter 1, this is understandable since
it was developed before social constructionist theories of identity became popular, although Goffman himself has a ‘performative’ theory of gender (Goffman,
1976). However, it would be interesting
to formalize more completely the Expression Games framework and compare it
to SMGs, something that I will leave to
future work.

22: Indeed, Eckert (following others) proposes that the indexical fields of [t ℎ ] and
-ing share some properties, but also differ
on other properties (that are not be relevant in this paper). The same goes for the
fields of [f/t] and -in’.
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b. [f/t] = {inarticulate, friendly}
For the illustration, we will consider interpretations related to articulateness/authoritativeness and friendliness assigned to three different
politicians: Condoleeza Rice, Nancy Pelosi, and George W. Bush. I propose that the different interpretations of (non)released /t/ assigned to
different politicians arise as the result of 𝐿 having different kinds of
prior beliefs about each politician. Condoleeza Rice is not a particularly
(in)famous politician, so we might assume that listeners’ in Podesva et
al.’s study do not have particularly strong beliefs about her articulateness
or friendliness. We will represent this belief as a uniform prior distribution over personae (Table 2.18). Thus, before hearing Rice say anything,
the listener has a 0.5 belief that she is articulate and a 0.5 belief that she
is friendly.

𝜋
Pr(𝜋)

{artic, aloof}
0.25

{artic, frien}
0.25

{inartic, aloof}
0.25

{inartic, frien}
0.25

Table 2.18: Uniform prior beliefs about
Rice.

We obtain the likelihood of Rice trying to construct a persona 𝜋 with a
variant 𝑚 in the way described above, and the results are shown in Table
2.19.

𝑚
tℎ
f

{artic, aloof}
1
0

{artic, frien}
0.5
0.5

{inartic, aloof}
0.5
0.5

{inartic, frien}
0
1

Table 2.19: 𝑃𝑅𝑖𝑐𝑒 (𝑚|𝜋) (all values for 𝜆)

And using the weights in Table 2.18, the weights in Table 2.19, and our
interpretation rule (58), we obtain a measure of the listener’s beliefs
concerning Rice’s persona after hearing a variant. As shown in Table 2.20,
after hearing a released /t/, L’s posterior belief that Rice instantiates an
articulate persona is 0.75; whereas, it is only 0.25 if she flaps.
m
tℎ
f

{artic, aloof}
0.5
0

{artic, frien}
0.25
0.25

{inartic, aloof}
0.25
0.25

{inartic, frien}
0
0.5

On the other hand23 , the SMG framework predicts very different results
if listeners have different prior beliefs. Consider the case of Nancy
Pelosi: in Podesva et al.’s study, “listeners appear to be less likely to
associate released /t/ with competence-based meanings in Pelosi’s
speech–such as articulateness, intelligence, or authoritativeness" (Podesva
et al., 2015, 79). According to Podesva et al., this is because there is a
‘clash’ between speakers’ beliefs about her (that she is not genuinely
authoritative/articulate/intelligent) and what they perceive her as trying
to do: sound authoritative/articulate/intelligent. In the SMG framework,
we can represent this situation as one in which L’s prior beliefs about
Pelosi (Table 2.21) affect how her used of released /t/ is interpreted.
The predictions for listener interpretations of Pelosi’s linguistic performances, given 𝑃𝑟 in Table 2.21 are shown in Table 2.22. There is no
predicted difference in articulateness between hearing [t ℎ ] and [f] (both
variants trigger almost exclusively inarticulate personae); however, there
is predicted to be a difference in terms of friendliness: [t ℎ ] results in an
almost certain attribution of the {inarticulate, aloof} persona; whereas,

Table 2.20: L’s predicted interpretation of
𝜋 given 𝑚 for Rice.

23: Note that given the simple indexical
fields and personae presented here, I do
not have an immediate account for why
Podesva et al. find the opposite pattern with
Obama than with Rice and Edwards. A
promising line of analysis would be to go
deeper into the different classes of personae that Obama, Edwards and Rice are
likely to instantiate (see Alim and Smitherman, 2012) and to complicate the meanings of /t/; however, I leave working this
out in detail to future work.
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𝜋
𝑃𝑟(𝜋)

{artic, aloof}
0.05

{artic, frien}
0.05

{inartic, aloof}
0.45

{inartic, frien}
0.45
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Table 2.21: 𝐿 thinks that Pelosi is not articulate.

[f] results in an almost certain attribution of the {inarticulate, friendly}
persona.
m
tℎ

{artic, aloof}
0.09
0

f

{artic, frien}
0.09
0

{inartic, aloof}
0.82
0.03

{inartic, frien}
0
0.96

Table 2.22: L’s predicted interpretation of
𝜋 given 𝑚 for Pelosi.

Finally, we can consider the cases of George W. Bush and Hilary Clinton.
For these politicians, Podesva et al. say (p.80),
The speech of two remaining politicians–George W. Bush
and Hillary Clinton–was not judged to sound different in the
released and unreleased guises for any of the nine attributes,
either word-medially or word-finally. We argue that listeners
hold particularly strong views for these politicians, to the
point that slight modifications in their speaking styles produce no effect on listener ratings. [. . . ] Bush was rated as the
least articulate, intelligent, authoritative, and sincere, often by
a wide margin, and he was also rated as the second-to-least
passionate and spontaneous.
The ‘bulletproofing’ effect that strong prior beliefs can have on sociolinguistic interpretation is predicted by the model. In line with the Podesva
et al. quotation above, suppose, that 𝐿 has an extreme belief that Bush is
an arrogant asshole-type: {inarticulate, aloof}, shown in Table 2.23.

𝜋
𝑃𝑟(𝜋)

{artic, aloof}
0.01

{artic, frien}
0.01

{inartic, aloof}
0.97

{inartic, frien}
0.01

Table 2.23: 𝐿 is almost sure that Bush is
an asshole.

As shown in Table 2.24, it is predicted that using different variants will
have no effect on L’s beliefs about Bush. In other words, Bush can try as
much as he likes to use his linguistic resources to construct a different
identity, he will be ‘stuck’ being viewed as {inarticulate, aloof}.
In sum, although the context-independent meanings of variants are
fixed and shared across speakers, in the SMG framework, different prior
listener beliefs can create different interpretations of those variants with
different speakers in context24 .
The other move that the listener can make in Goffman’s Expression Games
is what he calls an uncovering move. This is when the listener takes
into account their hypotheses about the speaker’s strategy in persona
construction in the context (Goffman, 1970, 17). Set in this framework, the
listener makes a hypothesis about the speaker’s values in the form of a
probability distribution over value functions, 𝑃(𝜇), and performs joint
inference over S’s persona and 𝜇. This is shown in (60)25 .
(60)

𝑃𝐿 (𝜋, 𝜇|𝑚) =

𝑃(𝜇)∗𝑃pers (𝜋;𝜇)∗𝑃𝑆 (𝑚|𝜋)
0
0
𝜇 𝑃pers (𝜋 ;𝜇)∗𝑃𝑆 (𝑚|𝜋 )

P P
𝜋0

Uncovering listener

The naive and uncovering listener functions do not make exactly the
same predictions in all contexts, for example, if the listener has much
uncertainty about the 𝜇 function. However, teasing them apart empirically

24: Furthermore, note that the framework
also has a straightforward account of the
phenomenon of language crossing (Rampton, 1995), in which members of one dialect
group use a variant commonly associated
with another dialect group, and this use
is interpreted as only indicating a (usually desirable) subset of the (un)desirable
properties usually attributed to members
of the second group
25: Of course, for (60) to be realistic, there
must be a certain relatively small set of
value functions that are salient in the community; however, as I suggested above in
the discussion of macro-level patterns of
social stratification, the social structure of
our communities and our place within
them contributes to shaping our values,
so it is reasonable to think that salient
value functions might emerge from social
structure. I believe this is a fruitful area of
future collaboration between formal linguists, sociologists and anthropologists.
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m
tℎ
f

{artic, aloof}
0.02
0

{artic, frien}
0.01
0.01

{inartic, aloof}
0.97
0.97

{inartic, frien}
0
0.02

would require detailed experimental study, which I leave to future
work.

Refinement 3: Weakening Gricean Quality
The models developed so far in the chapter concern exclusively the
social meaning aspects of sociolinguistic variation. Nevertheless, we have
known since the beginning of the variationist paradigm (Weinreich et al.,
1968) that variation is conditioned by a range of factors, only some of
them meaning/social related. As discussed above, both the grammatical
environment in which a variant appears (grammatical factors) and other
aspects of its form related to language processing (cognitive factors) can
contribute to determining whether a speaker will use one variant versus
another (see also Tamminga et al., 2016). I had suggested in a previous
section that a way towards incorporating both grammatical and cognitive
factors (what Labov (1972) call internal factors) in language variation with
the social factors (which he calls external factors) is through the use of
message costs. However, as we will see now, having a more articulated
theory of language internal factors as message costs will reveal a way in
which the class of models that I defined in Burnett (2017, 2019) and above
make incorrect predictions. This is what is argued by Acton and Burnett
(2019), who study the interaction between internal factors (as costs) and
external factors (as meanings) within the SMG framework.
Acton and Burnett (2019) start by adding linguistic environments to the
SMG models described above, and have them play a role in the utility
calculation. Thus, the utility function in an SMG is now given by (61).
(61)

For a message 𝑚 , a persona 𝜋 and a grammatical environment 𝑒 ,
the utility for the speaker to use 𝑚 in 𝑒 to construct 𝜋 (𝑢𝑆 (𝑚, 𝜋, 𝑒))
is given by:

𝑢𝑆 (𝑚, 𝜋, 𝑒) = 𝑙𝑜 𝑔(𝑃𝑟(𝜋|𝑚)) − 𝐶(𝑚, 𝑒)
Recall that 𝑃𝑟(𝜋|𝑚) is L’s prior beliefs conditioned under the meaning of
the message, which can be summarized as in (62).
(62)

a. 𝑃𝑟(𝜋|𝑚) = 0 if 𝜋 ∩ [𝑚] = Ø

Gricean Quality

b. Otherwise, 𝑃𝑟(𝜋|𝑚) is 𝑃𝑟(𝜋) divided by the sum of the prior
probabilities of all 𝜋 𝑖 such that 𝜋 𝑖 ∩ [𝑚] ≠Ø.
As discussed above, (62) formalizes Grice’s maxim of Quality through
having the listener assign zero probability to semantic objects that are not
members of the message’s meaning (62a). In the scalar implicature model,
this means that the listener rules out the possibility that the speaker
is trying to communicate some world that is not in the denotation of
the message (they are being untruthful). Set in an identity construction
context, this boils down to the claim that, when they hear a variant, the

55

Table 2.24: L’s predicted interpretation of
𝜋 given 𝑚 for Bush.
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listener rules out the possibility that the speaker is trying to construct
some persona that is not included in the Eckert-Montague field of the
message.
Acton and Burnett (2019) observe that (62a) has an important consequence
for the behaviour of SMG models, once we consider how the ‘meaning’
part (𝑃𝑟(𝜋|𝑚)) and the ‘form’ part (𝐶(𝑚, 𝑒)) of (61) interact. Since L
entirely rules out a persona if it is not part of the social meaning of a variant,
SMGs predict that the speaker will never use a variant whose indexical
field does not overlap with the persona they wish to signal. Regardless
of how costly using the variant is in the relevant environment. This
empirical prediction can be more formally stated as Theorem 2.4.1, where
the speaker probability function is given with respect to environments in
(63).
(63)

The probability for a speaker to use 𝑚 , given that they wish to
construct 𝜋 in environment 𝑒 (𝑃𝑆 (𝑚|𝜋, 𝑒)) is given by:

𝑃𝑆 (𝑚|𝜋, 𝑒) ∝ 𝑒 𝑥𝑝(𝜆 ∗ 𝑢𝑆 (𝑚, 𝜋, 𝑒))

Theorem 2.4.1 Quality vs Costs (Acton and Burnett, 2019). For all personae 𝜋, environments 𝑒 and all variants 𝑚 , if 𝜋 ∩ [𝑚] = Ø, then there is no
well-defined cost function 𝐶(·) such that 𝑃𝑆 (𝑚|𝜋, 𝑒) ≠ 0.
Proof. 𝑃𝑆 (𝑚|𝜋, 𝑒) ∝ 𝑒 𝑥𝑝(𝜆 ∗ (𝑙𝑜 𝑔(𝑃𝑟(𝜋|𝑚))) − 𝐶(𝑚, 𝑒)) by (61) and (63)
= 𝑒 𝑥𝑝(𝑙𝑜 𝑔(𝑃𝑟(𝜋|𝑚)) − 𝐶(𝑚, 𝑒))𝜆
= (𝑒 𝑥𝑝(𝑙𝑜 𝑔(𝑃𝑟(𝑝|𝑚)))∗𝑒 𝑥𝑝(−𝐶(𝑚, 𝑒)))𝜆
= (𝑒 𝑥𝑝(𝑙𝑜 𝑔(0)) ∗ 𝑒 𝑥𝑝(−𝐶(𝑚, 𝑒)))𝜆
when 𝜋 ∩ [𝑚] = Ø
= 0𝜆 = 0
for any 𝜆 > 0 
However, because of the contribution of language-internal factors to variation, there is reason to believe that the prediction expressed by Theorem
2.4.1 is incorrect. For example, the phonological segment following (ING)
has been shown to condition this variable. As observed by Houston
(1985), the realization of (ING) is affected by progressive homorganic
dissimilation; that is, there is pressure for the final nasal in this variant
to take the place of articulation of the following consonant. So, all things
being equal, peeling carrots, where the following consonant is [k], will be
more likely to be pronounced with [n] (peelING carrots is favoured over
peelIN’ carrots); whereas, feeling tired, where the following consonant is [t],
will be more likely to be pronounced with [n] (feelIN’ tired > feelING tired).
Phonological processes such as these are, at a certain level, independent
of identity construction and can cause a speaker to use a variant, even if
it is inconsistent with the persona they are trying to construct.
This, Acton and Burnett (2019) argue is a possibly a fundamental difference between truth conditional and social meaning: while speakers may
produce a variant whose social meaning is at odds with their desired
persona in order to satisfy processing or grammatical considerations,
speakers will never lie in order to satisfy processing constraints. Thus, by
studying the formal properties of the vanilla SMG models, we can arrive

56

2 Formalizing the Third Wave

57

at a new empirical proposal on the difference between social meaning
and propositional meaning (64).
(64)

Proposed difference between social meaning and propositional
meaning: Social meaning can be ‘overridden’ by language internal factors; internal factors cannot ‘override’ truth conditional
meaning.

To rectify this problem, Acton and Burnett (2019) propose a new similaritybased class of models in which utility depends not on 𝑙𝑜 𝑔(𝑃𝑟(𝜋|𝑚)) but
rather on the similarity of 𝜋 and 𝑚 ’s indexical field.
(65) Similarity. For all variants 𝑚 and personae 𝜋, the similarity of 𝜋
and [𝑚] (𝑆𝑖𝑚(𝜋, 𝑚)) is given as:

𝑆𝑖𝑚(𝜋, 𝑚) = −|[𝑚] − 𝜋| − |𝜋 − [𝑚]|
(65) says that the similarity of 𝜋 and [𝑚] is the negative cardinality of
the properties that are in [𝑚], but not in 𝜋, minus the properties the
cardinality of the properties that are in 𝜋 but not in [𝑚]. Simply speaking,
according to (65), if [𝑚] and 𝜋 are identical, 𝑆𝑖𝑚(𝜋, 𝑚) = 0. Otherwise,
the similarity mesure is negative, and the more properties that are in only
one of persona/indexical field, the more negative the measure gets.
Acton and Burnett (2019) propose to replace the utility function in (61)
with the similarity-based one in (66).
(66)

𝑢𝑆 (𝑚, 𝜋, 𝑒) = 𝑆𝑖𝑚(𝜋, 𝑚) − 𝐶(𝑚, 𝑒)

The upshot of this replacement is that use of a message 𝑚 will be
penalized for having nothing in common with a persona 𝜋, but not
categorically ruled out as it was in the RSA-style model. To see this,
consider the example of an SMG model for (ING) with two different
environments: 𝑏 4𝑣 ‘before a velar consonant’ and 𝑏 4 𝑎 ‘before an alveolar
consonant’. Recall that -ing is favoured before velar consonants and -in’
is favoured before alveolar consonants; we will therefore say that 𝑏 4 𝑎 is a
marked environment for -ing and 𝑏 4𝑣 is a marked environment for -in’.
Marked environments will have higher costs than unmarked ones. So,
for example, for all personae 𝜋, 𝐶(−𝑖𝑛 0 , 𝜋, 𝑏 4𝑣) > 𝐶(−𝑖𝑛 𝑔, 𝜋, 𝑏 4𝑣). For
illustration, let’s suppose that 𝐶(−𝑖𝑛 0 , 𝜋, 𝑏 4𝑣) = 3 and 𝐶(−𝑖𝑛 𝑔, 𝜋, 𝑏 4𝑣)
= 1.
The predictions for the speaker’s use of -in’ vs -ing before a velar consonant
(with 𝜆 = 2 are given in Table 2.25 . As shown in this table, although it
is disfavoured, -ing is occasionally used (0.02) to construct the doofus
({incompetent, friendly}), even though the doofus is not part of its EckertMontague field. In contrast, the marked variant -in’ is almost never used
(0.001) to construct the stern leader ({competent, aloof}).

-ing
-in’

{com, frien}
0.98
0.02

{incom, frien}
0.02
0.98

{com, aloof }
0.999
0.001

{incom, aloof }
0.98
0.02

Table
2.25:
Speaker
(𝑃𝑆 (𝑚|𝜋, 𝑏 4𝑣)), 𝜆 = 2

function
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Thus, this new similarity-based model allows for a larger role of internal
factors, compared to models formalizing Gricean Quality as conditionalization.
As Acton and Burnett (2019) observe, the similarity-based model most
likely has an additional benefit in that it can account for an important empirical generalization that has emerged in the sociolinguistics
literature:
(67)

The relationship between markedness and social meaning: A
variant will tend to be more meaningful the more marked (costly)
it is in the environment of use (eg. Bender, 2000; Campbell-Kibler,
2006; Podesva, 2011; Acton, 2014; Beltrama and Staum Casasanto,
2017, among others).

Proving a general theorem expressing (67) is still work in progress;
however, our example with (ING) before velars suggests that something
like (67) is likely to be true in the similarity-based SMG models. Recall
that, in SMGs, sociolinguistic interpretation is Bayesian inference (as
in the RSA), and suppose that the listener’s prior beliefs are uniform
over the four personae, i.e. for all personae 𝜋, 𝑃𝑟(𝜋) = 0.25. Table 2.26
shows the predictions that the similarity model makes for the listener’s
interpretation of (ING). Observe that L has much less uncertainty about
S’s persona after hearing the marked variant in this environment (-in’)
than the unmarked variant (-ing): after hearing -in’, L is almost certain that
S is the doofus (𝑃𝐿 ({incompetent, friendly} | − 𝑖𝑛 0 , 𝑏 4𝑣) = 0.96); however,
they are equally uncertain whether S is the cool guy/gal, stern leader
or asshole after hearing -ing. We therefore suggest that the similaritybased model has the potential to capture the interaction between internal
and external factors in linguistic variation, although fleshing out its
predictions for markedness and social meaning still requires much future
work.
-ing
-in’

{com, frien}
0.33
0.018

{incom, frien}
0.01
0.96

{com, aloof }
0.33
0.004

{incom, aloof }
0.33
0.018

2.5 A materialist semantics for social meaning
So far I have talked a lot about the speaker’s goals in the non-linguistic interaction and how this affects the persona they choose and, consequently,
their language use. But I have said nothing about the listener’s goals in the
larger game and how they may affect their interpretation of S’s messages.
Examining the question of what L’s non-linguistic goals are also raises
the question of why exactly they are socially interpreting S’s language
to begin with. Why would L care which persona S is constructing? A
reasonable hypothesis that I will develop is that the listener is trying
to figure out which persona S is constructing because they believe that
there is a relation between someone’s persona and the actions that this
person is likely to take in the non-linguistic game. So socially meaningful
language is taken to signal something about an individual’s persona,
which itself is ideologically related to actions in interaction.

Table
2.26:
Listener
(𝑃𝐿 (𝜋|𝑚, 𝑏 4𝑣)), 𝜆 = 2

function
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To represent how identity construction is embedded in a larger game, let
us consider a scenario in which one person, S, wants to rent an apartment
in Paris from a landlord, L. Given the way both the housing market
and French law work, this is a very difficult situation for both parties,
especially the one who is looking for a place to live. There is a significant
housing crisis in Paris, and landlords often impose extremely severe
financial and social conditions on renters26 . Landlords do this in part
because French law gives great protection to renters, and it is much more
difficult to evict someone for not paying rent in France than it is, for
example, in the United States or Canada. So in this non-linguistic game,
the landlord has two actions they can take: rent to S (rent) or don’t rent to
S (deny). Obviously, the landlord would prefer to rent to someone rather
than leaving the apartment vacant, but this is conditional on whether
or not this person will actually pay the rent. Therefore, if S does get
rented the apartment, they have two actions: pay rent and default, and
L’s payoffs will be different if 1) they don’t rent to S, 2) they rent and
S pays, or 3) they rent and S doesn’t pay. So L will want to use their
beliefs about the actions that S will take in the future to decide whether
to choose rent or deny. These beliefs form part of L’s ideologies: both the
inventory of personae and the relations between personae and actions
are part of ideological structure. I will formalize an ideological belief (or
stereotype) as a relation between a persona and an action. If we take the
ideological structure in the Obama model, we can identify the personae
that score high on the status dimension: the cool guy/gal and the stern
leader, and those that score high on the solidarity dimension: the cool
guy/gal and the doofus. Let’s call the high status personae the bourge(ois)
personae (because of their ideological associations with mainstream
institutions like the government and education systems). So a stereotype
about bourge personae would link the cool guy/gal and the stern leader
with pay rent and the non-bourge personae with default in the minds of
the players, assuming they both have the same ideological structure27 .
For S, who prefers to rent the apartment, a strategy to achieve that goal
would be to convince L that they are a bourge persona, and one way
that they can do this is to use language. Therefore, we can set out this
interaction, which has both linguistic and non-linguistic elements to it,
as a dynamic game: S produces a variant; L hears the variant and then
chooses whether or not to rent to S. If L chooses deny, then the game
ends; if L chooses rent, then S chooses between pay or default. More
formally, this can be set up as the Renting Game in (68). I assume that,
before meeting S, L is maximally uncertain about who they are, i.e. 𝑃𝑟 is
a uniform probability distribution.
(68)

The Renting Game is a tuple h{𝑆, 𝐿}, hℙ , >i, 𝑀, [·], 𝑃𝑟, 𝐴𝐿 , 𝐴𝑆 , Si ,
where
1. h{𝑆, 𝐿}, hℙ , >i, 𝑀, [·], 𝑃𝑟i is a SMG, where

𝑃 = {competent, incompetent, friendly, aloof},
competent>incompetent; friendly>aloof. So pers = {{comp,
friend}, {incomp, friend}, {comp, aloof}, {incomp, aloof}}
I 𝑀 = {-ing, -in’}
I [-ing] = {competent, aloof}; [-in’] = {incompetent, friendly}
I For all 𝜋 ∈ pers, 𝑃𝑟(𝜋) = 0.25.

I
I

2.

𝐴𝐿 is the set of L’s non-linguistic actions. In this case, 𝐴𝐿 =
{rent, deny}
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26: See, for example, https://www.
nouvelobs.com/le-dossier-de-l-obs/
20130704.OBS6512/
celibataires-la-galere-du-logement.
or
https://www.lexpress.
html
fr/actualite/societe/
falsifier-son-dossier-de-locataire-efficace-et-p
954830.html.

27: I will return to the question of shared
vs different ideological structures in Chapters 4 and 5.
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𝐴𝑆 is the set of S’s non-linguistic actions. In this case, 𝐴𝑆 =
{pay, default}
4. S ⊆ pers×𝐴𝑆 are the stereotypes. In this case, S = {h{comp, friend}, payi,
h{comp, aloof}, payi, h{incomp, friend}, defaulti, h{incomp, aloof}, defaulti}

3.

The payoffs of the different outcomes of the game can be represented in
a decision tree, such as the one in Figure 2.5. Each branching node in the
tree represents a move by S or L, and the actual moves are listed on the
tree’s edges. The tree’s leaves give the payoffs for each player, where S’s
payoff is listed first, and then L’s. So, for example, the situations where L
rents S the apartment and then S pays their rent have the payoff (2, 2),
i.e. both S and L assign it 2. S is happy because they got an apartment.
Furthermore, we’ll make the assumption that S has the means to pay,
so they prefer to pay so as not to get evicted. L is very happy because
they rented their apartment and S paid. More generally, the situations in
which S gets an apartment are preferred to those in which they are don’t
have a place to live, and, if they get the apartment, they prefer to pay. L’s
ideal situation is one in which they rent to S and S pays, but they would
prefer to not rent to S over renting and then not getting their money. In
other words, as shown in Figure 2.5, the path in the tree where S says
-ing or -in’, L rents the apartment, and S defaults are assigned 0 by L;
whereas, those in which L just doesn’t rent to S are assigned 1.
𝑆
-ing

-in’

𝐿
rent

𝑆
pay

2, 2

𝐿
rent

deny

𝑆

0, 1

default

1, 0

deny

pay

2,2

0, 1

default

1,0

S has (possibly) two moves to make: choose a variant and then choose
whether to pay rent or not. Since, if they get to rent the apartment, S
prefers to pay, by the Theory of Rational Choice28 , S’s strategy, which
we’ll notate 𝛿 𝑆 (·) will be to pick pay 100% of the time, i.e. 𝛿 𝑆 (pay) = 1.
Whether or not S pays rent is dependent on things like how much money
S has, not on the behaviour of L. What variant S chooses, on the other
hand, will depend on how S think’s L will react. So S needs to take into
consideration their beliefs about L’s reasoning process that contributes to
L making the decision to rent or not.
L wants to be able to predict whether S will pay their rent. Because of
their preferences (based on their financial situation), we know that S will
choose pay 100% of the time, so L will always get the maximal payoff if
they rent to S. However, L doesn’t know S’s preferences, and so cannot
make that prediction. Instead L will reason about their ideologies to
decide whether to rent or deny. The stereotypes S provide a link between
a persona and an action (69), so since h{competent, friendly}, payi ∈ S,
if L thinks that S’s type is {competent, friendly}, then L will think that S
will pay, so L should expect to get the highest payoff if they rent to S. On
the other hand, if L thinks that S’s type is {incompetent, friendly}, then
they should not rent to S, because the think that S won’t, in fact, pay.

Figure 2.5: Decision tree of the Renting
Game

28: Alternatively, as we saw in Chapter 1, we could have S choose nondeterministically, but this would not add
anything to the demonstration here.
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(69)

Stereotype Reasoning Rule (SRR). Let 𝜋 ∈ pers and 𝑎 ∈ 𝐴𝑆 , if
h𝜋, 𝑎i ∈ S, then L thinks that S will always play 𝑎 whenever S’s
type is 𝜋29 .

The SSR allows us to calculate the utility for L to rent or deny based
on S’s persona (𝑈𝐿 (·)), as shown in (70). So, if L thinks that S’s of a
bourge type, they should rent (because, thanks to the SSR, they believe
that they will get paid: 𝑈𝐿 ({competent, friendly/aloof}, rent) = 2));
however, if they think that that S is not a bourge type of person, then
they should deny, because 𝑈𝐿 ({incompetent, friendly/aloof}, rent) = 0,
but 𝑈𝐿 ({incompetent, friendly/aloof}, deny) = 1.
(70)

a. 𝑈𝐿 ({competent, friendly}, rent) = 2
b. 𝑈𝐿 ({competent, aloof}, rent) = 2
c. 𝑈𝐿 ({incompetent, friendly}, rent) = 0
d. 𝑈𝐿 ({incompetent, aloof}, rent) = 0
e. 𝑈𝐿 ({competent, friendly}, deny) = 1
f. 𝑈𝐿 ({competent, aloof}, deny) = 1
g. 𝑈𝐿 ({incompetent, friendly}, deny) = 1
h. 𝑈𝐿 ({incompetent, aloof}, deny) = 1

Based on (70), the probability that L will take an action 𝑎 , after hearing a
message 𝑚 , 𝛿 𝐿 (𝑎, 𝑚), is equal to the sum of the probabilities of personae at
which the best action for L is 𝑎 . These probabilities come from L’s posterior
beliefs about S’s persona after hearing 𝑚 , i.e. 𝑃𝐿 (𝜋|𝑚). Therefore, the
rule for L’s action choice is given in (71).
(71) L’s action choice. L’s probability of choosing 𝑎 ∈ 𝐴𝐿 after hearing
𝑚 ∈ 𝑀,

X

𝛿 𝐿 (𝑎, 𝑚) =

𝑃𝐿 (𝜋|𝑚)

{𝜋:¬∃𝑎 0 ∈𝐴𝐿 :𝑈𝐿 (𝜋,𝑎 0 )>𝑈𝐿 (𝜋,𝑎)}

Recall that (naive) L hears a message and updates their beliefs about
S’s persona by combining their prior beliefs about the persona with
probability that the would have used that message to signal their persona:
𝑃𝑆 (𝑚|𝜋).
(72)

𝑃𝐿 (𝜋|𝑚) =

P

𝑃𝑟(𝜋)×𝑃𝑆 (𝑚|𝜋)
𝑃𝑟(𝜋0 )×𝑃𝑆 (𝑚|𝜋0 )

𝜋0

Naive listener

In the model developed here (68), L’s priors are uniform across the four
different personae. Therefore, applying the various steps of the RSA-style
model described in this chapter (all values for 𝜆 give the same result)
gives the speaker probabilities in (73) and the listener posterior beliefs in
(74) and (75).
(73)

Speaker probability of using a variant to construct a persona
a. 𝑃𝑆 (-ing | {competent, friendly}) = 0.5
b. 𝑃𝑆 (-in’ | {competent, friendly}) = 0.5
c. 𝑃𝑆 (-ing | {competent, aloof}) = 1
d. 𝑃𝑆 (-in’ | {competent, aloof}) = 0
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29: Obviously stereotypes could be expressed as probabilistic associations between personae and actions; however, for
simplicity, we will assume that these associations are deterministic here.
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e. 𝑃𝑆 (-ing | {incompetent, friendly}) = 0
f. 𝑃𝑆 (-in’ | {incompetent, friendly}) = 1
g. 𝑃𝑆 (-ing | {incompetent, aloof}) = 0.5
h. 𝑃𝑆 (-in’ | {incompetent, aloof}) = 0.5
(74)

Listener beliefs after hearing -ing
a. 𝑃𝐿 ({competent, friendly} | -ing) = 0.25
b. 𝑃𝐿 ({competent, aloof} | -ing) = 0.5
c. 𝑃𝐿 ({incompetent, friendly} | -ing) = 0
d. 𝑃𝐿 ({incompetent, aloof} | -ing) = 0.25

(75)

Listener beliefs after hearing -in’
a. 𝑃𝐿 ({competent, friendly} | -in’) = 0.25
b. 𝑃𝐿 ({competent, aloof} | -in’) = 0
c. 𝑃𝐿 ({incompetent, friendly} | -in’) = 0.5
d. 𝑃𝐿 ({incompetent, aloof} | -in’) = 0.25

We can now calculate the probability of L renting to or denying S after
hearing -ing (76) or -in’ (77).
(76)

L’s action choice after hearing -ing
a. 𝛿 𝐿 (rent, -ing) = (0.25+0.5) = 0.75
b. 𝛿 𝐿 (deny, -ing) = (0.25+0) = 0.25

(77)

L’s action choice after hearing -in’
a. 𝛿 𝐿 (rent, -in’) = (0.25+0) = 0.25
b. 𝛿 𝐿 (deny, -in’) = (0.25+0.5) = 0.75

As shown in (76-77), L’s probability of renting S the apartment is different
after they’ve heard -ing (0.75) vs -in’ (0.25). Furthermore, suppose we
compare these probabilities to L’s prior beliefs: what moves would L have
made if they didn’t hear S speak? Since (by assumption) L’s prior beliefs
were uniform across personae, they thought it equally likely that S was
competent (so will pay) and incompetent (so will default). So, before
hearing S speak, their probability distribution across actions would be
𝛿 𝐿 (rent) = 0.5 and 𝛿 𝐿 (deny) = 0.5. In this way, the social meaning of
(ING) changes L’s (mixed) strategy in the non-linguistic game, something
which has real-world, material consequences for S. It is through this idea
of change in behaviour that we will obtain an extensional semantics
for social meaning. To borrow a slogan from Dynamic Semantics (see
Nouwen et al., 2016, for an overview), social meaning is strategy change
potential. In particular, we can identify two different kinds of theoretical
objects : indexical fields, which are internal mental representations related
to variants, which are grounded in players’ ideologies, and the change
that a sociolinguistic variant induces in the strategy of a player in the
non-linguistic game, which comes about through players’s reasoning
about, among other things, the variants’ indexical fields.
(78)

Approaches to social meaning developed in this book
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a. Internalist ideological semantics: the social meaning of a
sociolinguistic variant is an indexical field (Eckert, 2008).
b. Externalist materialist semantics: the social meaning of a
sociolinguistic variant is strategy change potential.
The materialist approach provides a model of how language affects the
world: while abstract ideological representations of social meanings and
personae live nowhere outside our collective minds, they play a role in
determining behaviour and therefore in shaping the material world in
which we live. In this way, the approach developed in this chapter opens
the door to providing a model of linguistic discrimination. In particular,
the utilities for each player in the Renting Game were set between 0
and 2 for each player; however, stepping back from individual players’
preferences, the various outcomes are not equal for both players. For L,
the worst outcome is that they lose a fair bit of money if they rent to S,
which (in most situations) is not ruinous. However, if S cannot be rented
an acceptable apartment, this will make every aspect of their life (work,
personal relationships, health etc.) much more difficult30 . In other words,
in the Renting Game, there is a power difference between the two players,
and the 0 valued outcome for the more powerful player is not the same as
the 0 valued outcome for the less powerful one. In this framework, then,
we define linguistic discrimination as a scenario in which a player’s choice
of sociolinguistic variant changes the strategy of a more powerful player
to favour the more detrimental option for them. I will return to this idea
in the next chapter when I develop a materialist semantics for slurs.

30: See, for example, the World
Health
Organization’s
statements
on
the
relation
between
adequate housing and health (https:
//www.who.int/hia/housing/en/).

2.6 Conclusion
The chapter presented a number of formalizations of the Third Wave
approach to the meaning of variation in terms of (what I call) Social
Meaning Games. The various classes of models developed here are shown
in Table 2.27.
Class of Models
Structuralist
Post-structuralist
Materialist
Similarity

Features
Gricean pragmatics (RSA)
Gricean pragmatics + persona selection
Post-structuralist + non-linguistic game
Environments - Gricean pragmatics

Table 2.27: Different formalizations of the
Reference
Third Wave presented in this book
Burnett (2017)
Burnett (2019)
This work
Acton and Burnett (2019)

The basic model is one in which social meaning is taken to be very
similar to propositional meaning: guided by Gricean principles. In
addition, this model also treats personae and identity categories as
existing independently from the speaker’s actions: since it is based on
a signalling game, the speaker observes their persona and then reports
on it to the listener, who then tries to guess the objective identity of the
speaker. In this way, the RSA-style model can be thought of as encoding
a structuralist approach to identity, which continues to be used in many
styles of sociolinguistic analysis (Bucholtz, 2003; Meyerhoff, 2014). The
first refinement of the RSA-style model was to add speaker persona
selection: rather than having an external persona ‘assigned’ to them by
‘Nature’, the speaker chooses which persona to try to construct based on
their goals in a larger non-linguistic game. Since, in this approach, the
speaker’s behaviour is an important part of what brings the persona into
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existence, the framework with persona selection is a better formalization
of the post-structuralist ideas of the social construction of identity. This
being said, the listener’s actions in the post-structuralist model are a bit
mysterious: they are trying to figure out who S ‘really is’, not who S
wishes to be. I therefore argued that the listener’s preferences (which
determine their actions) in a social meaning game are better understood if
the SMG is embedded within another game modelling the non-linguistic
interaction in which S and L are currently engaged. This is the materialist
model: L makes a jugement about S’s persona as a way to better predict
which action(s) S will take in the non-linguistic game. Such a model
opens the door to an externalist semantics for social meaning not in terms
of propositions or personae, but in terms of the material conditions
that socially meaningful expressions contribute to creating for their
users. In the second part of this book, I will argue that this materialist
approach will allow us to give a unified formal externalist semantics for
a wide range of socially meaningful expressions (discussed in Chapter 1),
including grammatical gender, slurs and identity terms.
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Language, Gender and Social Change

A materialist semantics for slurs
and identity terms

4

The second part of this book extends the framework developed in the
first part, and explores how formal semantics can be used to formalize
speaker and listener ideologies, and epistemic game theory can be used
to link those ideologies to patterns of language use and interpretation.
The main class of ideologies that we will study in this second part are
those associated with gender. This chapter studies the semantics and
pragmatics of slurs: linguistic expressions used to denigrate individuals
based on some aspects of their identity. It will have a particular focus on
the slur dyke, its so-called ‘neutral’ counterpart lesbian, and the ideologies
about gender that give these words their meanings. I will argue that
the materialist semantics that I developed for socio-phonetic variation
in Chapter 2 will be helpful for understanding how the use of slurs
and identity terms affects the world and contributes to creating and
maintaining gender and sexuality-based inequalities.
Although slurs have a long history of study in formal semantics and analytic philosophy, their identifying properties and characterizing patterns
of use and interpretation remain very controversial1 . These controversies
range from how to solve the intricate puzzles that slurs raise for current
formal semantic theories, to more general questions concerning how the
use of these expressions harms their target both directly, through feelings
of hurt and offense, and indirectly, through the role that they play in
supporting and inciting discrimination and violence (see Tirrell (2012)).
Rather than proposing a unified theory of this very diverse class of
powerful words, as an illustration, I will provide an in-depth study of one
slur in particular: dyke, which is generally considered to be a derogatory
term for lesbians. Dyke and lesbian constitute a classic example of a pair
consisting of a slur and its so-called “neutral" counterpart, having been
discussed in many works in formal semantics and philosophy by Tirrell
(1999); Camp (2013); Jeshion (2013a); Cepollaro (2017), among others. An
example of a derogatory use of dyke is shown in the first pane of Figure
4.1, from the 2008 preface to Allison Bechdel’s long running comic strip
Dykes to watch out for2 . In this comic, we see two women with short hair
going into a concert and a man standing on the street calls out “Fuckin’
dykes." at them insultingly.

1: This is easily seen from recent
intense discussions on blogs devoted
to professional philosophy (such as

http://dailynous.com/2018/08/27/
derogatory-language-philosophy-journal-hostilityand
linguistics
(such
as
http:
//languagelog.ldc.upenn.edu/
nll/?p=33789)

2: Note that there is already a certain
amount of scholarly work studying DTWF,
as exemplifying at least one kind of lesbian
language (Queen, 1997; Crémieux, 2013).
This chapter contributes to this body of
work.

Figure 4.1: From the preface to The Essential Dykes to Watch Out For (Bechdel, 2008)

4 A materialist semantics for slurs and identity terms

The main proposal of this chapter is that the meanings of both the slur
(dyke) and the identity term (lesbian) are defined by personae: abstract
identities or social types (Agha, 2003; Zhang, 2005; Eckert, 2008, among
others), which I argued in the first part of this book formed part of
the domain of interpretation of sociolinguistic variants. In particular, I
propose that dyke is associated with an anti-mainstream persona, which the
majority of speakers in most communities view negatively. On the other
hand, for speakers in gayfriendly communities, lesbian is associated with
at least one mainstream persona, which they view favourably. Gayfriendly
communities are those in which a certain degree of acceptance for homosexual identities and behaviours has evolved; however, this acceptance
is conditioned on a more general conformity to mainstream class-based
and (especially) gender roles (Tissot, 2018). I use the term mainstream
to refer to the property of engaging with and being supported by the
main social institutions such as the education system, the family, the
immigration and legal systems, among others.
The semantics that I will give for dyke and lesbian will have two components: I will first give an internalist formal semantics for these words in
terms of how they affect listeners’ mental representations. More precisely,
following work in Gärdenfors (2000, 2014)’s Conceptual Spaces framework,
I propose that personae can be modelled as points in an ideological space.
I argue that the puzzles for formal semantic theories associated with dyke
and lesbian can be resolved through the combination of a theory of the
personae associated with dyke and lesbian and a theory of exactly how
these terms change listeners’ mental representations. When a speaker
uses either slur or an identity term describing an individual, it pushes
that individual’s location in the listener’s ideological space closer to the
persona(e) associated with the term. In this way, a speaker’s use of dyke
will effectively encourage the listener to view the referent as being located
outside the mainstream in their ideology; whereas, in most cases, the
use of lesbian will encourage the listener to locate the referent inside
the ideological mainstream. Although the principal function of both
slurs and identity terms is to change individuals’ locations in ideological
space, these changes in mental representations can have important consequences for the external state of the world. In particular, an individual’s
location in our ideologies affects how we expect them to behave and,
consequently, how we will behave towards them. It is well documented
that agents in mainstream institutions are more likely to protect and
promote individuals that they view as being in line with those institutions (Bourdieu and Passeron, 1970; Bourdieu, 1979). Therefore, locating
someone outside the mainstream leaves them vulnerable to oppression
and violence from actors both outside and inside such institutions. It
is for this reason that, I argue, dyke is a particularly useful word for a
speaker wishing to harm a female referent. More generally, I propose
that, instead of giving an externalist semantics based on truth conditions,
we can give an externalist semantics for slurs and identity terms by
looking at the material conditions, particularly the social and economic
conditions, that the term contributes to creating and reproducing for
its referent. Since, as I argued in Chapter 2, a materialist semantics is
also useful for understanding the function of socio-phonetic variation,
I further argue that a materialist semantics has the potential to yield
a unified formal semantics for slurs, identity terms and other socially
meaningful expressions.
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The chapter is laid out as follows: In section 4.1, I outline some of the
puzzles that the use and interpretation of slurs pose for their analysis
within classic formal semantic frameworks. I show how dyke gives rise
to all of these puzzles, but argue that many current approaches have
difficulty accounting for the patterns observed with this particular slur.
In section 4.2, I present new data associated with the use of dyke by in
group members, and I argue that notions such as personae or stereotypes
are crucial to understanding these observations. I then provide a detailed
description of the personae that, I argue, form the basis of the meaning
of dyke and lesbian. Building on previous work in sociolinguistics, I argue
that the source of offensive uses of the slur dyke is its relationship to an
anti-mainstream persona; whereas, for many speakers, lesbian is associated
with at least one mainstream persona, which allows for non-slur uses of
this term. Finally in section 4.3, I present a formal framework for capturing
the link between ideological structure and language use/interpretation:
Gärdenfors (2000, 2014)’s Conceptual Spaces. I set my analysis of the
meaning of dyke and lesbian in this framework, and I show how it
solves the puzzles described in section 4.1. Section 4.4 concludes with a
discussion of the implications of a persona-based semantics of slurs in
the material aspects of discrimination and oppression.

4.1 The puzzles of slurs for formal semantics
One of the reasons that slurs have received such attention in formal
semantics and analytical philosophy of language is that they display
a number of patterns that are challenging to analyze within classical
logical approaches to meaning. The first such puzzle is the observation
that the use of a sentence containing a slur, like (79a), is usually taken
to indicate that the speaker holds some derogatory attitude while the
use of (79b) is usually not (Kaplan, 1999; Potts, 2007; McCready, 2010;
Hedger, 2012, a.o.).
(79)

a. Sarah is a dyke.
b. Sarah is a lesbian.

The test that I will use for the presence of a derogatory attitude is, what
I call, the Dude, not cool! test3 . More specifically, we will say that an
utterance communicates a derogatory attitude to a listener just in case
the listener feels like saying Dude, not cool! after hearing the utterance.
Applying this test to (80a) and (80b) (based on my own intuitions as
listener), we can observe the following contrast: if someone who is not a
lesbian tells me (a lesbian) (80a), my first reaction is to think: Dude, not
cool!; however, if someone tells me (80b), then I do not have this reaction.
So the puzzle is: how exactly does dyke communicate this derogatory
attitude?
(80)

a. Sarah is a dyke.
b. Sarah is a lesbian.

Dude, not cool!
Ok, that’s nice. . .

The second puzzle associated with the use of slurs is the observation that
these terms can be offensive even when the speaker does not intend to

3: This test is on analogy with von Fintel (2004)’s Hey, wait a minute. . . test for
presuppositions. Note that in American
English, dude is a gender neutral expression (Kiesling, 2004); therefore, this test
does not presuppose anything about the
gender of the speaker. Of course, the expression Dude, not cool! does more than
just signal a derogatory attitude, and a
full pragmatic analysis of the functions of
this very interesting phrase is desirable.
However, I will leave this for future work.
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be so (Hom, 2008; Anderson and Lepore, 2013a; Bolinger, 2017, among
others). I will illustrate this puzzle with a naturally occurring example:
I used to live in the south of France and during this time I attended a
dinner party that was given by one of my American friends there. One
of the other guests was another friend, a very friendly gay man, who
was on vacation in Toulouse from San Francisco. At one point, we were
talking about relationships and he asked me if I had a partner. I said no
and that the lesbian dating scene in the south France wasn’t excellent, to
which he said (81a). This person was clearly not trying to be offensive;
indeed he was trying to be friendly. Nevertheless, my first reaction was
Dude, not cool!. This is the offensive autonymy puzzle: How does dyke
communicate this derogatory attitude, even in absence of a speaker’s
derogatory intentions?
(81)

a. Well-meaning gay man visiting from San Francisco: Aren’t
there any dyke bars in Toulouse?
b. The author: I beg your pardon?

Dude, not cool!

The third frequently discussed puzzle associated with the use of slurs
by ‘out group’ members is the observation that the derogatory attitude
communicated in unembedded assertions appears to project out of all,
or almost all, semantic environments (Kaplan, 1999; Kratzer, 1999; Potts,
2007; Schlenker, 2007; Sauerland, 2007; Camp, 2013, among many others).
For example, out group members using dyke in a negative sentence (82b),
in the antecedent of a conditional (83a) or in a question (83b) is still just
as not cool as in the simple affirmation (82a)∗ . This is the unpluggability
puzzle: how does dyke communicate this derogatory attitude, even
in the presence of other semantic elements that block other kinds of
content from projecting?
(82)
(83)

a. Sarah is a dyke.

Dude, not cool!

b. Sarah is not a dyke.

Dude, not cool!

a. If Sarah is a dyke, then she’ll know when the Pride parade is.
Dude, not cool!
b. Is Sarah a dyke?

Dude, not cool!

In formal semantics, the most common line of analysis, called expressivism,
is to propose that the derogatory attitude is somehow encoded into the
meaning of the slur (Schlenker, 2003, 2007; Potts, 2005, 2007, 2012;
Sauerland, 2007; McCready, 2010; Jeshion, 2013a,b; Gutzmann, 2015,
∗ It

has been observed that the derogatory attitude of some slurs and swear words may
be ‘pluggable’ in some more complicated semantic contexts, such as indirect discourse
(Kratzer, 1999; Schlenker, 2003, 2007, among others). My intuitions about these cases,
modified with dyke, are not very strong, although it does seem to me that the derogatory
attitude continues to project even in environments such as (1) and (2), which block the
attitude with other expressions. Additional experimental or corpus work on these cases is
desirable.
(1)

My father screamed that he would never allow me to marry that dyke Sarah.
(modified from Kratzer (1999) with bastard)
Dude, not cool!

(2)

I am not prejudiced against lesbians. But John, who is, thinks/claims that you are
the biggest dyke he knows. (modified from Schlenker (2007) with honkey) Dude,
not cool!
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among many others). To give a couple examples: Jeshion (2013a) proposes
the analysis in (84), where the attitude encoded in the meaning of the slur
is contempt. Schlenker (2007) analyses honkey as having a presupposition
that the speaker believes that white people are despicable, and McCready
(2010) likewise encodes a belief that Germans are bad into the expressive
content of her analysis of kraut (86).
(84)

“For a group slurring term S with a neutral counterpart NC that
references a group G, S is used to express contempt for members of
G on account of their being in G or on account of their possessing
a G-defining property 𝑔 .”
(Jeshion, 2013a, 308)

(85)

JhonkeyK(𝑐)(𝑤) ≠ # iff the agent of 𝑐 believes in the world of
𝑐 that white people are despicable. If ≠ #, JhonkyK(𝑐)(𝑤) =
JwhiteK(𝑐)(𝑤).
(Schlenker, 2007, 237)

(86) JkrautK = 𝜆𝑥. German( 𝑥 ) ♦ bad(∩ German): h𝑒 , 𝑡i 𝑎 × 𝑡 𝑠 (McCready,
2010, 21)
For expressivist analyses, there is no mystery where the derogatory
attitude comes from: it’s part of the lexical meaning of the slur. Having
the derogatory attitude as part of the meaning of the slur also predicts
its offensive autonymy: even if you hold no particular prejudice against a
group, if you use a word that has contempt as part of its meaning, you
can’t be upset if others understand you as expressing your contempt
when you use it. Expressivist analyses account for projection properties
through how the attitude is encoded into the slur: in some approaches, it
is part of expressive content, a separate domain of meaning which cannot
interact with regular truth-conditional meaning, as in (86) (see also Potts,
2007; Richard, 2008; McCready, 2010; Gutzmann, 2015, among others),
or it takes the shape of an indexical presupposition which must almost
always be resolved to the speaker in the context, as in (2) (Schlenker,
2007; Sauerland, 2007). In both styles of analysis, the attitude is predicted
to be almost always unpluggable.
Expressivist analyses have been very successful for analyzing the properties of slurs when they are used to denigrate individuals who are not
part of the target group. However, it has been observed many times4
that encoding a derogatory attitude into the meaning of a slur creates
problems when we consider non-derogatory uses by ‘in group’ members,
such as the use in the second pane in Figure 4.1. This is the appropriation
puzzle: How can the derogatory attitude disappear in the mouths of
members of the target group?
When it comes to non-derogatory uses of slurs by in group members, it
is important to distinguish a couple of different cases. Firstly, there are
echoic non-derogatory uses, which have been studied by Bianchi (2014), in
which “in-groups echo derogatory uses in ways and contexts that make
manifest the dissociation from the offensive contents" (Bianchi, 2014, 36).
An example of an echoic use is shown in Figure 4.2. In this comic, Ginger
is pushing Clarice in a wheelchair down the steps of the university, which
a distinguished looking professor walks by. Clearly imitating what elitist
members of the university community might say/think, Clarice jokes
that if the university installed ramps then it would be overrun by “black
commie dykes in wheelchairs".

4: See the discussion in (Hornsby, 2001;
Croom, 2011, 2013; Anderson and Lepore, 2013a; Anderson, 2018; Ritchie, 2017;
Bianchi, 2014, among others)
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Figure 4.2: Dykes to Watch Out For #31
(1988), (Bechdel, 2008, 27)

However, echoic uses only begin to scratch the surface of the variety of
meaningful non-derogatory uses of slurs by ‘in group’ members. For
example, consider the panes in Figure 4.3, which depict Mo, Ginger and
Lois (three lesbians in their late 20s) having coffee together. Mo reflects
on how she and her friends used to be subversives and radicals, but
now have mellowed with age such that the young women group them
together with insurance salesmen. In Figure 4.3, Mo is clearly not echoing
the words of some imagined bigot and the attitude that is communicated
here is admiration rather than contempt.
The most common response to such examples is to propose that nonnegative uses of a slur are actually instances of a distinct homophonous
predicate that has been created by an ‘appropriation’ process, and whose
meaning does not encode a derogatory attitude. For example, (Richard,
2008, 16) says that “in appropriation there [is] a change in meaning".
Likewise, (Jeshion, 2013a, 326) gives an analysis of appropriated queer
saying,
It is plausible that the term acquired a new meaning via
the process of appropriation. On this analysis, queer became
semantically ambiguous upon appropriation. Initially, it was
non-ambiguous, its only linguistic standing as a slur, one
whose derogating capacity can be accounted for semantically.
Later, it came to have another conventional use, one that is
non-pejorative.
However, as observed by (Anderson and Lepore, 2013a; Ritchie, 2017,
among others), proposing that non-negative uses of slurs result from the
creation of a separate predicate runs into another puzzle known as the
appropriation worry: if there exists a separate non-derogatory predicate,
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then why can’t ‘out group’ members use it? Observe that if (87) is said
by a non-lesbian, the admirative attitude of Figure 4.3 disappears.
(87)

Have you noticed, suddenly there’s all these young dykes everywhere?
Dude, not cool!

The appropriation worry therefore indicates that we would like a single
analysis of dyke that accounts for its uses by both ‘in group’ and ‘out
group’ members.
One such an analysis is Anderson and Lepore (2013a,b); Anderson (2018)’s
deflationary theory. These authors propose that the derogatory attitude is
not encoded into the meaning of the slur. Rather, slurs are derogatory
because they are prohibited or taboo terms, and, as Anderson and Lepore
(2013a) say (p.38), “when a word is prohibited, then whoever violates its
prohibition risks offending those who respect it". The deflationary theory
elegantly accounts for the derogatory attitude and offensive autonomy:
the offensive attitude is created by taboo violation and violating a taboo
is not dependent on an individuals’ intentions. Likewise, since a slur’s
offense is completely pragmatic, the offense is predicted to be unpluggable. Furthermore, since the derogatory attitude is not encoded in the
meaning of the slur, non-derogatory uses are predicted to be possible,
which addresses the appropriation puzzle. Anderson (2018) also provides a solution to the appropriation worry through the observation that
taboos and norms are different inside different speech communities/communities of practice. Focusing on the n-word and building on work
by sociolinguists (Baugh, 1983; Smitherman, 2006), Anderson proposes
(p.32) that “endearing or neutral uses of the [n-word] among African
American speakers emerge from an illocutionary act of addressing, one
that is available only to members of the relevant community of practice.”
This special illocutionary act allows utterances used by ‘out group’ members as insults to have the illocutionary force of expressions of solidarity
and friendship, and suggests that “the tying of friendly interpretation to
insider status in this case is not an isolated incident, but an instance of a
much more widespread phenomenon."
Although Anderson’s analysis for endearing uses of the n-word may
be appropriate for this term, I argue that something else is going on
with dyke. For one thing, the interpretations of non-negative dyke are
very different from the endearing uses of the n-word. To see this, we
can consider the use of lesbian vs dyke by the Lesbian Avengers, a lesbian
direct action group formed in 1992 in New York. This association aimed
to distinguish itself from other lesbian political groups by being “a group
totally focused on high-impact street activism, not on talking"5 . In order
to stress their “action over talking" nature, the group named its initial
publication the Dyke Manifesto6 , which begins as in (88).
(88)

Calling all lesbians
Wake up! Wake up! Wake up!
It’s time to get out of the beds, out of the bars and into the streets
Time to seize the power of dyke love, dyke vision, dyke anger
dyke intelligence, dyke strategy
Time to organize and ignite. Time to get together and fight

5: Co-founder

Ana

Simo

http://www.lesbianavengers.com/
about/history.shtml

6: Available
at
the
Queer
Zine
Archive
project:
http://www.qzap.org/v5/gallery/main.php
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We’re invisible and it’s not safe–not at home, or on the job, in the
streets or in the courts
Where are our lesbian leaders?
Although the manifesto clearly builds on the solidarity of its intended
audience, the uses of dyke in (88) are far from friendly. The function of dyke
in this text appears to be to increase the urgency and the gravity of the
call to action. So, to apply the deflationary theory, an illocutionary act of
incitation rather than addressing would have developed in lesbian-specific
communities of practice and have become associated with dyke. The main
problem with the idea of a special lesbian speech act is that it is at odds
with much previous work on lesbian language in sociolinguistics and
linguistic anthropology, which denies that there are linguistic ways in
which lesbian speech communities/communities of practice distinguish
themselves from other “non-lesbian" communities (Penelope and Wolfe,
1980; Moonwomon-Baird, 1985; Queen, 1997; Cameron and Kulick, 2003;
Koller, 2008, among others)7 . For example, in her 1997 article I Don’t
Speak Spritch: Locating Lesbian Language, Robin Queen argues that “the
nature of the speech community [. . . ] is inadequate for accommodating
the unique form of lesbian language" (Queen, 1997, 233) and proposes
instead a ‘contact-based’ model, where ‘lesbian language’ is composed of
features of stereotyped women’s language (in the sense of Lakoff, 1973),
stereotypical nonstandard varieties, often associated with working class
urban males (Labov, 1972), stereotyped gay male language, and finally
stereotyped lesbian language8 (such as cursing and use of expressions like
bite me and suck my dick). In other words, “by combining the stereotypes
of non-lesbian communities with the stereotypes that lesbians hold about
themselves, lesbians create an indexical relationship between language
use and a lesbian “identity"" (Queen, 1997, 239).
The final puzzle I will discuss is gradability. Dyke is an English noun
which can be subject to morphological adjective-formation processes
such as -y or -ish suffixation, creating the adjectives dyke-y and dyke-ish. A
naturally occurring ‘in group’ use of dykey from Jones (2012)’s linguistic
ethnography of a lesbian hiking group in the UK is shown in (89), and an
‘out group’ use of dykeish is shown in (90), from a romance novel written
by two men.
(89)

S: Well yeah. She’s the only one who looks vaguely like a dyke
actually.
L: But you see everyone fancies her which suggestsS: That she’s the only dykey one.
Two members of the lesbian hiking group discussing Shane from the L
Word (Jones, 2012, 73)

(90)

She had really nice brown hair and that annoying East Coast
accent, and had the body of a track star: very hard and toned, but
not bulky or dyke-ish.
(James and Edwards, 2006, 69) Dude, not cool!

These adjectives indicate that their argument bears some non-trivial
degree of closeness to a prototypical dyke or some idealization of dykeishness, and we can use a wide range of degree constructions to order

7: Also, I’m 34 years old; if there was a
special lesbian speech act, I think I would
know it by now. . .

8: Where these stereotypes are not restricted to lesbians themselves, but are
part of the broader culture.
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individuals with respect to how close or far away from this ideal they
are. For example, 91 shows an example of a comparative, from Taub
(1999)’s study on sexuality and appearance, and 92 shows an example
with too and enough from Ross (2009)’s study of the Burlesque scene in
Vancouver.
(91)

I have a dyke look that I assume when I want to fit in more with lesbian
social settings, and I think I’ve been more careful about keeping my
haircut very crisp and clean so I can look more dykey when I want to
instead of letting it go longer and shaggier.
40 year old participant in (Taub, 1999, 31).

(92)

She remembers being ostracized by club owners for being too dykey at
the same time that she was shunned, as was Roxanne, by the women’s
community for not being dykey enough.
Ross (2009)

The examples in (89)-(92) show that we associate a scale with dyke based
on how close the object or person we’re describing is to an abstract
ideal: stereotype or, in the terminology used in this book, a persona.
Crucially though, the scale is not necessarily the same one as with lesbian.
In 2012, Autostraddle, a lesbian/queer blog, published their list of the
“21 most lesbianish cities in the US”, based on a combination of very
mainstream properties: lesbian population, resources, state-provided
marriage/anti-discrimination rights, political climate etc. Using this
metric, Amherst/Northampton was ranked first, Los Angeles was ranked
third and San Francisco was ranked fourth. Given this, it is clear (to me,
and some other lesbians I have consulted) that while the comparative in
(93a) is true, (93b) is false. Rather it is (93c) that is true.
(93)

a. Los Angeles is more lesbianish than San Francisco.
b. Los Angeles is more dykeish than San Francisco.
c. San Francisco is more dykeish than Los Angeles.

In summary, I have identified five puzzles concerning slurs that a formal
semantic analysis must give an account for. They are:
(94)

The puzzles of slurs for formal semantics (that will be studied
in this chapter)
1. Derogatory attitude: How (exactly) does dyke communicate
the speaker’s derogatory attitude?
2. Offensive autonymy: How does dyke communicate this
derogatory attitude, even in absence of a speaker’s derogatory intentions?
3. Unpluggability: How does dyke communicate the derogatory attitude, even in the presence of other semantic elements
that block other kinds of content from projecting?
4. Appropriation: How can the derogatory attitude disappear
in the mouths of members of the target group?
5. Gradability: What is the source of the scale associated with
dyke?
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I will argue that these puzzles can be solved by adopting a framework
in which both slurs and identity terms are associated with personae.
But, in order to see this, we need to understand a bit more about which
personae are associated with dykes and lesbians and in the UK and
North America.

76

4 A materialist semantics for slurs and identity terms

77

Figure 4.3: Dykes to Watch Out For #197
(1994) (Bechdel, 2008, 129)
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4.2 Personae for dykes and lesbians
The first point to make is that the stereotypes associated with both
the terms dyke and lesbian are extremely dependent on the context
and the community of practice in which the word is being used (see
also McConnell-Ginet, 2002; Jones, 2012, 2018, among others). On the
other hand, the basic shape of the social structures that characterize
communities of practice in much of North America and Northern Europe
is quite similar, and so the the ideological variation that we find across
communities of practice in this part of the world is not completely
random or unbounded. As Jones (2018) says (p.17) in a recent review of
the literature on lesbian identity construction,
It is evident from the variety of research outlined in this
chapter that there is no specific code or identity shared by all
women who desire women, or all women who identify as lesbian. [. . . ] On the other hand, it has been shown here that, in
a Western context, there are salient, culturally specific lesbian
stereotypes that enable the situational and co- constructed
interactive performance of coherent lesbian selves. It is clear
that ideologies and stereotypical practices can be reworked
according to the specific needs of a particular group, but that
the process of identity construction for women who identify
with the category lesbian may well often be found to draw
on similar resources.
If we survey the anthropological and sociolinguistic literatures on lesbian
identities in North America and in the UK, we find that a number of
properties are frequently mentioned in connection with the term dyke
(Davis and Kennedy, 1993; Halberstam, 1998; Cameron and Kulick, 2003;
Koller, 2008; Burgess, 2011; Jones, 2012; Wiedlack, 2015; Ainley, 2016,
among many others). These include:
(95)

Properties commonly stereotypically associated with dykes
1. Engagement in stereotypically masculine practices, including aspects of appearance (short hair, boots) and masculine
activities/professions, particularly working class ones.
2. Overt and exclusive sexual desire for women.
3. Radical, anti-mainstream or counter culture stance9 .

Based on the literature, there seems to be variation in whether the
properties in (95) cluster together for speakers across communities, and,
correspondingly, whether or not dyke is associated with all of them.
For example, communities where masculine practices, overt sexuality
and anti-mainstream stances go together and are associated with the
term dyke are those participating in the queercore/dykecore (queer feminist
punk) movement: a musical, artistic and political movement exploring
issues related to gender and sexuality within punk (see Wiedlack, 2015;
Nault, 2017, for recent histories). Many artists and participants in this
movement self-identify/ied as dykes, and craft(ed) artistic personae
that valorize gender transgressive and anti-mainstream behavior. For
example, describing one of the most influential dykecore groups, Tribe
8, lead singer Lynn Breedlove says that they are “San Francisco’s own
all-dyke, all-out, in-your-face, blade-brandishing, gang castrating, dildo

9: These three properties are most likely
related: as discussed in Kiesling (2009),
masculinity in the US/UK is hegemonically linked to hetereosexuality; therefore,
point 2. could be viewed as actually an
instance of point 1. Additionally, engagement in stereotypically masculine practices by people with female bodies is generally not supported by mainstream social
institutions (see Eckert and McConnellGinet, 2013, for discussion), so point 3.
could be though of as a consequence of
points 1-2.
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swingin’, bullshit-detecting, aurally pornographic, neanderthal-pervert
band of patriarchy-smashing snatchlickers" (cited in Wiedlack, 2015, 39),
a description that references a variety of masculine, overtly sexual and
anti-social practices. Similarly, Figure 4.4 shows the cover of a dykecore
zine linking dyke (in both of Canada’s official languages) to working class
masculine appearance and radical politics, through the image of work
boots smashing flawless ice.

Figure 4.4: Cover of Queer Zine
from Montréal (2007) (Qzap archive
http://archive.qzap.org/index.php/
Detail/Object/Show/object_id/338 )

However, female masculinity, overt sexuality and radical politics are not
so closely linked in other communities, and they are not all associated
with the term dyke across spatio-temporal contexts (see also Koller, 2008;
Jones, 2012). For instance, in her sociological study of participants of the
Toronto Dyke March, Burgess (2011) asked her interviewees to discuss
the differences between the words lesbian and dyke. In their answers,
participants referenced only two of the properties in (95): anti-sociality
and masculinity. Burgess reports (p.172-3) that the anti-mainstream
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aspects of dyke were very salient to both participants and non-participants
of the Dyke March, and that “the tension in the name was highlighted by
the fact that groups of women who did not identify as dykes but as lesbian
or gay were not participating in the March because of a perception that
the March was “too radical" for them". She quotes Chris Renna (the Dyke
March coordinator) describing other mainstream oriented lesbians who
avoided the March saying (p.172), “She had friends who didn’t come out
to march because [. . . ] it was too radical for them. That it wasn’t a space
for them because they’re sort of like, you know, middle-class people who
are professionals and have a dog and a condo and they don’t feel like that
space is for them." Burgess also reports (p.167) that masculinity plays a
large role in determining who is a dyke, but only for older women. Thus,
ideological representations associated with dyke can vary even within a
single community of practice.
There are a number of accounts in the philosophical literature which reference objects very similar to personae. The most well-known account in
this vein is Hom’s stereotype-based account (Hom, 2008, 2010). According
to this approach, a (racist) slur means (Hom, 2008, 431):
Ought be subject to 𝑝 1 + ... + 𝑝 𝑛 , because of being 𝑑1 + ... + 𝑑𝑛 ,
all because of being NPC*, where 𝑝 1 + ... + 𝑝 𝑛 are deontic
prescriptions derived from the set of racist practices, 𝑑1 +
... + 𝑑𝑛 are the negative properties derived from the racist
ideology, and NPC* is the semantic value of the appropriate
non-pejorative correlate of the epithet.
Applied to dyke, this would yield:
(96)

Dyke means: “Ought to be subject to [insert various oppressions
here] because of (depending on community of practice) having a
masculine appearance, being working class, having sexual desire
for women, being anti-mainstream etc., all because of being a
lesbian."

Obviously this account runs into problems with the appropriation puzzle;
however, it is much better equipped to solve the gradability puzzle than
many of the accounts that we have seen so far: the descriptive properties
contained within the meaning of dyke can be used to compare individuals
based on the degree to which they satisfy them, thus providing a straightforward semantics for the comparative and other degree constructions.
Despite this advantage, the aspect of Hom’s analysis that I find problematic is in (I assume) his use of lesbian in (96). Hom’s stereotype analysis
proposes that the stereotypical properties of dykes arise “all because
of being a lesbian", and, indeed, it is very common to assume that the
meaning of the slur is defined in terms of the meaning of a “neutral"
term (see also Potts, 2005; Schlenker, 2007; Camp, 2013; Jeshion, 2013a,
among many others). But now we must ask: what does it mean to be a
lesbian?
It turns out that this is not a trivial question. As discussed by (McConnellGinet, 2002, 246), “although the choice between gay and homosexual
certainly has political overtones, neither of those words has been the site
of as much ideological struggle as lesbian, with its connections not only
to antihomophobic but also to antisexist politics", and “there have been
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many disputes on just what being lesbian might amount to." At the heart
of these disputes is the fact that very many communities of (for lack of a
better word) non-heterosexual women are deeply divided along three
main lines outlined in 97 (Davis and Kennedy, 1993; Halberstam, 1998;
Cameron and Kulick, 2003; McConnell-Ginet, 2002; Wiedlack, 2015):
(97) Some political and ideological conflicts in lesbian communities
1. How they feel about female masculinity.
2. What role same gender sexual desire plays in non-heterosexual
identity.
3. How well integrated into the mainstream “neoliberal consumer and heteronormative cultures” (Wiedlack, 2015, 17)
non-heterosexual people should be.
These conflicts became fully developed with the rise of the gay rights
political movement, which was very influential in the 1980s and early
1990s (Cameron and Kulick, 2003). Movements associated with gay rights,
such as the lesbian feminist movement, de-emphasized the importance of
sexual desire for lesbian identity (Rich, 1980; Faderman, 1981; Wittig, 1992):
it “privileged passionate and loving relationships over specifically sexual
relationships in defining lesbianism” (Davis and Kennedy, 1993, 12), and
works such as Faderman (1981) “emphasize[] the historical continuity
of women’s passionate friendships in the middle and upper classes
throughout history" (Davis and Kennedy, 1993, 11). Many participants in
this movement were/are extremely critical of female masculinity (butch
identities, drag kings, etc.), and were politically active for the integration of
non-heterosexual women into mainstream institutions (marriage, family,
legacy etc.) (Davis and Kennedy, 1993; Halberstam, 1998; Cameron and
Kulick, 2003; Wiedlack, 2015).
Thus, since the 1980s we see develop (at least) two personae for nonheterosexual women: what I will call the mainstream persona and the
anti-mainstream persona. The mainstream persona has a stereotypically
feminine appearance and engages in stereotypically feminine practices, is
ambiguous with respect to same-sex desire, and is (upper) middle class.
Furthermore, she has a pro-mainstream stance, looking for advancement
within the existing heteronormative, capitalist system10 . The mainstream
persona is the one that valued in “gayfriendly" communities (Tissot, 2018).
The anti-mainstream persona has stereotypically masculine appearances
and practices, expresses overtly same gender desire, is working class,
has a radical anti-system stance11 . As Cameron and Kulick (2003); Tissot
(2018), among others, describe the anti-mainstream persona is rarely
valued, even in “gayfriendly" communities.
Clearly, there is a connection between the properties that speakers
associate with the term dyke and the dimensions of conflict in (97): dykes
lie at the extreme end of each scale. In the next section, I will present my
analysis of the meanings of dyke and lesbian, which makes this connection
explicit.

10: Particularly salient examples in fiction
of the mainstream persona would be Bette
and Tina on the L Word.

11: Particularly salient examples of the
anti-mainstream persona are the stage personae of Lynn Breedlove from Tribe 8 and
Donna Dresch from Team Dresch.
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4.3 A persona-based semantics in Conceptual
Spaces
This section presents a new semantics12 for both dyke and lesbian set
within Gärdenfors (2000, 2014)’s Conceptual Spaces framework for lexical
semantics. In this approach, speaker and listener conceptual/ideological
structures are represented as a tuple h𝐷, 𝑠𝑖𝑚, pers , 𝜇i , where h𝐷, 𝑠𝑖𝑚i is
an |𝐷| -dimensional vector space with a relation 𝑠𝑖𝑚 measuring distance
between points, and pers is a distinguished set of points representing
the locations of personae in the ideological space13 . In addition to their
properties, many theories of stereotypes involve reference to their valence:
whether speakers/listeners are positively or negatively disposed towards
them (Greenwald et al., 2002). 𝜇 is a function encoding these dispositions
which partitions pers into positively valued personae and negatively
valued personae.

12: There are obvious similarities between
my use of Conceptual Spaces and Camp
(2013)’s perspectives approach in which
slurs are proposed to communicate perspectives: “ modes of interpretation: openended ways of thinking, feeling, and more
generally engaging with the world and
certain parts thereof (Camp 2006, 2008,
2009)" (Camp, 2013, 333-334). In this paper, Camp (p.344) leaves “the question of
what particular semantic status to assign
perspectives for another day." Therefore, I
think that one way of viewing my proposal
is as providing a more explicit grounding
for Camp’s perspectives.

In addition to varying across communities, it is possible that both the
set of personae and valence are context sensitive. For some conceptual
domains, it has been shown that the set of dimensions and personae
can be empirically inferred from experimental data (see, for example,
Douven, 2016), and an exciting area for future research would be to
see how/whether the spaces into which lesbian, dyke and other related
terms are interpreted can be constructed from empirical data gathered
in (non)lesbian communities of practice. However, here, I will simply
assume that we are working with a simple space composed of the three
dimensions in (98), based on (97), and suppose that valence is relatively
consistent across contexts.

13: Readers familiar with Gärdenfors’
framework will recognize that my personae
play the role of his prototypes.

(98)

a. Masculinity (masculine ↔ feminine)
b. Same gender sexual desire (more desire ↔ less desire)
c. Radical stance (anti-mainstream ↔ mainstream)

With this simple framework, we can already represent a number of
ideologies associated with non-heterosexual women. For example, Figure
4.5 represents a possible gayfriendly ideology (in the sense of Tissot (2018)).
There are two personae: a mainstream persona, which is very low on the
anti-mainstream and masculinity dimensions while being ambivalent
with respect to sexual desire. This mainstream persona is positively
valued, where positive valence is marked with o. There is also an antimainstream persona, which lies very high on all three dimensions, and
which is negatively valued (marked by x). Figure 4.5 also shows an
example of a queer feminist punk ideology, of the kind espoused by
Tribe 8 or Team Dretsch: there are the mainstream and anti-mainstream
personae; however, in contrast to the gayfriendly ideology in Figure 4.5,
the anti-mainstream persona is the one that is positively valued.
Finally, we can also consider another ideology, a more ‘traditional’ or
‘bigot’ ideology, such as the one shown in Figure 4.6. This ideology is
degenerate in both the social and the mathematical sense of the word,
and it contains only the anti-mainstream persona which is negatively
valued.
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Figure 4.5: Examples of “gayfriendly" (left)
and feminist punk (right) ideologies

In this framework, expressions like lesbian or dyke are associated with
personae, and the arrangement of personae in the space imposes constraints on the denotations of these expressions, which are regions in the
space. As discussed by Gärdenfors and Jäger (2007); Jäger and Van Rooĳ
(2007), given an n-dimensional conceptual space and a distinguished set
of points, there is a natural way of partitioning this space into discrete
regions: voronoi polygons. The voronoi polygon associated with a persona 𝑝 𝑖 , 𝑣(𝑝 𝑖 ), is the set of points that lie closer to 𝑝 𝑖 than to any other
persona in the domain (99a). The Voronoi tesselation generated by a set
of personae pers, V(pers), is the collection of voronoi polygons associated
with every persona in pers (99b).
(99)

Let 𝑝 𝑖 ∈ pers be a persona.
a. 𝑣(𝑝 𝑖 ) := {𝑥|∀𝑗(𝑠𝑖𝑚(𝑥, 𝑝 𝑖 ) ≤ 𝑠𝑖𝑚(𝑥, 𝑝 𝑗 ))}
b. 𝑉(pers) := {𝑣(𝑝 𝑖 )|𝑝 𝑖 ∈ pers}
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Figure 4.6: Example of a bigot ideology

For both the gayfriendly person and the queer feminist punk, the space
is partitioned between the anti-mainstream and mainstream personae.
However, for the bigot, there is a single cell occupying all the space. Unsurprisingly, I will propose that dyke denotes the voronoi polygon associated
with the anti-mainstream persona for all kinds of speakers/listeners. For
lesbian, things are a bit more complicated.
(100)

Bigot interpretation schema
a. J dyke K = 𝑣(x(0.7,0.7,0.9) )

b. J lesbian K = 𝑣(x(0.7,0.7,0.9) )
The bigot’s ideological structure constrains the interpretation of lesbian
to the polygon associated with the anti-mainstream persona (100). Thus,
we predict that, for speakers with this ideology, lesbian and dyke should
be synonymous. Indeed, the title of the wildly successful TV show The
L Word, about lesbians in Los Angeles, highlights how at least a certain
portion of the population finds lesbian to be so vulgar it needs to be
euphamized. Likewise, in February 2018, Republican candidate Leslie
Gibson used the phrase “skinhead lesbian" to denigrate Emma Gonzales,
a Parkland School Shooting survivor and anti-gun activist, and Gibson
ended up apologizing not for being mistaken about Gonzales’ sexual
orientation, but for the fact that his comments were “harsh and uncivil"14
.
For speakers that have more developed ideologies about non-heterosexual
women15 , more options are possible. Again, there could be variation
across communities, but, at least in the ones I am most familiar with,
lesbian is associated with both personae, and so its denotation is composed
of the union of the polygons associated with the (anti)mainstream
personae (101) and (101).
(101)

‘Gayfriendly’ interpretation schema
a. J dyke K = 𝑣(x(0.7,0.7,0.9) )

b. J lesbian K = 𝑣(𝑜 (0.3,0.5,0.1) ) ∪ 𝑣(x(0.7,0.7,0.9) )

14: https://www.nytimes.com/
2018/03/18/us/politics/
maine-republican-leslie-gibson.
html

15: In this book, I will limit the discussion
to representing ideologies of the domain
of words for (for lack of a better term)
“non-heterosexual women". But what are
shown here are simply small corners of
larger ideologies associated with personae
in society.
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Queer punk interpretation schema
a. J dyke K = 𝑣(𝑜 (0.7,0.7,0.9) )

b. J lesbian K = 𝑣(x(0.3,0.5,0.1) ) ∪ 𝑣(𝑜 (0.7,0.7,0.9) )
Arguments for including the region defined by the anti-mainstream
persona into the denotation of lesbian comes from the observation that
dykes and dyke-related things are generally considered also to be lesbians
and lesbian-related things. For example, the set of dyke haircuts depicted
in the punk zine shown in Figure 4.7 are a proper subset of the lesbian
haircuts described on the pro-mainstream website After Ellen16 .

16:

http://www.
afterellen.com/people/
448587-lesbian-haircut-guide

Figure
zine

4.7:
2008
(Peterborough,

Dykecore
Ontario)

http://archive.qzap.org/index.php/
Detail/Object/Show/object_id/173

Communication in Conceptual Spaces
In Gärdenfors’ Conceptual Spaces model, the function of a noun such
as dyke or lesbian is to allow the speaker to communicate the location
of the referent of the noun to the listener. Following (Jäger, 2007; Jäger
and Van Rooĳ, 2007; Warglien and Gärdenfors, 2013; Gärdenfors, 2014),
communication using conceptual spaces can be described as a signalling
game (see Chapter 2): the speaker knows the location of a particular
individual, call them the target, in their ideological structure, and they
wish to communicate this information to the listener. In order to do so,

4 A materialist semantics for slurs and identity terms

the speaker chooses a message (word or phrase) to say to signal the
target’s location to the listener. The listener hears the speaker’s message
and then places the target in some location in their own ideological
structure. In the case where both the speaker and the listener have the
same ideological structures and their interests are aligned, success for
both players decreases as the distance between the target’s location in
the speaker’s ideology and the target’s location in the listener’s ideology
increases.
If we enrich the semantic domain with ideological spaces, the Rational
Speech Act model presented in Chapter 2 can serve as a way of linking
different ideologies and ideologically loaded terms like dyke or lesbian to
patterns of language use and interpretation. Consider the model in (103),
where both the speaker and the listener have the ‘gayfriendly’ ideology.
(103)

Let 𝐺 be a signalling game where,
I S and L are the players.
I The domain of interpretation is the ‘gayfriendly’ ideology
in Figure 4.5, which can be partitioned into two voronoi
polygons: 𝑣(𝑜 (0.3,0.5,0.1) ) and 𝑣(x(0.7,0.7,0.9) ).
I The messages are dyke and lesbian, and their interpretations
are those in (101).
I L’s prior beliefs are a probability distribution over in which
polygon the referent is located. Suppose that they are uniform: 𝑣(𝑜 (0.3,0.5,0.1) ) = 0.5 and 𝑣(x(0.7,0.7,0.9) ) = 0.5.

This model straightforwardly predicts that S will use lesbian 100% of
the time to communicate that the individual is in the space associated
with the mainstream persona, and, to communicate that the target is in
the space associated with the anti-mainstream persona, they will vary
between dyke and lesbian, using dyke 50% of the time when 𝜆 = 0 and
increasing their use of the slur as values for 𝜆 increase. Likewise, if L
hears dyke, they will be 100% sure that the target is located in the space
associated with the anti-mainstream persona (𝑣(x(0.7,0.7,0.9) )). If they hear
lesbian, since their priors were uniform, their degree of certainty that the
target is in the space associated with the mainstream persona will be
at 0.5, when 𝜆 = 0, and increase as 𝜆 increases. Since the ‘gayfriendly’
ideology and the ‘queer punk’ ideology differ only in the valence assigned
to the different personae, a model similar to (103), but which substitutes
the queer punk ideology for the gayfriendly one, will make the same
predictions.
More generally, the models with both gayfriendly and queer punk
ideologies make an important prediction for sociolinguistic variation:
variation between dyke and lesbian can be used to present referents in
different (anti-)mainstream oriented lights. One example that suggests
that this prediction is on the right track is Figure 4.8. In this strip, Mo
is expressing her incredulity to Lois that lesbians would participate in
something that is so far away from commonly accepted female sexual
practices. Lois, who is enthusiastic about anonymous sex, assures her
that the club will be packed with dykes.
To investigate whether the pattern in Figure 4.8 is general, I did a small
corpus study of dyke vs lesbian variation in the comic strip Dykes to Watch
Out For (340 comics over the years 1987-2000). The three dimensions of
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Figure 4.8: DTWOF #144 (1992)

ideological conflict described in (97) are all active in the DTWF world. For
example, as shown in Figure 4.9, Sparrow objects to Lois’ participation in
a drag king contest, suggesting that these two characters have opposite
views on female masculinity.
Sparrow also appears to place more importance on lifestyle aspects of
being a lesbian than overt, exclusive same gender sexual attraction, as
shown in Figure 4.10, something that other characters, such as Ginger,
find confusing.
Finally, Figure 4.11 exemplifies the more general political conflict that
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Figure 4.9: Dykes to Watch Out For #325
(1999)

Figure 4.10: Dykes to Watch Out For #323
(1999)
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divides mainstream vs non-mainstream oriented lesbians: Tanya scolds
Toni and Clarice at their commitment ceremony for engaging with
“the imperialist patriarchy"; whereas, Jezanna views this move as a
groundbreaking step towards legitimizing lesbian relationships.

Figure 4.11: Dykes to Watch Out For #87
(1990)

Table 4.1 shows the distribution of the use of dyke vs lesbian in the first 340
comics of Dykes to Watch Out For according to their their context of use;
that is, I coded each example for whether it appeared in a context related
to domesticity (children, families), politics/political activism, criticizing
mainstream institutions (marriage, heterosexuality, capitalism), sex or
to something else. Sadly, there are only 104 occurrences in this corpus17
; nevertheless, a clear pattern emerges: although lesbian is used across
all contexts, contexts in which individuals are acting in ways associated
with the anti-mainstream persona have higher rates of dyke, as predicted
by the model in (103) and its sister with the punk ideology.
Discourse context
Political
Domestic
Other
Sex
Anti-mainstream
Total

dyke
2
2
2
9
4
19

lesbian
37
21
11
13
3
85

% dyke
5%
9%
15%
40%
57%
18%

Although the ideological space structure is identical between the model
in (103) and the corresponding one with punk ideology, the two differ
with respect to the valence of the personae. This has consequences for
the inferences that L will make about S’s attitude towards the referent. In
the model in (103), since S and L share the gayfriendly ideology, L will
infer a derogatory attitude from S’s use of dyke 100% of the time, which is
what S intended since the anti-mainstream persona is negatively valued
in their ideology. Likewise, in most models (those with 𝜆 > 0), L will
probably not infer that S holds a derogatory attitude towards the target if
S says lesbian. On the other hand, if both S and L share the queer punk
ideology, L will not infer the derogatory attitude from S’s use of dyke,
and might possibly infer a negative attitude from lesbian.
It is in this way that my account solves the derogatory attitude and the
appropriation puzzles: the derogatory attitude is an inference that the
listener makes about the speaker’s negative valuing of the persona(e)
associated with the term that they used. My account solves the appropriation puzzle through differences in the way in which ideologies are
distributed across communities: L will infer a derogatory attitude from
hearing dyke in models with both the ‘gayfriendly’ ideology and the

17: After all, how often do we utter identity terms in everyday interactions?

Table 4.1: Lesbian vs dyke by context in
DTWF (1987-2000).
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bigot ideology, and these are the ideologies that are the most common
across Europe and North America. L will not infer a derogatory attitude
from hearing dyke in the model with the queer punk ideology; however,
this is an ideology that is held by only a small minority of people, the
vast majority of whom self-identify as lesbians (or dykes), i.e. ‘in group’
members. Therefore, only in very particular situations where the queer
punk ideology is common knowledge will dyke cease to communicate a
derogatory attitude. A consequence of my proposal is that non-negative
uses of dyke are not uniquely the domain of lesbians. I would expect
that someone who is very closely tied with a community where queer
punk (or similar) ideologies are prevalent could possibly use this term
in a positive or neutral way, but, again, the circumstances where this
would be possible are very rare and particular. I argue that the rarity of
the punk ideology also explains the offensive autonymy puzzle: since the
punk ideology is so rare, espoused only by a relatively small subset of
people within queer communities, in almost all cases the listener will
think that they are playing in the “gayfriendly" or “bigot" games and
draw the derogatory attitude inference. Even when both S and L do share
the punk ideology, lack of common knowledge of this fact could give rise
to uncertainty about S’s ideology on behalf of L and cause them to, at
least variably, attribute a derogatory attitude to S.

Linking ideology and material conditions using game
theory
As in Chapter 2, we can embed the signalling game model within a larger
game of non-linguistic interaction to capture how, in my analysis, use of
slur and identity terms affects the material conditions of the target. We
can take up the Renting game from Chapter 2: in this case (104) , there will
be three players: S, L and the target, call her T. S gives some information
to L about T by calling her either dyke or lesbian; L must decide whether
to rent to T, and then T decides whether to pay rent. The stereotypes are
defined based on the polygons associated with personae: if you’re in the
space associated with a persona18 , then the listener will think that you
will choose the action stereotypically associated with that persona. In
this case, the mainstream persona will be stereotypically associated with
paying and the anti-mainstream one will be stereotypically associated
with defaulting.
(104)

18: A natural idea is that the closer the target is to a persona in L’s ideological space,
the more likely L will be to think that they
will take the action stereotypically associated with that persona. Unfortunately, because we are treating slurs/identity terms
as discrete polygons, this is not possible in
this model. This issue is further discussed
in section 18.

The Renting Game (slur version) is a tuple h{𝑆, 𝐿, 𝑇}, gayfriendly ,
𝑀, 𝑃𝑟, 𝐴𝐿 , 𝐴𝑇 , Si , where
I {𝑆, 𝐿, 𝑇} are the players.
I 𝑀 = {dyke, lesbian}
I gayfriendly is the gayfriendly ideology, combined with the
interpretations in (101).
I 𝑃𝑟(𝑣(𝑜 (0.3,0.5,0.1) )) = 0.5 and 𝑃𝑟(𝑣(x(0.7,0.7,0.9) )) = 0.5.
I 𝐴𝐿 is the set of L’s non-linguistic actions. In this case, 𝐴𝐿 =
{rent, deny}
I 𝐴𝑇 is the set of T’s non-linguistic actions. In this case, 𝐴𝑇 =
{pay, default}
I S ⊆ pers×𝐴𝑇 are the stereotypes. In this case, S = {h𝑣(𝑜 (0.3,0.5,0.1) ), payi,
h𝑣(x(0.7,0.7,0.9) ), defaulti}
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We keep the same payoff structure as in Chapter 2, and it’s easy to
calculate that if S calls T a dyke, L will not rent to T, because they are 100%
sure that T is the anti-mainstream persona and therefore will default. If S
calls T a lesbian (and 𝜆 ≥ 4), then L will almost always rent to T because
they will almost always think that T will make the mainstream move
and pay her rent. In this way, S’s slurring of T will change the way that L
behaves towards T, and therefore T’s housing situation.

𝑆
dyke

lesbian

𝐿
rent

𝑇
pay

2, 2

𝐿
rent

deny

𝑇

0, 1

default

1, 0

deny

pay

2,2

0, 1

default

1,0

Refinement 1: From discrete meanings to continuous ones
The game-theoretic models in the previous section provide a first pass
at a framework for analyzing the use and interpretation of slurs and
identity terms within ideological spaces. However, there are clearly ways
in which they can be improved. For example, I used the continuous
n-dimensional ideological structures to account for the gradability of
dyke and lesbian and to show how ideologies can impose constraints on
meanings. However, in the actual game-theoretic model, the voronoi
polygons have discretized the space into one or two cells, so, when it
comes to predicting language use, we have lost the highly articulated
muti-dimensional structures. An important consequence of this is that
the models that I have developed in this chapter cannot capture the effects
that iteration of slurs might have. There is a common idea in the literature
that repeated uses of slurs increases the damage that they do to the target
(see for example Tirrell, 2012). In the framework that I developed, a
natural idea would be that repeated uses of dyke would serve to move,
little by little, the target’s location in the listener’s ideological space closer
to the anti-mainstream persona. And the closer the target gets to the
anti-mainstream persona, the more likely the listener is to think they
will make the moves in the non-linguistic game that are stereotypically
associated with this persona. Therefore, the more likely the listener will
be to behave in an uncooperative, antagonistic way towards the target.
With the discrete polygon meanings in models like (103), however, this
is not possible. As described above, in this model, if L hears the term
dyke one time, they will be already be 100% certain that the target
is located in the space associated with the anti-mainstream persona
(𝑣(x(0.7,0.7,0.9) )). Iterating dyke will not change this and further refinement
of the target’s location within the region 𝑣(x(0.7,0.7,0.9) ) is not possible.
Therefore, although I believe that this framework has a lot of potential for
capturing many aspects of the use of slurs and identity terms across time,
properly accounting for the effects of slur iteration requires a model in
which message meanings are continuous functions across the continuous

Figure 4.12: Decision tree of the Renting
Game (slur version)
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ideological space. Such a framework is currently being developed by
Burnett and Yanovich (ftc), but the work remains in progress.

4.4 Conclusion
In this chapter, I gave an in depth study of a “classic" example of a slur
(dyke) and its “neutral" sister (lesbian). I argued that current approaches
to the formal semantics of slurs, such as expressivism, the deflationary
theory and some stereotype approaches, either make incorrect predictions
or are incomplete when applied to uses of dyke and lesbian by both ‘in
group’ and ‘out group’ members. I presented a new analysis in which
neither dyke nor lesbian are politically neutral; rather they are associated
with different sets of personae: discursively constructed mental objects
that impose constraints on the meaning of identity terms. I have argued
that this approach is appropriate for dyke/lesbian, and I leave open the
possibility that it may be helpful in understanding the complex semantic,
pragmatic and social behaviour of the wide range of linguistic expressions
that have been analyzed under the umbrella of the term “slur". Examples
that, at least at first glance, lend themselves well to the anti-mainstream
persona-style treatment are other slurs related to sexual identity, such as
fag (Pascoe, 2011) and slut (Armstrong et al., 2014). I also leave for future
work the analysis of “non-derogatory" terms for women such as a good
woman or a nice young lady, which could also be profitably analyzed with
reference to personae (see Eckert, 2004). More generally, the personae
that I have called (anti-)mainstream should be integrated into a larger
model of personae ideologically associated with hetereosexual women.
In fact, (at least in my experience) one of the main uses of both the terms
dyke and lesbian is towards straight women, trying to move them from the
“nice young lady" portion of ideological space to the anti-mainstream
domain.
My analysis solves the formal semantic puzzles described in section 4.1
through the interaction between the meaning of the dyke in the listener’s
own ideology and their hypotheses about what the speaker’s underlying
ideological structure looks like, given that they uttered a slur term. Since
the semantic meaning of dyke is defined by an anti-mainstream persona,
one which is assigned negative valence by most members of society, in
most discourse situations, the listener will (accurately) infer that the
speaker holds a derogatory attitude to the slur’s target. The domain into
which dyke and lesbian are interpreted is a multi-dimensional structure;
therefore, they are predicted to be gradable. The inference that the
speaker holds a negative attitude towards the persona associated with
dyke is an inference about ideological structure, not semantic meaning;
therefore, if the listener draws this inference in assertions containing the
slur, we predict they will also draw it in all other semantic environments.
Thus, the derogatory attitude will be unpluggable. If there is common
knowledge between the speaker and listener that the speaker has/is
having an ideology in which the anti-mainstream persona is viewed
positively, then (and only then) will the derogatory attitude inference have
no chance of being drawn. Thus, in these very limited circumstances, we
can have appropriation. However, the only ideologies in which the antimainstream persona is viewed positively are those similar to the feminist
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punk ideology, and these views have a very restricted distribution in
society. As discussed above, most people, including many lesbians, do
not have a feminist punk-like perspective. Therefore, people wishing
to use dyke without offending their interlocutor should be very careful,
since common knowledge of positive valence is very rare. If the common
knowledge condition is not met, they risk offending their interlocutor
even if this is not their intention.
The materialist system that I have developed in this chapter models how
players’ beliefs about the locations of individuals in their ideological
space affects how they interact with them and how language (being called
a dyke or a lesbian) affects where players situate those individuals in that
space. The further the target is into the (anti-)mainstream area of the space,
the more likely agents in mainstream institutions and/or in positions of
power will act in ways that are beneficial (or detrimental) to the target.
In this way, I proposed that, rather than truth conditions, we should
take potential to change player behaviour as the “extensions" of socially
meaningful expressions, and I showed how this idea is formalizable
using game theory. I argue that the materialist semantics for social
meaning developed in this chapter and in the previous chapter provides a
straightforward framework for studying the relationship between socially
meaningful expressions and the political, economic and health-related
conditions that they help create.
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This chapter applies the framework developed in the previous chapter
to studying the role that social changes and speaker ideologies play in
French grammatical gender assignment and the conditions under which
language policies can contribute to the actuation and progression of
linguistic changes.
French possesses a grammatical gender system, which means that French
grammar sorts all nouns into classes that determine patterns of agreement with other linguistic expressions (Hockett, 1960; Corbett, 1991).
For example, the noun lune ‘moon’ has feminine grammatical gender
(henceforth g-gender) since, when it appears in a noun phrase such (105a),
it co-occurs with the feminine form of the article la and the feminine
form of the adjective belle. The noun soleil ‘sun’, on the other hand, has
masculine g-gender, as shown by the fact that it must appear with the
masculine forms of article and adjective (105b).
(105)

a. la belle lune

‘the beautiful moon’

b. le beau soleil

‘the beautiful sun’

French animate nouns display a complex relationship between g-gender
and interpretation, particularly with respect to the mapping between
masculine/feminine g-gender and male/female social gender (henceforth
s-gender). With some nouns, there appears to be no relation between
grammatical and social gender. For example, the noun personne ‘person’
has only feminine g-gender and applies naturally to both men and women
(106).
(106)

a. La personne qui est partie en premier. . .
‘The (male or female) person who left first. . . ’
b. *Le personne qui est parti en premier. . .

Such a pattern is, however, exceptional. With most human nouns, masculine g-gender aligns with male s-gender, and feminine g-gender aligns
with female s-gender. We find this pattern both when masculine and
feminine nouns are distinguished by their endings (e.g. patient/patiente
(107)), and when a single noun form appears in both masculine and
feminine agreement configurations (108), which Corbett (1991) calls the
common gender pattern1 .
(107)

Different noun form
a. Le patient
b. La patiente

(108)

‘The male patient’
‘The female patient’

Common gender
a. Un locataire
b. Une locataire

‘A male tenant’
‘A female tenant’

1: Confusingly, the adjective epicene is
used by Corbett (1991) and most Englishspeaking authors to qualify nouns patterning like personne (one single grammatical gender irrespective of social gender),
while the French grammatical tradition
mostly uses it for nouns patterning like
locataire (one single form found with both
grammatical genders). In the interest of
clarity we will avoid this adjective altogether.
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The main focus of this chapter is an even larger class of nouns that
exemplify yet a third g-gender/s-gender mapping relation: the noms de
métier et de fonction ‘professional nouns’. As shown in (109-110), a noun
phrase with masculine grammatical gender, such as le président or le
ministre, can be used to pick out either men or women; however, a noun
phrase with feminine g-gender, such as la présidente/la ministre, exclusively
picks out women.
(109)

Different noun form
a. Le président
b. La présidente

(110)

‘the (male or female) president’
‘the female president’

Common gender
a. Le ministre

‘the (male or female) minister’

b. La ministre

‘the female minister’

Following Burnett and Bonami (2019b), I will provide a quantitative
study of the use of these noms de métier et de fonction, and we study the
evolution of the use of feminine vs masculine g-gender in expressions
referring to women in the transcripts of the Assemblée Nationale (the
French House of Representatives)2 . These transcripts feature a large
amount of intra-speaker variation in g-gender, and an example of such
variation is found in (111): On January 29th 1997, socialist deputy JeanMarc Ayrault uses the masculine g-gender to address a female minister
(111a), and on December 19th of that year, he uses the feminine (111a).
(111)

Madame le/la ministre

‘Madam Minister’

a. M. Jean-Marc Ayrault. Madame le ministre de l’environnement,
plus de 6 000 personnes ont défilé, samedi dernier, dans les
rues de Nantes, pour protester contre l’autorisation donnée
par le Gouvernement à EDF de remblayer la zone humide du
Carnet dans l’estuaire de la Loire.
(29/01/1997)
b. M. Jean-Marc Ayrault. Monsieur le président, madame la
ministre, mes chers collègues, tout à l’heure, le président
Bayrou me reprochait d’avoir dit que nous étions venus pour
voter le projet de loi de finances.
(19/12/1997)
The use of grammatical gender in expressions referring to women has
been the subject of enormous amounts of prescription and language
planning in France and in the Assemblée Nationale itself (see Houdebine
(1987, 1998); Burr (2003); Viennot (2014), among others), and these actions
can be naturally divided into two main waves of activism at the end of the
20th century. The first started around 1984, when Yvette Roudy, France’s
first women’s rights minister, headed a commission aimed at feminizing
the noms de métier et de fonction. Two years later, the commission
recommends the use of feminine grammatical gender (eg. la ministre)
and, in some cases, nouns with feminine endings (eg. la présidente). Then,
on March 11th 1986, the Socialist Prime Minister Laurent Fabius legislated
the use of the language recommended by the commission in official
documents.

2: The transcripts are available for all
sessions since 1958 at http://archives.
assemblee-nationale.fr.
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In order to see what effect this policy had on speech in the Assemblée
Nationale, Burnett and Bonami (2019b) constituted a corpus of the
transcripts of the debates, focusing on the period from 1982-2017. From
this corpus we automatically extracted all female terms of address; that is,
strings of the form Madame le/la N. This resulted in a full dataset containing
99,480 tokens. We focused on terms of address because the conditions
on the use of the title (Madame/Monsieur) make it easy to automatically
identify female referents of grammatically masculine expressions. In
particular, although it is possible to use masculine g-gender to address
a female minister, as shown in (112b), the social gender of the referent
must nevertheless be linguistically reflected in the female title Madame.
In other words, titles in French track s-gender in a way that g-gender
does not, and this makes terms of address particularly useful for corpus
studies on g-gender alternations.
(112)

a. To M. Strauss-Kahn: Monsieur le ministre, vous avez tort.
b. To Mme. Royal: Madame le ministre, vous avez tort.
‘Mr./Madam minister, you are wrong.’

In the general case, it is not so easy to identify female referents from
grammatical properties of the noun phrase. As shown in (113), a masculine
noun phrase can have either a female or male referent, so the context of
each utterance must be examined by hand in order to determine whether
the referent is male or female, and it is not feasible to do this with the
723,915 tokens of ministre in the corpus or any of the other nouns of
interest. We therefore leave extending this investigation to argument
noun phrases and pronouns to future work.
(113) About M. Strauss-Kahn/Mme. Royal: Le ministre a tort.
‘The minister is wrong.’
Figure 5.1 shows the proportion of the use of feminine vs. masculine
grammatical gender in female terms of address (Madame le/la N) in the
Assemblée Nationale from 1983 to 2005. Consistent with reports based
on qualitative observations (Brick and Wilks, 1994; Houdebine, 1987),
this figure shows that use of the feminine form is extremely limited
throughout the 1980s, and that Fabius? language policy in 1986 had little
to no effect on the speech of politicians.
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However, twelve years later, on March 6th 1998, the Socialist Prime
Minister Lionel Jospin issued a statement (a circulaire) recalling to the
government that they are supposed to be using feminine gender and
(if appropriate) feminized forms. He acknowledged that the Fabius’

Figure 5.1: Proportion of uses of Madame
la N vs Madame le N (1983-2005)
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policy was never obeyed/enforced and commissioned a new study from
the Commission générale de terminologie et néologie, which was published
in June 1999 and ended up making very similar recommendations as
the one in 1984-1985 (Becquer et al., 1999). Figure 5.1 shows that, after
this second wave of activism, the results are very different with use of
the feminine form rising dramatically in 1997-1998, around the time of
Jospin’s statement.
The contrast between the mid 1980s and the mid 1990s is striking and
raises the following question: What changed from 1986 to 1998 which
allowed the feminine form to take over, possibly aided by (the exact same)
language policy?
The first main claim of this chapter is that changes in the use of feminine
grammatical gender and differences in the effectiveness of Fabius/Jospin’s
language policy are (indirectly) the result of changes in gender ideologies
in France between the mid 1980s and mid 1990s. In particular, following Burnett and Bonami (2019b), I argue that the mid 1990s saw the
emergence of a new persona for female politicians, which only feminine
g-gender can construct. I hypothesize that Jospin’s reinforcement of
Fabius’ policy in 1998 was successful because it strengthened an existing
association between feminine g-gender and a female political persona;
whereas, Fabius’ original policy was unsuccessful because it tried to
build on ideological structure that was not shared by a large portion of
the Assemblée Nationale. Our case study thus suggests that linguistic
prescriptions will only be successful if they build on existing ideologies
in the speech community and highlights the role that meta-linguistic
and other discourses can play in the actuation and spread of linguistic
change.
The second main claim of this chapter is that the formal framework
developed in this book can be used to explicate the relation between
social change, ideological change and language change. Following Burnett
and Bonami (2019a), and the tools developed in Chapter 3, we will use
the Conceptual Spaces framework to formalize change in speaker/listener
gender ideologies, and use the Rational Speech Act model to formalize the
link between ideology, linguistic meaning and language use. We then
show how the ineffectiveness of Fabius’ policy and the effectiveness of
Jospin’s policy can be expressed as theorems in the resulting system.
As such, I believe that the framework developed in Chapter 3 can also
shed light on the way in which social change and language change are
related.
The chapter is laid out as follows: in section 5.1, we first go deeper into
the Assemblée Nationale dataset and investigate which linguistic and
social factors condition the rise of the feminine in the late 1990s. In section
5.2, we then argue that the linguistic change just documented coincides
with an important social change: the emergence of a new stereotypically
feminine persona for female politicians. Following research in French
political history and social science, we describe the discursive construction
of this new persona in the context of the parité debate on the equal
representation of women and men in elected office. This leads us to argue
that the relationship between feminine g-gender and the new persona is
mediated by the social meaning of grammatical gender marking in French.
In section 5.3, following remarks by McConnell-Ginet (2013), we propose
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that the social meaning of French feminine g-gender marking makes it
optimal for constructing the emerging stereotypically feminine persona,
and thus we argue that the replacement of the masculine g-gender by
feminine g-gender in the Assemblée Nationale is a consequence of the
social meaning of g-gender marking and changes in the way speakers in
the Assemblée Nationale conceptualize their fellow female politicians.
To make this claim explicit, in section 5.4, we formalize French political
gender ideologies from the 1980s and 1990s within a game-theoretic
framework built on Conceptual Spaces.

5.1 Variation and change in grammatical
gender in the Assemblée Nationale
Based on Figure 5.1, we know that the change happened around 19961999; however, to properly understand its dynamics, we need to get a
more fine-grained look at the linguistic and social factors that condition
the changing use of Madame le/la N. In order to restrict our attention to
the time period where there is variation for statistical analysis, we took
the proportion of feminine uses on all the occurrences 30 days before
and 30 days after each session. Tracking the change through a 61 day
window is necessary because each session of the Assemblée Nationale
features few (if any) occurrences of a female term of address, so, with
such small numbers, looking at the proportion of feminine vs masculine
g-gender on each day is not enlightening.
Using this methodology, Figure 5.2 shows the rise of feminine g-gender in
the 11th legislature. Limiting the quantitative study to the 11th legislature
allows us to study change within a single community of practice, since
the membership of the Assemblée remains constant throughout this time
period. Based on the observation of the pattern shown in Figure 5.2, we
will focus our quantitative study on the period between September 15th,
1997 (after the summer break) to July 7th, 1998 (the end of the spring
session).
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Within the period identified in Figure 2, we have 5,056 occurrences
of female terms of address: 2,149 feminine (Madame la N) and 2,807

Figure 5.2: Replacement of feminine uses
over time (61 day window)
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masculine (Madame le N), i.e. an overall rate of use of the feminine of
43%. We then coded these occurrences for the linguistic and social factors
described below.
The main linguistic conditioning factor that we investigated is the identity
of the function noun. At the beginning of this chapter, we saw that
ministre ‘minister’ was one of the function nouns that participate in the
g-gender alternation. The other nouns in our corpus that alternate are
the following:
(114)

Président(e) ‘President’
a. M. Thierry Mariani. Madame le président, nous devons en
principe disposer de cinq minutes après l’annonce du scrutin.
Je n’ai pas eu le temps de regagner l’hémicycle ! (23/10/1996)
b. M. Thierry Mariani. Madame la présidente de la commission, qu’en sera-t-il des catégories de délinquants étrangers
qui ont de gros problèmes de santé, etc. ?
(16/12/1997)

(115)

Secrétaire d’État ‘Secretary of State’
a. M. Gilbert Meyer. Madame le secrétaire d’État aux petites
entreprises, au commerce et à l’artisanat, depuis le 1er janvier
1997. . .
(3/03/1998)
b. M. Gilbert Meyer. Madame la secrétaire d’État aux petites
et moyennes entreprises, au commerce et à l’artisanat, la loi
relative au développement et à la promotion du commerce et
de l’artisanat. . .
(7/10/1997)

(116)

Deputé(e) ‘Deputy’
a. M. Jean-Claude Gayssot. Madame le député, si j’ai bien
compris, mon prédécesseur vous avait fait des promesses
d’engagement au printemps dernier.
(24/10/1997)
b. M. Jean-Claude Gayssot. Madame la députée, comme vous
le savez, le schéma directeur national des liaisons ferroviaires
à grande vitesse, approuvé par décret en 1992, a prévu, pour
la desserte de l’ouest de la France, la réalisation du TGV
Bretagne. . .
(24/10/1997)

(117)

Garde des sceaux ‘Justice Minister’
a. M. Gérard Gouzes. Madame le garde des sceaux, alors que
nous débattons du budget de la justice pour 1998, tout le
monde commente le retard accumulé année après année. . .
(21/10/1997)
b. M. Gérard Gouzes. Madame la garde des sceaux, combien
de temps nous faudra-t-il encore pour définir de manière
simple, de manière transparente, de manière cohérente, la
place de chacun des acteurs de l’acte judiciaire dans notre
vieux pays ?. . .
(02/06/1998)

(118)

Rapporteur/rapporteuse ‘rapporteur’
a. M. Pierre Mazeaud. Madame le rapporteur, terminez, je
vous en prie ! . . .
(29/10/1997)
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b. M. Yves Cochet. Vous gênez M. Cacheux, madame la rapporteuse.
(02/06/1998)

However, this occurrence of rapporteuse is qualitatively different from
feminine forms with the other function nouns: it appears to be a nonce
formation, as shown by the larger context of example (118b):3
M. le président. Vous gênez M. Cacheux, madame la rapporteuse.4
Mme Véronique Neiertz, rapporteur pour le surendettement. Ah, non ! N’employez pas ce terme !5
M. le président. Je dois pourtant vous informer que, ce
matin, le bureau de l’Assemblée s’est prononcé en faveur de
la féminisation des noms des fonctions parlementaires.6
Mme Véronique Neiertz, rapporteur pour le surendettement. Continuez à m’appeler Mme le rapporteur !7
M. Jean Le Garrec, rapporteur. Nous aurons donc eu deux
grandes innovations aujourd’hui : l’Alliance et la rapporteuse
!8

3: In our corpus, the noun rapporteur ends
up feminizing to Madame la rapporteure,
but this process happens later than 1998.
4: You’re bothering M. Cacheux, Madam Rapporteur.
5: Ah, no! Don’t use that term!

6: I have to nevertheless inform you that, this
morning, the bureau of the Assembly made a
pronouncement in favour of the feminisation
of the names of parlementary functions.
7: Continue calling me “Madam LE rapporteur"!
8: So we’ll have two big innovations today:
l’Alliance and the ‘rapporteuse’!

The distribution of feminine g-gender by function noun is displayed in
Table 5.1, and shows that the proportion of feminines is not uniform
across nouns (see also Fujimura (2005) for similar observations in a press
corpus): the highest rates of la are found with deputé(e) and président(e),
and the lowest rate is found with garde des sceaux. Since there is only a
single use of rapporteuse (118b), we excluded this noun from the statistical
analysis.
NOUN
Deputé(e)
Président(e)
Secrétaire d’État
Ministre
Garde des sceaux
Rapporteur/euse

F
147
138
170
1576
118
1

M
51
59
154
2028
483
31

TOTAL
198
197
324
3604
601
32

PROP. F
0.74
0.70
0.52
0.44
0.20
0.03

We note that the observed function noun hierarchy corresponds to the
hierarchy of governmental power and prestige, so it is possible that
associations between the masculine form and institutional power play
a role in creating the distribution in Table 5.1. However this is not the
only possible interpretation. Linguistic properties of the nouns, and in
particular whether they have formally distinct masculine and feminine
forms, might also play a role. Finally, speaker status may also have an
effect. Note that speakers in the parliamentary debates are either deputies
or ministers, and that these two groups mostly address each other. In
this way, most occurrences of ministre are uttered by a député(e), and
vice-versa. Thus it may be the case that the observed lexical differences are
in part due to deputies and ministers having different usage preferences.
Be that as it may, the number of distinct function nouns in the corpus
does not allow us to go beyond speculation as to the causes of lexical
differences. We therefore leave further exploration of the source of lexical

Table 5.1: Distribution of grammatical gender by function noun
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effects in g-gender alternations to future research involving a more
lexically diverse corpus.
Given that we are studying the speech of politicians, it is natural to
wonder whether speakers belonging to different political parties will
show different patterns of use. Indeed, as shown in Table 5.2, there
is a large difference in the use of the feminine between the more left
wing parties (including the Socialists (PS), the Communists (PCF) and
the Greens (Les Verts)), who use the feminine around 64% of the time,
and the right wing parties Union pour la Démocratie Française (UDF) and
Rassemblement pour la République (RPR), who use the feminine in only
30% of the cases.
SPECTRUM
Left

Right

PARTY
PCF
PS
Les Verts
PRS
Total
UDF
RPR
Total

F
272
955
73
56
1356
357
436
793

M
180
528
20
49
777
843
1187
2030

TOTAL
452
1483
93
105
2133
1200
1623
2823

PROP. F
0.60
0.64
0.78
0.53
0.64
0.33
0.27
0.28

Table 5.2: Distribution of grammatical
gender by speaker political party.

In order to ensure that we have enough data for the statistical analysis,
we will focus only on the larger political parties, presented in boldface in
Table 5.2.
We also investigated whether the political party of the addressee made
a difference to whether they are referred to using the masculine or
the feminine. The results are shown in Table 5.3. The corpus that we
are using has a particular structure to it: while individuals across the
political spectrum ask questions and make points during the debates,
the individuals that are addressed are overwhelmingly members of the
cabinet, which at the time was held by the left and headed by the Socialist
party. Thus, 88% of the terms of address are directed to a socialist woman,
so there is actually very little variation in this factor in our corpus. We
therefore do not include it in the statistical analysis, and note that almost
the same statistical results are found if we restrict the dataset to only
socialist addressees.
SPECTRUM
Left

Right

PARTY
PCF
PS
Les Verts
Total
UDF
RPR
Total

F
118
1753
255
2126
12
11
33

M
94
2607
86
2787
14
6
20

TOTAL
212
4360
341
4913
24
17
53

PROP. F
0.56
0.4
0.75
0.43
0.5
0.65
0.62

Since we are studying the use and interpretation of grammatical gender,
it is also natural to wonder whether there is some relation between
the social gender of the speakers and their use of the feminine in our
corpus. In the 11th legislature, 10 out of 35 members of the cabinet
(le gouvernement) are female (29%), and 63 out of 577 deputies of the
Assemblée Nationale are female (10.9%). Furthermore, in our subcorpus,
49 out of 393 speakers are women (12.5%).

Table 5.3: Distribution of grammatical
gender by addressee political party.
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As shown in Table 5.2, female politicians use slightly more feminine
forms than male politicians in our corpus. However, since the proportion
of female politicians is higher on the Left, multivariate statistical analysis
is required to disentangle the influence of speaker gender and political
affiliation.
SPEAKER GENDER
Female
Male

F
425
1595

M
365
2342

Total
790
3937

Prop. F
0.54
0.40

Interpreting the transcripts. Before we see the statistical results, I will
briefly outline the conditions under which the transcripts of the debates
were produced. Before a reorganization that occured in 2008, the compte
rendu intégral (‘full transcript’) was the official, edited record of what
was said in the Assemblée Nationale. It was produced by professional
stenographers who recorded the speech in real time and with the help of
audio recordings. Thus, the question of the reliability of the transcription
process arises. Since 2005, videos of the debates are archived in addition
to the transcripts. However, none of the unofficial recordings made by
the transcribers in the 1990s were archived. Fortunately, the television
station FR3 recorded a sizeable subset of our dataset, the Questions au
Gouvernment ‘questions to the cabinet’, and it was possible to consult
this subset at the Institut National de l’Audiovisuel. We checked all the
occurrences of Madame le/la N in 48 recordings of the Questions au Gouvernement spread out across the time period that we are studying. We
found that the rate of reliability was 85% (266/314), with divergences
between the video and the text being limited to the very beginning of the
time period (where feminine occurrences in the video were transcribed
as masculine in the transcripts) and the very end of the period (where
masculine occurrences in the video were transcribed as feminine). Given
this test, we are generally confident in the reliability of our data, even
though it may be possible that the actual change was slightly less abrupt
than the transcripts would suggest.
Statistical analysis. The patterns just described suggest that g-gender
variation in the 11th legislature may be subject to both linguistic and
social conditioning factors; however, in order to properly assess their importance, we built generalized linear mixed effects models in R using the
lme4 package (Bates et al., 2014), with speaker identity (393 speakers) as
a random effect and the following fixed effects: session date (before/after
March 6th, 1998), speaker political party (PCF, PS, UDF, RPR), speaker
social gender (F, M), speaker age (based on birth date (before/after 1941))
and function noun (président(e), député(e), ministre, secrétaire d’État, garde
des sceaux).
The results of the statistical analysis are shown in Table 5.5. We find
a significant effect of date, which is unsurprising given that change is
very clearly in progress in 1997-1998. We also find a significant lexical
effect of the function noun, with Président(e) and Ministre not being
significantly different from Deputé(e), but Garde des Sceaux and Secrétaire
d’État appearing in the masculine significantly more. As discussed above,
it is not clear what to make of this pattern, so we leave open whether or
not it is generated by meaning/ideological considerations (as we will

Table 5.4: Distribution of grammatical gender by speaker social gender (4 major political parties).
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(Intercept)
Session date
Garde des sceaux
Ministre
Président(e)
Secrétaire d’État
PS
RPR
UDF
Speaker gender (M)
Speaker birth date

Estimate
-1.3842
-2.5056
2.6095
0.4408
0.4632
0.9413
0.4097
2.3899
2.1741
0.4163
-0.4447

Std. Error
0.5076
0.1360
0.3397
0.2990
0.3748
0.3448
0.3583
0.3915
0.3887
0.2903
0.2075

z value
-2.727
-18.426
7.682
1.474
1.236
2.729
1.144
6.104
5.594
1.434
-2.144

Pr(>|z|)
0.00639
< 2e-16
1.57e-14
0.14039
0.21652
0.00634
0.25282
1.03e-09
2.22e-08
0.15158
0.03206

***
***
***
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Table 5.5: Fixed effects of the Generalized
linear mixed model. Dependent variable:
probability of masculine grammatical gender. Levels of independent variables in the
intercept: Speaker gender F; Party PCF;
Noun Deputé(e).

**
***
***
*

argue the other patterns are) or whether more grammatical factors are at
play.
With respect to the social factors: we found that speaker age was significant, with speakers born in the 1920s and 1930s (those of Yvette Roudy’s
generation) using more masculine than younger speakers. Political party
was also significant, with the Socialists behaving like the Communists,
and the two right wing parties (UDF and RPR) differing significantly;
however, we found no effect of speaker social gender. This suggests that
women’s slightly higher rate of use of the feminine shown in Table 5.2
is actually the result of left wing parties having more female members
than right wing parties, rather than female politicians marking aspects
of their gender class through language.
The fact that political party emerged as significant in the statistical
analysis also shows that grammatical gender bears social meaning, at
least in our dataset. In other words, from these results, we know that there
must be at least some extra little bit of information that is communicated
through the use of the feminine vs the masculine that makes speakers
on the leftmost part of the political spectrum more likely to use it. A
natural first hypothesis might be that, in the late 1990s, politicians in the
Assemblée Nationale are using grammatical gender in female terms of
address to mark their political affiliation: la would mark membership in
a left wing party and le would mark membership in a right wing party.
However, we argue that this simple hypothesis cannot account for the
linguistic behaviour of the women of the most right wing party: RPR. As
shown in Table 5.6, there are five RPR women who speak in our corpus.
Four of them (Nicole Catala, Michèle Alliot-Marie, Françoise de Panafieu
and Marie-Jo Zimmermann) behave like their male colleagues, strongly
favouring the masculine; however, one (Roselyne Bachelot) has a rate of
81% and is one of the highest users of the feminine in the corpus.
SPEAKER
Roselyne Bachelot
Nicole Catala
Michèle Alliot-Marie
Françoise de Panafieu
Marie-Jo Zimmermann

F
105
4
2
0
0

M
24
111
8
1
1

TOTAL
129
115
10
1
1

PROP. F
0.81
0.03
0.2
0
0

We now would like to know: What distinguishes Bachelot from her female
right wing colleagues? We propose that the answer to this question lies
in a study of changing gender ideologies in late 20th century France.

Table 5.6: Grammatical gender use by
the women of the Rassemblement pour la
République.
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5.2 Parité and changing French gender
ideologies
The extreme user of the feminine described above, Roselyne Bachelot,
was a long time member of the Assemblée Nationale (1988-2012) and,
during this time, she held a number of important right wing party and
governmental functions, including three ministerial portfolios (Ecology,
Health and Solidarity) during the Chirac and Sarkozy presidencies. So
it is extremely unlikely that she would be using feminine grammatical
gender to indicate some disaffiliation with her political party. This being
said, Bachelot does differ from many of her RPR colleagues in that she is
one of the most prominent supporters of the parité political movement.
Indeed, at the time of the change studied in this paper (1995-1998) she
was head of the Observatoire sur la parité entre les hommes et les femmes
and she supervised the report La parité dans la vie publique, a study of the
situation of women in politics, published in December 1996.
Used in this context, the French word parité refers to both a philosophical
position (Gaspard et al., 1992) and a political movement aimed at ensuring
that men and women have equal access to electoral mandates and elected
office. It was a very successful political movement in the late 1990s, and
its success continues in the 21st century. Its earliest legislative successes
date to around the time of the linguistic change described above. For
example, on June 19th, 1997 (at the very beginning of the change) Prime
Minister Jospin announces his intention to amend the constitution and
pass a law making parité a goal for the government. As shown above, most
of the members of the Assemblée Nationale shift from using Madame
le N to Madame la N directly after: from Fall 1997-Summer 1998. Then,
on June 17th, 1998, the first draft of the bill to amend the constitution
to include the statement La loi favorise l’égal accès des femmes et hommes
aux mandats et fonctions is formulated, and on July 8th, 1999, Jospin’s
constitutional amendment passes. The first parité law passes on June
6th, 2000, and, during the years 2000-2014, many other pro-parité laws
are passed aimed at enforcing equal representation in both government
and educational institutions. Since the rise of the parité socio-political
movement coincides with the rise of the use of feminine g-gender in the
Assemblée Nationale, we conclude that it is highly likely some aspect of
support for parité played a role in the actuation of the change.
A second argument that the rise of the feminine is related to the parité
movement comes from the way in which support for this movement
propagated through the Assemblée Nationale. As documented in (Bereni,
2007, chapter 6), prior to 1995, pro-parité positions were almost exclusively
held publicly by politicians on the radical left: the Greens, the Communists
and the Mouvement des citoyens party (Bereni, 2007, 343). However, in
1996-1997, support grew within the Socialist party, largely as part of a
democratic renewal project headed by Lionel Jospin. On the other hand,
with the exception of Bachelot, who (Bereni, 2007, 343) calls the avocate
esseulée de la parité au RPR, right wing deputies were largely hostile to the
proposal of a constitutional amendment in favour of gender-balanced
electoral representation in this period. However, the year 1997-1998 saw
a major increase in support for parité across the body of the Assemblée
Nationale. An important turning point for the right was on March 23rd
1998, when right wing President Jacques Chirac publicly announced
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his support for Jospin’s proposed constitutional amendment, and then,
finally, when the time came to pass the constitutional amendment in the
summer of 1999, it passed with the support of 94% of the Assemblée,
including the vast majority of right wing deputies.
The parité movement was both accompanied and invigorated by enormous attention from the press. Media debates about electoral quotas
began in 1993 with Servan-Schreiber and Gaspard (1993); Viennot (1993),
and were at their most intense in the winters of 1996 and 1999 (Ramsay,
2003; Julliard, 2012). As observed by Freedman (1997); Garréta (2001);
Scott (2005) and others, documented in great detail by Julliard (2012), and
studied from a quantitative perspective by Guaresi (2018), this coverage
was characterized by the appearance of new discourses surrounding the
nature, behaviour and social position of female politicians. Following the
aforementioned authors, we argue that these discourses were instrumental in constructing a new persona (identity or social type) for women in
politics.
Although most advocates of parité legislation consider themselves feminist, not all feminists supported the parité movement. In fact, as discussed
in Sintomer (2007), radical deconstructionists and (in his words) republican universalists were anti-parité. The most influential paritaristes (‘proparité activists’) came from three main ideological camps: essentialist
differentialist feminists, republican paritaristes, and pragmatic egalitarians (Sintomer, 2007, 151). The differentialist feminists were extremely
influential in both politics and the press, in part because one their main
figures was the philosopher Sylvie Agacinski-Jospin, wife of the Prime
Minister (Scott, 2005; Bereni, 2007; Julliard, 2012). Based on psychoanalytic principles, Agacinski (1998, 1999) and the well-known philosopher
Julia Kristeva (Kristeva, 1999) argued that men and women constitute
two fundamentally different kinds of citizens; therefore, electoral quotas
are legitimate to ensure that these two basic parts of French society are
democratically represented. For example, arguing against l’effacement des
sexes ‘the erasure of the sexes’, Agacinski (1999) says (p.4),
L’effacement “français" procède en noyant les deux sexes
dans un humanisme abstrait d’où surnage le modèle unique
d’un être humain sexuellement neutre. L’effacement “américain" procède en noyant les femmes dans un particularisme
généralisé où se retrouvent des minorités de toutes sortes
(ethniques, religieuses, culturelles, etc.), et les deux sexes
finissent par être considérés comme de pures “constructions",
quand ils ne sont pas la conséquence de modèles culturels
hétérosexuels (“heterosexual matrix"), comme chez Judith
Butler.
Le nouveau féminisme français récuse à la fois ces deux
types de neutralisation des sexes en affirmant la dualité
sexuelle comme la seule différence universelle au sein de
l’humanité. C’est pourquoi il a pu concevoir l’idéal de la
parité en politique9 .
This line of argumentation, defended by very powerful public intellectuals, constructs ‘the female politician’ as a distinct type of politician from
‘the male politician’10 . Since, before the public debates on parité, female
politicians had been viewed as subtypes of male politicians, Agacinski

9: ‘French’ erasure proceeds through drowning both sexes in an abstract humanism over
which floats the unique model of a sexually neutral human being. ‘American’ erasure proceeds
through drowning women in a generalized
particularism where are found minorities of
all sorts (ethnic, religious, cultural, etc.), and
the two sexes finish by being considered ‘constructions’, when they are not the consequence
of heterosexual cultural models (‘heterosexual
matrix’), as with Judith Butler. The new French
feminism refuses both of these erasures at the
same time through affirming sexual duality
as the only universal difference at the heart of
humanity. This is why it was able to conceive
of the ideal of political parité.
10: Note that, although Kristeva and
Agasinski’s views are particular to (a variety of) French feminism, discourses about
the differences between male and female
politicians are widespread across Europe
and North American (see, for example,
Cameron, 2007; Cameron and Shaw, 2016).
A further comparison between discourses
on the properties of female politicians in
the francophone and anglophone worlds
would be very interesting, but is out of the
scope of this work.
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argues (p.6) that ‘L’idéal ne fut donc plus de devenir des hommes comme
les autres, mais d’affirmer la différence dans l’égalité’.
Although the republican paritarists and pragmatic egalitarians were less
essentialist than the differentialists, these activists also constructed male
and female politicians as qualitatively distinct. In particular, one of their
principal arguments in favour of electoral quotas was that including
more women in government would have a positive effect on France, since
(by nature or by material circumstance) female politicians have different
properties and view the world differently than do male politicians
(Freedman, 1997; Scott, 2005; Sintomer, 2007; Achin et al., 2007; Julliard,
2012, among others). The theme that female politicians are distinct from
male politicians because they are more concrete-thinking, more sensitive
and more honest runs through parité debate in the press from 1996-1999.
For example, one of the most important documents in this debate was the
Manifeste des dix: a pro-parité ‘manifesto’ published in L’express on June
6th, 1996 by 10 current and former female ministers (Barzach, Bredin,
Cresson, Gisserot, Lalumière, Neiertz, Pelletier, Roudy, Tasca, and Veil).
This manifesto was very important because it presented the first united
front between high profile left wing politicians (such as Yvette Roudy)
and right wing politicians (such as Simone Veil). Again, this text proposes
that women’s (stereotypically) feminine qualities constitute an argument
for increasing their representation in the Assemblée Nationale (Scott,
2005):
Noyau de notre culture républicaine, pas toujours démocratique, le jacobinisme a d’abord et surtout été une affaire
d’hommes. [. . . ] Centralisateur et hiérarchique, donneur de
leçons et arrogant autant qu’éducateur, rhétorique et rationaliste jusqu’à l’abstraction chimérique, le jacobinisme est
en quelque sorte un concentré de qualités viriles [. . . ] La
relation aux autres tels qu’ils sont, la sensibilité, le concret, le
souci du quotidien étaient ainsi rejetés du champ politique.
Et les femmes avec11 .
At the same time that male and female politicians were being differentiated in the press, the female politician persona, as distinct from the male
politician, was also being constructed in literature from the mid/late
1990s. Although there were certain early works describing the life of
female politicians, such as Huguette Bouchardeau’s 1988 book Choses dites
de profil, the number of new biographical and autobiographical studies
documenting female politicians’ personal experiences exploded after
1995, constituting a whole new literary genre in the late 1990s (Freedman,
1998; Ramsay, 2003). A sample of works detailing what it was like to be a
female politician at the time of the parité debates is shown in (119).
(119)

a. Roudy, Yvette (1995). Mais de quoi ont-ils peur?: Un vent de
misogynie souffle sur la politique. Editions Albin Michel.
b. Royal, Ségolène (1996). La vérité d’une femme. Stock.
c. Bredin, Frédèrique (1997). Députée: journal de bord. Fayard.
d. Guigou, Elisabeth (1997). Être femme en politique. Plon.
e. Halimi, Gisèle (1997). La nouvelle cause des femmes. Seuil.
f. Lepage, Corinne (1998). On ne peut rien faire, Madame le ministre. . . Albin Michel.

11: Center of our republican culture, not always democratic, Jacobinism was first and
foremost a male business. . . . Centralizing
and hierarchical, as pedantic and arrogant as
educational, rhetorical and rationalistic up to
the point of chimerical abstraction, Jacobinism is in some way a concentration of virile
qualities . . . Relating to others as they are,
sensitivity, concreteness, caring for everyday
things were thus rejected from the political
realm. And women with them.
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g. Bachelot, Roselyne, & Fraisse, Geneviève. (1999). Deux femmes
au royaume des hommes. Hachette Littératures.
According to Ramsay’s (2003) study of these works, “many of the texts
in the emerging new body of studies by and on political women [. . . ]
share aspects of Bouchardeau’s exploration of subjective understandings
(or fictions) of political life from the particular perspective of women.
They focus on values, emotions or identity". Ramsay therefore proposes
that “these texts work to constitute and legitimate a rethinking and a
‘rewriting’ of traditional political history and help construct the unique
yet multiple identity of the political women" (Ramsay, 2003, xiv).
A final argument in favour of the development of a new stereotypically
feminine persona in the late 1990s comes from the shape of feminist
reactions against the parité movement. In the same way that pro-parité
feminists argued that male and female politicians’ differences would
positively impact France, many anti-parité feminists criticized the claim
that men and women differ in properties like pragmatism, sensitivity
and honesty. For example, the philosopher Elisabeth Badinter (Badinter,
1996, 1999, 2003) objects that “le Manifeste de la parité entérine les
caractéristiques féminines les plus éculées" (Badinter, 1996, 4), and she
denies that female and male politicians differ qualitatively in their
properties, saying (p.4),
En vérité, les avocates de la parité ne tentent pas seulement
de nous faire croire qu[e les femmes] sont essentiellement
différentes des hommes, mais aussi qu’elles sont meilleures
qu’eux. Avec elles, la politique si décriée deviendrait enfin
plus humaine, plus chaleureuse et plus efficace. Pardon d’être
sceptique, mais, à côtoyer les femmes de pouvoir, je les trouve
très semblables à leurs collègues masculins : mêmes qualités,
mêmes défauts12 .
Thus, in this time period, we see two opposing visions of the nature
of female politicians: one in which they are characterized by ‘feminine’
qualities, advocated for by the paritaristes, and one in which, for better
or for worse, they display the same properties as their male colleagues.
In what follows, we will refer to the stereotypically female persona as
the differentialist persona and we will refer to the less stereotypically
feminine persona as the non-differentialist persona.

Linguistic manifestations of persona construction
In the previous section, we argued that, in the late 1990s, there were two
principal personae available for female politicians: a new stereotypically
feminine one and an older non-differentialist persona that is more similar
to male political personae. Here we suggest that speakers in the Assemblée
Nationale in 1997-1998 use grammatical gender in their construction of
these different personae. Our quantitative data is limited by who happens
to talk publicly in the Assemblée Nationale, and for how long; therefore,
sadly, data for individual speakers is often quite sparse. Nevertheless,
we believe that the patterns described below suggest a link between
feminine g-gender use and feminine persona construction, and (for
women) masculine g-gender use and masculine persona construction.

12: In reality, the parité advocates not only
want to make us believe that [women] are
essentially different than men, but also that
they are better than them.With them, much
criticized politics would finally become more
humane,warmer and more efficient. Excuse me
for being skeptical, but, from spending time
with powerful women, I find them very similar
to their male colleagues: same qualities, same
faults.
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Returning to one of the highest users of the feminine in our corpus,
Roselyne Bachelot (81%), we can observe that not only is she a principal
advocate of parité, but she also cultivates an extreme feminine style. In
a study of the gender presentation of Bachelot and her fellow powerful
female right wing colleague, Michèle Alliot-Marie, (Bard, 2012, 10) remarks on how Bachelot’s manner of dressing is designed to distinguish
her from her male colleagues:
Roselyne Bachelot théorise le recours à la couleur vive
d’une manière féministe. Elle privilégie le rose, une couleur
archiféminine. Manière pour elle d’arborer la féminité comme
un drapeau, dans un monde d’hommes, de jouer d’une différence devenue très visible13 .
Bachelot very publicly espouses the ‘feminine’ properties of pragmatism,
sensitivity, honesty etc., which she argues women will bring to politics.
For example, in a 1986 interview14 , she says,
Je crois que la femme a un message de femme à apporter. Moi
j’avoue que quand je vois quelque chose qui me fait pleurer,
j’ose pleurer. Je suis quelqu’un de sensible; je ne veux pas
devenir un homme manqué dans la politique. C’est ça que je
veux apporter au monde politique15 .
Alliot-Marie, on the other hand, very clearly constructs the less feminine
political persona (Ramsay, 2003; Bard, 2012). According to (Bard, 2012,
10), “Michèle Alliot-Marie incarne un type de féminité autoritaire, raide,
évocatrice du masculin". She holds a similar anti-parité feminist position
to Badinter, and is likewise skeptical about qualitative differences between
men and women, saying in a recent interview with Le Lab about electoral
quotas: “Ce que je dis est que les femmes ont les mêmes capacités que
les hommes, qu’elles ont la même intelligence"16 . Additionally, she does
not have a particularly feminine way of dressing, and once remarked
to a colleague who wanted her to change her hair and glasses: “Je ne
suis pas potiche" (Bard, 2012, 11). Unfortunately for us, she does not talk
very much in 1997-1998; however, it is suggestive that she uses feminine
g-gender only 20% of the time (2/10 occurrences).

13: Roselyne Bachelot theorizes the use of
bright colours in a feminist manner. She privileges pink, an ultra feminine colour. Away for
her to fly femininity like a flag, in a world of
men, to take advantage of a difference that had
become very visible.
14: Video archives of the 1986 elections by
the Institut National de l’Audiovisuel are
available at http://www.ina.fr/video/
VDD10008113.
15: I think that women have a woman’s message to bring. Me, I admit that when I see
something that makes me cry, I dare to cry.
I am a sensitive person; I don’t want to be a
failed man [tomboy] in politics. That’s what I
want to bring to the political world.

16: What I say is that women have the same
capacities as men, that they have the same
intelligence.

A similar comparison has also been drawn among left wing politicians
Ségolène Royal and Martine Aubry who appear to show the same basic
pattern as Bachelot and Alliot-Marie, respectively. For example, Montini
(2017) reports that:
Marine Aubry est présentée comme sérieuse, austère, si ce
n’est pas autoritaire et froide. [. . . ] Miroir inversé de Ségolàne
Royal, enfermée dans un excès de “féminité" (coquette, dans
l’extrême émotion, imprévisible, voire folle etc.), Martine
Aubry se trouve ramenée à une manque de “féminité"17 .
Ramsay (2003:197) also reports that “descriptive epithets from the period
of [Aubry’s] entry into government generally attribute masculine qualities
to this political woman called a ‘superwoman’ and seen to possess
‘authority’, ‘moral intransigence’, ‘frankness’, ‘acerbic humour’ and ‘the
determination of a bulldozer’." Furthermore, unlike Royal who was one of
parité’s earliest advocates within the Socialist party, Aubry was one of the

17: Martine Aubry is presented as serious, austere if not authoritarian and cold. . . . Mirror
image of Ségolène Royal, covered in an excess of
‘femininity’ (coquette, extremely emotional, unpredictable, even crazy, etc.). Martine Aubry
finds herself brought back to a lack of ‘femininity’.
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last Socialist women to publicly support the constitutional amendment
(Bereni, 2007).
Accordingly, although there is a correlation between political affiliation
and the likelihood of adopting one or the other persona, we expect the use
of g-gender to also depend on the persona adopted by the speaker. This
is indeed what we find when we examine the usage of Bachelot, AlliotMarie, Royal and Aubry, summarized in Table 5.7. We find significant
differences between Royal and Aubry’s use of the feminine (indeed, Royal
never uses the masculine in our corpus) just as between Bachelot and
Alliot-Marie’s use (Fisher’s exact test, p-value < 0.05).
PERSONA
Differentialist
Non-differentialist

SPEAKER
R. Bachelot (RPR)
S. Royal (PS)
M. Alliot-Marie (RPR)
M. Aubry (PS)

F
105
9
2
22

M
24
0
8
5

PROP. F
0.81
1
0.20
0.81

Since, as mentioned above, the vast majority of addressees are socialists,
unfortunately we do not have enough data to assess whether there are
differences in how speakers address Alliot-Marie and Bachelot: AlliotMarie is addressed twice and Bachelot once (all in the feminine) in the
whole corpus. However, since they are both socialist ministers, both Royal
and Aubry are frequently addressed and, here again, we see a significant
difference (Fisher’s exact test, p-value <0.05) between the two: Aubry is
addressed with 37% feminine (867/2340), while Royal is addressed with
58% feminine (56/96). Thus, the different persona construction of these
two socialist ministers may be influencing how others refer to them in
addition to how they themselves speak.

5.3 Grammatical gender and social meaning
In the previous section, we argued that, in 1997-1998, there was a link
between use of Madame la N and the construction of the differentialist
feminine persona and the use of Madame le N and the construction of
the non-differentialist persona. However, we have not yet said anything
about why this particular pairing of linguistic form and abstract identity
should arise. Here we argue that identity construction with g-gender is
mediated by the social meanings of feminine and masculine g-gender.
The question of meaning in relation to grammatical gender marking
has long been a controversial one. The view of the influential Académie
Française (1984, 2014) is that there is no meaning associated with masculine
or feminine marking. Nevertheless, the dominant view emerging in
the fields of linguistics and psychology is that grammatical gender
assignment is multi-factorial: it takes into account a variety of linguistic,
cognitive and meaning-related factors (Tucker et al., 1977; Corbett, 1991;
Dahl, 2000; McConnell-Ginet, 2013; Bonami and Boyé, 2019; Culbertson
et al., 2017, and many others). With respect to linguistic factors, the
phonological form of certain nominal endings may induce a strong
preference for masculine or feminine g-gender (Tucker et al., 1977; Holmes
and Segui, 2004, 2006; Matthews, 2010). Furthermore, we know that
cognitive factors like frequency may induce a strong preference for

Table 5.7: Grammatical gender use by
Bachelot, Alliot-Marie, Royal and Aubry.
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masculine or feminine g-gender (Dye et al., 2017). Perhaps this is why
the highly frequent noun personne ‘person’ is categorically feminine (*le
personne). However, in addition, as observed in many works in linguistics
(for example, Michard (1996, 1999); Houdebine (1998); Michel (2016)
among others) and psychology of language (to be discussed below)),
there is a non-arbitrary relation between a noun’s grammatical gender
and its meaning.
Nevertheless, specifying the semantic interpretation of grammatical
gender marking presents a puzzle. On the one hand (pace Académie
Française), there is clearly some link between grammatical gender and
social gender interpretation. It is a robust generalization from psycholinguistic studies that, at least when minimal context is provided, masculine
g-gender most often triggers reference to socially male individuals. This
has been shown through a variety of association tasks (Brauer and Landry,
2008; Chatard et al., 2005; Gygax et al., 2012), possible continuation tasks
(Gygax et al., 2008; Sato et al., 2013), eye tracking experiments (Irmen and
Schumann, 2011), and can also be seen in the interpretation of neologisms
(Bonami and Boyé, 2019). For example, Gygax et al. (2008) gave francophone participants a possible continuation task asking them whether
a sentence with a male or female denoting noun phrase was a possible
continuation of a sentence containing a ‘generic masculine’ plural (120).
In the experiment, Gygax et al. varied the gender-stereotypicality of the
noun phrase from stereotypically female, such as assistants sociaux, to
stereotypically male, such as professeurs ‘professors’.
(120)

Is the second sentence a sensible possible continuation of the first
one?
a. Les assistants sociaux marchaient dans la gare.
‘The social workers were walking through the station.’
b. Du beau temps étant prévu plusieurs femmes n’avaient pas
de veste.
‘Since sunny weather was forecast, several of the women
weren’t wearing a coat.’

Gygax et al. found that participants were significantly more likely to
agree that sentences with male referents were possible continuations for
sentences with ‘generic masculines’ than sentences with female referents.
Furthermore, when participants did agree that sentences with female
referents were possible continuations, they took significantly longer to
do so than when they judged sentences with male referents. This result
contrasted with a parallel result they found for English in which social
gender stereotypes were the main determinant of possible continuations,
and there was no significant difference in reaction times. In other words,
upon reading a masculine marked noun phrase, French speakers are
highly likely to interpret it as referring to men.
On the other hand, it is clear that social gender is not part of the literal
semantic meaning of grammatical gender marking. This can be seen from
the very phenomenon that we are studying: although many speakers
disprefer it or object to this usage, it is not contradictory to utter Madame
le ministre18 .
The solution to this puzzle that Burnett & Bonami adopt follows remarks
made by McConnell-Ginet (2013). We propose that, although g-gender is

18: Furthermore, the use of the masculine
in our corpus cannot simply be due to
metaphor or ‘speaker reference’ (Donnellan, 1966), since the title (Madame) itself
does not vary: unless they are genuinely
being used metaphorically, Monsieur le
ministre must pick out a man and Madame
le ministre must pick out a woman.
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not denotationally meaningful, its social meaning is related to social gender. More specifically, following the framework developed in this book,
we propose that masculine/feminine g-gender marking is associated
with indexical fields, and the domains into which we interpret g-gender
marked expressions are enriched with ideological structure: speaker/listeners’ pre-existing beliefs concerning how different properties and
categories are likely to pattern together in their communities.
In line with McConnell-Ginet, I propose that feminine gender marking
indexes properties/stances ideologically associated with women, and
masculine gender marking indexes properties/stances ideologically
associated with men (121). Furthermore, there is an ideological relation
between the properties in the indexical field of feminine/masculine and
being a member of the social category female/male respectively (122).
(121)

Eckert Indexical fields associated with grammatical gender on
human nouns:
a. [feminine] = { 𝑓1 . . . 𝑓𝑛 }, i.e. properties/stances ideologically
associated with women
b. [masculine] = {𝑚10 . . . 𝑚𝑛0 }, i.e. properties/stances ideologically associated with men

(122)

Ideological structure:
a. 𝑓1 ⇒ JfemaleK, . . . 𝑓𝑛 ⇒ JfemaleK

b. 𝑚10 ⇒ JmaleK, . . . 𝑚𝑛0 ⇒ JmaleK

Of course, now we would like to know exactly which properties appear
in the indexical field of masculine/feminine g-gender, and this is not an
easy question. As we saw in Chapters 1 and 2, in synchronic research,
fine-grained differences in interpretation between socially meaningful
expressions can be diagnosed through experiments. However, the study
presented in this paper is a diachronic one. Although it is unlikely that
g-gender’s indexical fields have radically changed in the past 20 years,
there is no guarantee that they are currently identical to those of the mid
1990s. Of course, the discourses described above do give us some idea
of the properties that many French speakers took to hold of male and
female politicians at this time, so we might hypothesize that properties
such as pragmatic, sensitive and honest should be included in [feminine]
in the 1990s, while abstract, tough and dishonest should be included in
[masculine]. However, due to the historical nature of this study, this
hypothesis cannot really be verified or falsified.

5.4 From social change to language change
Burnett and Bonami (2019a,b) argue that the rise of feminine grammatical
gender in the Assemblée Nationale in the late 1990s is predictable from the
rise of the feminine political persona described earlier and the indexical
fields in (121) under certain basic assumptions concerning how social
changes are related to linguistic changes:
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1. Social changes and discourse about them construct and change
speaker/listener ideologies (Foucault, 1976; Butler, 1993, 1997; Livia,
2002, among many others).
2. Speaker/listener ideologies constrain what truth-conditional and
social meanings can be assigned to linguistic expressions (Irvine
and Gal, 2000; Silverstein, 1979, 2003, among many others).
3. An expression’s truth-conditional and/or social meaning is what
primarily drives its use.
In order to make this claim explicit, we will use Conceptual Spaces and
game-theoretic pragmatics.

Ideological change in Conceptual Spaces
To formalize ideological change, following Burnett and Bonami (2019a),
we will make use of the formal tools developed in the previous chapters:
Conceptual Spaces and the Rational Speech Act model (RSA). In our
approach, speaker and listener conceptual and ideological structures are
represented as a tuple h𝐷, ∼, persi , where h𝐷, ∼i is an |𝐷| -dimensional
vector space with a relation ∼ measuring distance between points, and
pers is a distinguished set of points. Socially meaningful expressions are
interpreted into these vector spaces whose dimensions are found in their
indexical fields. As mentioned, the study that we are modeling in this
paper is a historical one, and it’s possible that g-gender’s indexical fields
have changed in the past twenty years. Therefore, we will use simulations
to illustrate how our formal model works.
In the analysis of the social meaning of French g-gender, we will take
the dimensions from public discourses about French politicians in the
1990s, and, for ease of visualisation, we will limit our illustration to a
three dimensional space consisting of Institutional dominance, Abstraction
and Toughness (123).
(123) 3 dimensions of ideological space
a. Institutional dominance (dominant ↔ non-dominant)
b. Abstraction (abstract ↔ pragmatic)
c. Toughness (tough ↔ sensitive)
As in Chapter 3, personae are represented as distinguished points within
this space (i.e. pers) according to their properties, and changes in speakers
and listeners’ ideological structure will be modelled as changes in how
personae are distributed across the ideological space. For example,
suppose we consider most politicians’ ideological structures in 1986,
i.e. when Fabius formulated the first language policy. In the previous
sections, we argued that there was a very tight correlation in the minds of
politicians between institutional dominance, abstraction and toughness
at this time, and we can represent this as a correlation between values on
the different dimensions. Of course we do not know exactly how many
personae a speaker represents and how exactly they are arranged in the
ideological space, so as a demonstration of how the framework works,
we generated 20 points in the conceptual space such that 10 occupy
the higher two thirds of the space on the dominance, abstraction, and
toughness scales, while 10 occupy the lower two thirds of the space, using
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the rand function in Octave (Eaton et al., 2015). Thus, we propose that
most politicians in the AN have an ideological structure similar to that
found in Figure 5.3 in 1986.

Figure 5.3: Ideological structure in the late
1980s (pers86 )

Observe that there are some significant empty spaces in the cube shown
in Figure 5.3. Most importantly, no personae are highly dominant, very
pragmatic and also very sensitive in this model.
Both the truth conditional and social meanings of linguistic expressions
pick out regions of the ideological space, and speakers use their language
to communicate information about the location of the individual that
they are talking about. By analogy with Gärdenfors’s work on prototypes
in lexical semantics, we assume that the arrangement of personae in
the space imposes constraints on which regions noun phrases like le
ministre and la ministre can identify. Recall from Chapter 3 that, given
an n-dimensional conceptual space and a distinguished set of points,
there is a natural way of partitioning this space into discrete regions:
voronoi polygons. Recall also that the voronoi polygon associated with
a persona 𝑝 𝑖 , 𝑣(𝑝 𝑖 ), is the set of points that lie closer to 𝑝 𝑖 than to any
other persona in the domain (124a). The Voronoi tesselation generated
by a set of personae pers, V(pers), is the collection of voronoi polygons
associated with every persona in pers (124b).
(124)

Let 𝑝 𝑖 ∈ pers be a persona.
a. 𝑣(𝑝 𝑖 ) := {𝑥|∀𝑗(∼ (𝑥, 𝑝 𝑖 ) ≤∼ (𝑥, 𝑝 𝑗 ))}
b. 𝑉(pers) := {𝑣(𝑝 𝑖 )|𝑝 𝑖 ∈ pers}

Thus, the voronoi tessalation of the personae in the 1986 model are shown
(in two dimensions for readability) in Figures 5.4 and 5.5.19
Crucially, in this model, individuals that are both highly institutionally
dominant and very sensitive fall within the ideological region of a less
dominant persona (Figure 5.4). Likewise, highly dominant and very
pragmatic individuals are obligatorily grouped into the region defined
by the less dominant persona (Figure 5.5).

19: All the tesselations in this chapter
were calculated using Octave.
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Figure 5.4: 1986 ideological space: Dominance vs Toughness
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The nouns that alternate in the Assemblée Nationale corpus all refer to
very powerful government positions (ministre, garde des sceaux, président(e)
etc.). Therefore, it seems reasonable to assume that, in virtue of occupying

Figure 5.5: 1986 ideological space: Dominance vs Abstraction
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one of these positions, individuals in the denotation of a word like ministre
(written JministreK) acquire a high level of institutional dominance. For
convenience, we will assume that the level of institutional dominance
of ministers is greater than or equal to 0.7, as shown in (125). This is
materialized by the red line in Figures 5.6 and 5.7: all ministers are by
virtue of their function to the right of that line.
(125)

JministreK is a subset of the set of individuals that lie in the
voronoi polygons associated with personae whose institutional
dominance exceeds 0.7.

[[ministre]]
1.0
[M]

Toughness

0.8
0.6
0.4
0.2

[F]

0.0
0.0

0.2

0.4
0.6
Dominance

0.8

1.0

We propose that grammatical gender marking (M/F) also picks out
regions: the space associated with all the personae that have a high level
of at least one of the properties in the indexical field (recall Chapter 2).
So the social meaning of masculine g-gender is the concave region within
the cube containing all the personae that are above the third quartile
on the institutional dominance, abstraction or toughness scales. In the
two-dimensional projections of Figures 5.6 and 5.7, this is represented by
the horizontal blue lines: all and only individuals above those lines are
in the masculine indexical field. In 1986, it happens that there is a strong
correlation between the three dimensions. As a result, 1986 personae
compatible with masculine cluster in the upper right corners of the two
squares in Figures 5.6 and 5.7.
Following the analysis in (121), the social meaning of feminine g-gender
corresponds to the concave region associated with all the personae that
are lower than the first quartile on the dimensions in the indexical field. In
the two-dimensional projections of Figures 5.6 and 5.7, this is represented
by the horizontal green lines: all and only individuals below those lines

Figure 5.6: Dominance vs. toughness in
1986: No minister is sensitive enough to
be within the feminine indexical field
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are in the feminine indexical field. Again, in 1986, having a low value in
one dimension predicts having a low value in other dimensions, so that
personae compatible with the feminine cluster in the lower left corners
of the two squares in Figures 5.6 and 5.7.
The ideological structure in 1986 is such that the space picked out by
the indexical field of the feminine is disjoint from JministreK: in both
Figure 5.6 and Figure 5.7, the rectangle to the right of the red line and
below the blue line is empty. So, in this model, the expression la ministre
does not pick out a populated chunk of ideological space; this makes
reference to a woman minister in the feminine very unlikely.
In contrast, in 1998, speakers’ ideological structures are very different:
the lower righthand corner of the ideological space contains personae
who are both sensitive and pragmatic, but also highly dominant. These
are the feminine political personae described above, who are instantiated
by individuals like Bachelot and Royal. A model of such an ideological
space is shown in Figure 5.8: although the relationship between other
dimensions has not changed (i.e. there is still a correlation between
abstraction and toughness), there has been a weakening of the relationship
between institutional dominance and the other dimensions.
Keeping the same definitions as in the 1986 model, we see that these new
personae change the denotation of ministre and the indexical fields of
M and F. Firstly, JministreK now has more polygons of personae in its
denotation. This is materialized in the two-dimensional projections in
Figures 5.9 and 5.10 by having more points to the right of the red line.
Secondly, some of these ministers lie within the indexical field of the
feminine, because they are very sensitive or pragmatic (Figure 5.9). Thus,

Figure 5.7: Dominance vs. abstraction in
1986: No minister is pragmatic enough to
be within the feminine indexical field
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Figure 5.8: Ideological structure in the late
1990s (pers98 )
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we observe the following facts comparing the models:
(126)

a. JministreK86 ∩ [𝐹]86 = Ø.

b. JministreK98 ∩ [𝐹]98 ≠ Ø.

We propose that this difference is what explains that use of the feminine
to refer to a female minister was just unavailable in 1986 but was possible
in 1998.

Figure 5.9: Dominance vs. toughness in
1998: Some ministers are sensitive enough
to be within the feminine indexical field
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We can also notice that the relevant ministers, by virtue of being dominant, also lie within the masculine indexical field (the third quartile of
dominance, not materialized in the Figures, is at 0.76, just to the to the
right of the red line).
(127) JministreK98 ∩ [𝐹]98 ∩ [𝑀]98 ≠ Ø.
This explains why there can be variation in 1998: both the use of the
feminine and the use of the masculine to refer to a female minister convey
a relevant social message.

Linking ideology and language use with game theoretic
pragmatics
In this chapter, we will also use signaling game architecture combined
with an iterated best response solution concept of the kind used in the
previous chapters (based on the RSA). The basic structure of the game
is as follows: the speaker (S) knows the location of a (female) minister
in ideological space and wishes to communicate that location to the
listener. In order to do this, they choose how they gender mark ministre
using the determiner le or la. The listener (L) hears le/la ministre and
updates their beliefs with respect to the location of the referent in their
conceptual space. More formally, we represent each time period as a
game as follows:
(128)

Model for 1986
𝐺86 = h𝑆, 𝐿, h𝐷, ∼, pers86 i, 𝑀, [·], 𝐶, 𝑃i :

Figure 5.10: Dominance vs. abstraction
in 1998: Some ministers are pragmatic
enough to be within the feminine indexical
field
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S, L are the players.
h𝐷, ∼, pers86 i is the ideological space in Figure 5.3.
M = {le, la} is a set of messages.
[·] is an indexation relation mapping each message to its
indexical field.
[𝑙𝑒] = [𝑀]86
[𝑙𝑎] = [𝐹]86
I 𝐶 is a cost function assigning a natural number to each
message.
I 𝑃86 is a probability distribution over {𝑣(𝑝) : 𝑝 ∈ pers86 ∩
JministreK86 }, encoding L’s prior beliefs concerning in which
voronoi polygon the referent is located.
I
I
I
I

(129)

Model for 1998
𝐺98 = h𝑆, 𝐿, h𝐷, ∼, pers98 i, 𝑀, [·], 𝐶, 𝑃i :
I S, L are the players.
I h𝐷, ∼, pers98 i is the ideological space in Figure 5.8.
I M = {le, la} is a set of messages.
I [·] is an indexation relation mapping each message to its
indexical field.
[𝑙𝑒] = [𝑀]98
[𝑙𝑎] = [𝐹]98
I C is a cost function assigning a natural number to each
message.
I 𝑃98 is a probability distribution over {𝑣(𝑝) : 𝑝 ∈ pers98 ∩
JministreK98 }.

For convenience, we assume that both 𝑃86 and 𝑃98 are uniform distributions over {𝑣(𝑝) : 𝑝 ∈ pers86 ∩ JministreK86 } and {𝑣(𝑝) : 𝑝 ∈
pers98 ∩ JministreK98 },20 as shown in Tables 5.8 and 5.9.
Dominance
0.83
0.75
0.84
0.72
0.86
Dominance
0.70
0.81
0.95
0.71
0.99
0.87
0.86

Abstraction
0.64
0.53
0.75
0.67
0.99
Abstraction
0.83
0.75
0.67
0.31
0.58
0.11
0.05

Toughness
0.88
0.45
0.48
0.93
0.48
Toughness
0.43
0.48
0.93
0.11
0.42
0.16
0.16

𝑃
0.2
0.2
0.2
0.2
0.2
𝑃
0.143
0.143
0.143
0.143
0.143
0.143
0.143

Recall that when L hears a message, the first thing they do is condition
their prior beliefs on the meaning of the message, as shown in (130) (for
the 1986 model).
(130)

𝑃86 (𝑣(𝑝)|𝑚) =

𝑃86 (𝑣(𝑝)∩[𝑚])
𝑃86 ([𝑚])

20: This assumption does not affect our
formal results.
Table 5.8: 𝐿’s prior belief distribution over
voronoi polygons associated with personas in the 1986 model

Table 5.9: 𝐿’s prior belief distribution over
voronoi polygons associated with personas in the 1998 model
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Dominance
0.83
0.75
0.84
0.72
0.86
Dominance
0.70
0.81
0.95
0.71
0.99
0.67
0.86

Abstraction
0.64
0.53
0.75
0.67
0.99
Abstraction
0.83
0.75
0.67
0.31
0.58
0.11
0.05

Toughness
0.88
0.45
0.48
0.93
0.48
Toughness
0.43
0.48
0.93
0.11
0.42
0.16
0.16

𝑙𝑒
0.2
0.2
0.2
0.2
0.2
𝑙𝑒
0.143
0.143
0.143
0.143
0.143
0.143
0.143
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𝑙𝑎
0
0
0
0
0

Table 5.10: 𝐿’s belief distribution over
polygons conditioned on the indexical
field associated with a message, in the
1986 model

𝑙𝑎
0
0
0
0
0
0.5
0.5

Table 5.11: 𝐿’s belief distribution over polygons conditioned on the indexical field
associated with a message, in the 1998
model

As shown in Table 5.10, since there are no ministers who are located within
the indexical field of la, 𝑃86 (𝑣(𝑝)|𝑙𝑎) = 0, for all 𝑝 ∈ JministreK86 . However,
since there are two personae in [F] in JministreK98 , 𝑃86 conditioned under
la for these two personae is 0.5.
Recall from the first part of the book that speaker utility is calculated
based on message informativity, which is calculated based on the negative
surprisal (positive natural log probability Shannon (1948)) of the prior
conditioned on the the message, minus whatever costs are assigned to 𝑚
by 𝐶 , as shown in (131) (for the 1986 model).
(131)

𝑢𝑆 (𝑣(𝑝), 𝑚) = 𝑙𝑜 𝑔(𝑃98 (𝑣(𝑝)|𝑚)) − 𝐶(𝑚)

We will use the cost functions to model the effects of the language
policies.21 Both in 1986 and 1998, we have two situations: before the policy,
where there no message costs: 𝐶(𝑙𝑒) = 𝐶(𝑙𝑎) = 0, and after the policy,
where there is a cost for using the masculine: 𝐶(𝑙𝑎) = 0 , 𝐶(𝑙𝑒) ≠ 0.
To account for variability in action selection, we assume that the speaker
chooses a message based on the soft-max choice rule (132), where 𝜆 is a
parameter governing how (non)deterministic the choice is.
(132)

𝑆(𝑚|𝑣(𝑝)) ∝ 𝑒 𝑥𝑝(𝜆 ∗ 𝑢𝑆 (𝑣(𝑝), 𝑚))

Predictions of the analysis
Our model makes predictions concerning the probability that the speaker
will use le or la to describe some female minister. Firstly, as shown in
Theorem 5.4.1, in the 1986 model, where there are no costs put on the
messages (i.e. before Fabius’ policy), we predict that speakers categorically
use the masculine in the 1986 model. This is due to the fact in (126a):
the regions picked out by the feminine’s indexical field are disjoint from
where the ministers lie.
Theorem 5.4.1 Before Fabius’ policy (1986). Let 𝐶(𝑙𝑒) = 𝐶(𝑙𝑎) = 0. For
all (non-∞) values for 𝜆, all 𝑣(𝑝) ∈ pers86 ∩ JministreK86 , 𝑆(𝑙𝑎|𝑣(𝑝)) = 0
and 𝑆(𝑙𝑒 |𝑣(𝑝)) = 1.

21: This seems reasonable, given that disobeying the policy has monetary costs.
For example, in 2014, Julien Aubert (UMP)
was required to pay 1378 euros for saying
Madame le président.
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Proof. Suppose 𝜆 = 𝑛 ≠ ∞ and let 𝑝 ∈ pers86 ∩ JministreK86 . By Table
5.10, 𝑃86 (𝑣(𝑝)|𝑙𝑎) = 0, so by 131, 𝑢𝑆 (𝑣(𝑝), 𝑙𝑎) = −∞. Therefore, by 132,
𝑆(𝑙𝑎|𝑣(𝑝)) = 0 and 𝑆(𝑙𝑒 |𝑣(𝑝)) = 1.

Furthermore, we show that, with the 1986 ideological structure, adding
costs to the masculine does not predict an increase in use of the feminine,
as shown in Theorem 5.4.2. This is because, as discussed in Chapter
2, the calculation of speaker utility (131) in the RSA model prioritizes
informativity over message costs.
Theorem 5.4.2 After Fabius’ policy (1986). Let 𝐶(𝑙𝑎) = 0. For all values
𝑛 ∈ ℕ such that 𝐶(𝑙𝑒) = 𝑛 , and for all (non-∞) values for 𝜆, all 𝑣(𝑝) ∈
pers86 ∩ JministreK86 , 𝑆(𝑙𝑎|𝑣(𝑝)) = 0 and 𝑆(𝑙𝑒 |𝑣(𝑝)) = 1.
Proof. Let 𝐶(𝑙𝑒) = 𝑛 , 𝜆 = 𝑚 and 𝑝 ∈ pers86 ∩ JministreK86 . Since
𝑃86 (𝑣(𝑝)|𝑙𝑎) = 0 (see proof of Theorem 5.4.1, 𝑢𝑆 (𝑣(𝑝), 𝑙𝑎) = −∞ + 1 = −∞.
So, by 132, 𝑆(𝑙𝑎|𝑣(𝑝)) = 0 and 𝑆(𝑙𝑒 |𝑣(𝑝)) = 1.

On the other hand, in both models for 1998, the feminine is predicted
to be used, particularly to communicate that the referent lies close to
the new feminine personae. For example, if we set 𝜆 = 2, for illustration,
we see that use of la to communicate the polygons in the bottom right
corner of the ideological space is predicted to be 0.925 in 1998, as shown
in Table 5.12.
Dominance
0.87
0.86

Abstraction
0.11
0.05

Toughness
0.16
0.16

𝑙𝑒
0.075
0.075

𝑙𝑎
0.925
0.925

Table 5.12: Probability of 𝑆 choosing a
message conditioned on the polygon in
which 𝑆 locates the referent, before policy

Likewise, if we add a cost to using the masculine (say 𝐶(𝑙𝑒) = 1), the
probability of using la increases to 0.971, as shown in Table 5.13.
Dominance
0.87
0.86

Abstraction
0.11
0.05

Toughness
0.16
0.16

𝑙𝑒
0.029
0.029

𝑙𝑎
0.971
0.971

Thus, the model correctly predicts 1) increase of the feminine from 1986
to 1998, and 2) effectiveness of language policy in 1998 but not in 1986.
The models presented here deal with how the speaker wishes to present
another referent. We further suggest that ideological accommodation
plays a role in explaining the patterns of speaker variation that formed the
bulk of the quantitative study. We saw above that both male and female
speakers interested in constructing and promoting the differentialist
female persona were higher users of the feminine than those who were
not so invested. Since use of feminine g-gender marking is only consistent
with ideologies which have a persona with properties in [feminine], we
suggest that speakers such as Bachelot and politicians on the left are using
the feminine both to signal the fact that they possess such ideological
structure and as a way of trying to force their interlocutor to accommodate
this structure if they do not already have it. Thus, grammatical gender and
ideological accommodation is being used as a tool to further the ongoing
social changes that the speakers are participating in (see also Abbou
(2011b,a) for more information on activist uses of French grammatical
gender marking).

Table 5.13: Probability of 𝑆 choosing a
message conditioned on the polygon in
which 𝑆 locates the referent, after policy
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5.5 Conclusion
Following Burnett and Bonami (2019a,b), I argued that the actuation of
the change from masculine grammatical gender to feminine grammatical
gender in references to women was linked to broader social changes
associated with gender ideologies in France in the late 1990s, namely,
the development of the feminine political persona. We proposed that
the social conditioning that we observed based on political party is the
result of a combination of the indexical meaning of grammatical gender
and the rate at which speakers across the political spectrum modify their
ideologies to include this persona.
I also showed how the formal model of the relationship between ideological structure and linguistic meaning that was developed in Chapter 3
can be applied to the phenomenon of the social meaning and changing
use of French grammatical gender. We showed how we can use this
framework to explicitly characterize both the ideological change in late
1990s and the consequences that this change had on the use of le ministre
vs la ministre. We therefore conclude that lexical semantic frameworks,
such as Conceptual Spaces, are promising for capturing the link between
ideologies and linguistic production, and that tools from formal semantics and pragmatics have a role to play in the study of sociolinguistic
phenomena.
Finally, this study also makes a contribution to what (Weinreich et al.,
1968, 102) call the “actuation problem" for historical linguistics, and, more
specifically, to our understanding of the role that linguistic prescription
and language policies can play in the actuation of linguistic changes.
Previous work on language planning has stressed the importance of
having members of the community at the top of the social order support
the proposed change (Ehrlich and King, 1992; Pauwels, 1998, 1999, among
others); however, our study shows that this condition, although possibly
necessary, is not sufficient: Fabius and Jospin had the same prestigious
governmental position and similar levels of political power; however,
Jospin’s linguistic prescription succeeded where Fabius’ failed. We argued
that differences in the social context between 1986 and 1998 created a
qualitative difference between what Fabius proposed speakers do and
what Jospin proposed: Jospin ordered speakers to switch from one wellformed linguistic option in their language to another; whereas, Fabius
ordered speakers to both switch which form they use and accommodate
new conceptual structure. Our study therefore suggests that language
policies will only be successful if they are consistent with ideologies in
the speech community; thus, non-linguistic discursive work also has a
role to play in building the ideological structure that is a precondition for
substantive for policy-induced language change. This chapter therefore
provided an example of how formal semantics, quantitative studies of
variation and game-theoretic pragmatics can be combined to bear on
questions related to language politics and policy.
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Conclusion
This book presented an exploration of how methods from formal semantics and pragmatics, particularly model-theoretic semantics and
epistemic game theory, can be applied to the analysis of sociolinguistic
variation and identity construction through language. One of my aims
was to show that such an application has great potential for furthering
the study of these complex socio-cognitive phenomena and for building
sociolinguistic theory. Another of my aims was to show that concepts
and theories from sociolinguistics (particularly personae and indexical
fields from the Third Wave) can fruitfully be applied to the analysis of
phenomena commonly studied in semantics and analytical philosophy,
such as slurs and identity terms. In doing so, sociolinguistic theory can
contribute to building a more complete theory of the semantics of natural
language. I hope that I have been at least somewhat successful in these
two aims.
Although the empirical phenomena studied in this work are very diverse,
ranging from socio-phonetic variation to slurs to grammatical gender, a
number of themes run through this whole research programme. The first
one concerns the diversity of formal semantic tools that we can/should
use to study social meaning. In this work, I have employed a range of
formal frameworks which, I have argued, are useful for cashing out
ideas from sociolinguistics and gender studies. These include game
theoretic frameworks such as the Rational Speech Act model, as well
as classic model-theoretic semantics. They also include less commonly
used frameworks such as Conceptual Spaces and Tolerant, Classical, Strict.
Obviously (at least at the time I’m writing this), these methods are not
all part of the “standard" formal semanticist’s toolbox, but they are not
completely unknown either: we know what their properties are and
how to use them. More generally, I think that further investigations into
“non-standard" tools, particularly non-classical logics, is desirable for
characterizing ideological structure. In addition to what I presented in
Chapter 5, there is enormous evidence that we tolerate contradictions in
our ideologies quite easily (see Breitholtz, 2014a,b, for more discussion),
so their “non-classical" nature most likely demand further non-classical
mathematical tools to analyze them.
A related theme is that formal linguistics and sociolinguistics are not antithetical, even (or perhaps especially) when it comes to the social aspects
of language. That there is a profound conflict between formal approaches
and more socially grounded approaches to language is something that
both sociolinguists and formal linguists have communicated to me many
times, both when I was a student and now that I am a researcher. We can
see a particularly colourful articulation of this idea in the introduction to
Agha (2006)’s book Language and Social Relations. He says (p.8),
A great deal of ink has been spilled in the last forty years
in pursuing the assumption that the study of language is
the study of ‘rules’ or ‘constraints’ on language. As with
any fad, the time for this one has come and gone. There is
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a simple trick that forms the basis for – and explains the
popularity of – the fad. The trick itself has two parts. Here’s
how to do it. First, redefine what the word language means,
preferably fixating upon a fragment or feature of language –
let’s say the concatenation system of language, its syntactic
and phonotactic aspects – and call this fragment ‘language’
(or even ‘Language’). Second, redefine the study of this
fragment as the study of some restricted type of data about
it, let’s say the study of decontextualized intuitions about
it. If you’ve done this carefully enough, you can now amaze
and amuse your friends by pulling a vast number of rules
and constraints out of the hat of introspectable intuitions.
And, now, the statement ‘the study of language is the study
of constraints’ appears to be true.
My response to this view (which is by no means limited to Agha) is that
those who hold it also have a rather narrow view of the kinds of data
that we can treat using formal systems, and the kinds of “rules" and
“constraints" such systems can employ. I believe that further explorations
into frameworks that allow for variability and reasoning under uncertainty, like game-theoretic pragmatics, can be helpful for dispelling this
misconception1 .
The third theme of this work is how much theories from sociolinguistics, linguistic anthropology and language and gender can help formal
semantics. McConnell-Ginet’s work has brought sociolinguistic and feminist questions to bear on research questions in semantics/philosophy
of language, and, as discussed in Chapter 1, semanticists are becoming
more and more interested in studying words, phrases and morphemes
whose social component is inescapable. In my view, this is a welcome
development in the field; however, one way in which we can make
quicker progress is through better engagement with the sociolinguistics
and anthropological literatures. Many of the phenomena discussed in
Chapter 1, which are of increasing interest to semanticists, have also been
theorized by sociolinguists. As I showed in Chapters 2 and 4, we can
build on this work when it comes to formulating the social side of our
analyses. This is not to say that incorporating insights from one field
into another will necessarily be easy: disciplines often evolve such that
what are considered the major research questions in one may not even
be discussed in another. But we don’t have to start from zero and a better
knowledge of sociolinguistic theory will undoubtedly make us better
semanticists.
The final major theme of this book concerns building the link between
language, reasoning and action. I argued that one of the advantages of
using game-theory to analyze linguistic communication is that games
of communication and linguistic signalling can be very naturally embedded in larger games of non-linguistic interactions. In this way, we
can formally study the relation between language and non-linguistic
behaviour in a much easier way than in other approaches. I argued
that having a framework in which language is related to actions and
outcomes (by way of mental representations and reasoning) is crucial
for providing an externalist semantics for the meaning of socio-phonetic
variants (who clearly cannot be given truth conditional meanings) and
slurs/identity terms (who, I argued, should not be given truth conditional

1: Although I admit that the connections
between formal linguistics and ethnography, the method that Agha favours in his
book, will probably continue to remain
pretty thin. . .
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meanings). Additionally, I hope that this (what I call) materialist semantics
can be helpful for theorizing the ways in which language contributes to
creating/reproducing material conditions and for studying linguistic
discrimination. But this application is left to future work.
On that note: the studies that I presented in this book represent a first
contribution to what is a much larger project aiming to link formal studies
of sociolinguistic variation and identity construction with discourse and
action. As such, there are very many ways in which what I have presented
can be improved and expanded. The first most pressing improvement is
to integrate an appropriate model of identity construction with a theory
of propositional interpretation and strategic discourse. Obviously, we
don’t go around just saying -ing or -in’: sociolinguistic variants affect
non-linguistic actions through their effect on the interpretation of full
utterances and the role that those utterances play in argumentation.
With colleagues, we have started exploring how Social Meaning Games
could be integrated with formal discourse frameworks such as Message
Exchange Games (Asher et al., 2017; Asher and Paul, 2018) and KoS/TTR
(Ginzburg, 2012; Cooper and Ginzburg, 2015); however, this work is still
developing.
Another major area that was not developed in this book, but could be
in the future, is the study of how ideological diversity affects language
use and interpretation. In Chapters 4 and 5, I gave two case studies of
situations in which people had very different socio-political ideologies,
and this gave rise to different meanings for slurs/identity terms and
grammatical gender marking. In the formal analysis, I only considered
communication between partners who share ideologies. This allowed
for a relatively straightforward description of the communication game,
and is probably appropriate for some communities of practice. However,
as I discussed in these chapters, we are often interacting with people
whose ideologies differ from our own, and we would like to know
how communication works when this happens. Developing a gametheoretic model of inter-ideological communication is non-trivial and
involves difficult things like figuring out how/whether ideologies can be
compared across individuals. Nevertheless, I believe that pursuing this
line of research would many theoretical and practical benefits.
All in all, I am optimistic that formal semantics has the potential to help
us better understand ourselves and our social world and, maybe in the
future, even help us understand how to make it better.
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